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Abstract

The thesis consists of five papers. The first three deal with topics within costly
global optimization and the last two concern military decision support systems.

The first part of the thesis addresses so-called costly problems where the objec-
tive function is seen as a “black box” to which the input parameter values are
sent and a function value is returned. This means in particular that no infor-
mation about derivatives is available. The black box could, for example, solve a
large system of differential equations or carry out a time-consuming simulation,
where a single function evaluation can take several hours! This is the reason
for describing such problems as costly and why they require customized algo-
rithms. The goal is to construct algorithms that find a (near)-optimal solution
using as few function evaluations as possible. A good example of a real life
application comes from the automotive industry, where the development of new
engines utilizes advanced mathematical models that are governed by a dozen
key parameters. The objective is to optimize the engine by changing these pa-
rameters in such a way that it becomes as energy efficient as possible, but still
meets all sorts of demands on strength and external constraints. The first three
papers describe algorithms and implementation details for these costly global
optimization problems.

The second part deals with military mission planning, that is, problems that
concern logistics, allocation and deployment of military resources. Given a fleet
of resource, the decision problem is to allocate the resources against the enemy
so that the overall mission success is optimized. We focus on the problem of
the attacker and consider two separate problem classes. In the fourth paper we
introduce an effect oriented planning approach to an advanced weapon-target
allocation problem, where the objective is to maximize the expected outcome of
a coordinated attack. We present a mathematical model together with efficient
solution techniques. Finally, in the fifth paper, we introduce a military aircraft
mission planning problem, where an aircraft fleet should attack a given set of
targets. Aircraft routing is an essential part of the problem, and the objective
is to maximize the expected mission success while minimizing the overall mis-
sion time. The problem is stated as a generalized vehicle routing model with
synchronization and precedence side constraints.
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Populärvetenskaplig
sammanfattning

Avhandlingen best̊ar av fem artiklar, där de tre första behandlar kostsam global
optimering och de sista tv̊a berör militära beslutsstödsystem.

Det första omr̊adet behandlar s̊a kallade kostsamma problem där m̊alfunktionen
ses som en “svart l̊ada” dit parametervärden skickas in och ett funktionsvärde
returneras. Ett bra exempel p̊a en verklig applikation kommer fr̊an bilindustrin,
där man i utvecklingen av nya motorer använder avancerade matematiska mod-
eller som styrs av ett f̊atal viktiga parametrar. Målet är att optimera parameter-
värdena s̊a att motorn blir s̊a energieffektiv som möjligt, men fortfarande upp-
fyller krav p̊a styrka och yttre begränsningar. Den svarta l̊adan kan till exempel
lösa ett stort system av differentialekvationer eller utföra en tung simulering och
en enda funktionsberäkning kan ta flera timmar! Detta är orsaken till att s̊adana
problem beskrivs som kostsamma och varför skräddarsydda algoritmer krävs.
Målet är att konstruera algoritmer som hittar den optimala lösningen med s̊a
f̊a funktionsberäkningar som möjligt.

Det andra omr̊adet handlar om militär uppdragsplanering, problem som hanterar
logistik och fördelning av militära trupper. Givet en resursflotta s̊a är besluts-
problemet att fördela resurserna mot fiendens trupper s̊a att den totala fram-
g̊angen av uppdraget optimeras. Vi fokuserar helt p̊a anfallarens problem och
behandlar tv̊a separata problemställningar. I den första delen introducerar vi
en beslutsmetod baserad p̊a effektorienterad planering för ett avancerat vapen-
mot-m̊al problem, där resurserna ska fördelas mot m̊alen s̊a att det förväntade
resultatet av en samordnad attack maximeras. Slutligen, i den andra delen,
presenterar vi ett uppdragsplaneringsproblem för militära flygplan, där en flyg-
plansflotta ska attackera en given uppsättning m̊al. Ruttning är en viktig del av
problemet, och m̊alet är att maximera den förväntade framg̊angen av uppdraget
men samtidigt minimera den totala tids̊atg̊angen för uppdraget.
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Linköping, April 23, 2012

Nils-Hassan Quttineh

v





List of Papers

The following papers are appended and will be referred to by their roman
numerals.

I. K. Holmström, N-H. Quttineh, M. M. Edvall, An adaptive radial basis al-
gorithm (ARBF) for expensive black-box mixed-integer constrained global
optimization, Optimization and Engineering 9 (3), 311–339 (2008)

II. N-H. Quttineh, K. Holmström, The influence of Experimental Designs
on the performance of surrogate model based costly global optimization
solvers, Studies in Informatics and Control 18 (1), 87–95 (2009).

III. N-H. Quttineh, K. Holmström, Implementation of a One-Stage Efficient
Global Optimization (EGO) Algorithm, Research Report 2009-2, School
of Education, Culture and Communication, Division of Applied Mathe-
matics, Mälardalen University (2009).

IV. N-H. Quttineh, K. Lundberg, K. Holmberg, T. Larsson, Effect Oriented
Planning, Technical Report LiTH-MAI-R–2012/06–SE, Department of
Mathematics, Division of Optimization, Linköping University (2012).
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1

Introduction

This dissertation addresses two separate areas within optimization.

The first part of the thesis concerns the area of costly global optimization,
where the objective function is extremely expensive to evaluate. Here, expensive
means time-consuming, and a function evaluation, also called a sample, might
take several hours. Even worse, the objective is often thought of as a black-
box where no derivative information is available, hence standard optimization
algorithms will not do. A short introduction to this field of optimization is
presented in Chapter 2.

The second part of the thesis addresses the area of military decision support
systems. Military planning can be done at many levels, from very general attack
strategies to more specific logistical problems like transportation of troops and
material or aircraft routing. A common problem is the so called weapon-target
assignment problem, where the attacker wishes to utilize its resources in an
optimal way in order to gain maximal effect against the enemy targets. A more
thorough background to this area is found in Chapter 3.

While the first part mainly concerns algorithm development and implementation
details, the second part is focused on modeling aspects. In order for optimiza-
tion to be useful as a tool for improving real life problems, and provide useful
solutions, a large part of the work is to understand the actual problem. When
a viable mathematical model of a real life problem can be presented, this is
usually the result of a long process involving many and long discussions as well
as rejected and revised versions of the model.

It has been challenging, but very stimulating, to be part of a project which
involves industrial partners. I have gained invaluable experiences in the art
of communicating mathematics as well as understanding industry aspects of a
problem, and I feel very privileged to have been working on two such diverse
areas of optimization within the work of one thesis.
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1 Outline

The material in this thesis is organized as follows.

1.1 Introductions

In Chapter 2 we introduce the main concepts and ideas for the area of Costly
Global Optimization (CGO). Different surrogate models are presented and their
respective strengths and weaknesses are discussed. The concept of merit func-
tions is introduced, as a tool for iteratively decide where to evaluate the costly
objective function.

It is important to be able to balance the global search against the local search,
to avoid getting stuck at local optima and being able to explore promising areas
of the search space, and a variety of merit functions are presented. A common
feature of all surrogate model based methods is their need for an initial set of
evaluated points, and different strategies for how to choose these initial points
are discussed.

In Chapter 3 we present an overview of the area of military decision support.
The concept of effect oriented planning is introduced in the context of an at-
tacker’s problem. With predefined tactics for the attacker and rules of engage-
ment for the defender, an analytical expression for the expected reward of a
specific attack is derived, and a generic model for the attacker’s problem is
presented. Further, the framework for the aircraft mission planning problem
is presented, and concepts like target scene, collateral footprint and aircraft
routing is introduced. Target effects and sequencing aspects are also discussed,
together with an overview of aircraft mission planning.

1.2 Papers

This thesis contains five papers, of which two have been published in journals
and three have been presented as technical reports. Here follows a short sum-
mary of these papers. The first three papers concern the area of costly global
optimization, and the last two papers concern military decision support systems.

Paper I

The algorithm described in Paper I utilizes Radial Basis Functions (RBF) to
interpolate sampled points and contains details on implementing an enhanced
version of the RBF algorithm. Introducing a range of target values for the
optimal value we optimize the merit function multiple times each iteration and
cluster the resulting points.

2



Outline

This adaptive feature add stability to the search process, compared to the static
choice of target for the optimal value defined by a cyclic scheme in the standard
RBF algorithms, hence the name Adaptive RBF algorithm (ARBF). The imple-
mentation is able to handle all sorts of constraints, both linear and non-linear
as well as integer restrictions on certain variables. It is available in TOMLAB
and named ARBFMIP.

Paper II

Paper II investigates the influence of different experimental designs on the per-
formance of surrogate model based CGO solvers. New experimental design
methods are suggested and evaluated together with standard designs on a bench-
mark of test problems. Three CGO solvers from the TOMLAB environment are
used to compare the performance of the different experimental designs.

Paper III

Paper III describes an extension of the Efficient Global Optimization (EGO)
algorithm. The standard algorithm is a two-stage method, first estimating pa-
rameters in order to build the surrogate model, then finding a new point to
sample using some merit function. The drawback with all two-stage methods
is that surrogate models based on a small set of sample points might be very
misleading. It is possible though to turn EGO into a one-stage method, and in
the paper we address implementation details and numerical issues, some inher-
ited from the two-stage approach, but also some new situations. To the best
of our knowledge, there is only one earlier implementation of a one-stage EGO
algorithm.

Paper IV

The problem setting in Paper IV concerns the tactical planning of a military op-
eration. Imagine a big wide open area where a number of targets are positioned.
These can, for example, be radar stations or other surveillance equipment, with
or without defensive capabilities, which the attacker wishes to destroy. More-
over, the targets are possibly guarded by defending units, like Surface-to-Air
Missile (SAM) units. The positions of all units, targets and defenders, are
known. We consider the problem of the attacker, where the objective is to
maximize the expected outcome of a joint attack of several weapons against
the enemy, subject to a limited amount of resources (i.e. aircraft, tanks, guided
bombs). We present a generic mathematical model for this problem, together
with alternative model versions which provide both optimistic and a pessimistic
approximations of the outcome of the attack. We also provide results to a
number of test case scenarios using heuristic solution approaches.

3
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Paper V

Paper V deals with a military aircraft mission planning problem, where the
problem is to find time efficient flight paths for a given aircraft fleet that should
attack a number of ground targets. Due to the nature of the attack, two aircraft
need to rendezvous at the target, that is, they need to be synchronized in both
space and time. At the attack, one aircraft is launching a guided weapon, while
the other is illuminating the target. Each target is associated with multiple
attack and illumination options. Further, there may be precedence constraints
between targets, limiting the order of the attacks. The objective is to maximize
the outcome of the entire attack, while also minimizing the mission time span.

Two mathematical models for this problem is presented and we compare their
efficiency on some small test cases. We also provide some heuristic approaches,
since direct application of a general mixed integer programming solver to the
mathematical model is only practical for small scenarios. We present solutions
to a number of test case scenarios provided by the heuristics.

2 Contributions

The main contributions of the thesis, presented for each paper, are as follows.

I An adaptive RBF algorithm is introduced, improving convergence and
adding stability to the search process of a surrogate model based algorithm
for costly global optimization.

II The influence of experimental designs on the convergence of surrogate
model based algorithms for costly global optimization algorithms is inves-
tigated.

III A one-stage EGO algorithm is presented and numerous implementation
issues are addressed.

IV An advanced weapon-target allocation problem is presented together with
a generic mathematical model. The objective function is non-convex, and
in order to solve larger instances heuristic approaches are implemented.

V We present a military aircraft mission planning problem, where an aircraft
fleet should be routed between a set of targets. Using a tailored discretiza-
tion, the problem is modeled and classified as a generalized vehicle routing
problem with several side constraints. Solution methods are discussed and
heuristic approaches are implemented.

4



2

Costly Global Optimization

The first part of this thesis touches the relative small but important area of
Costly Global Optimization (CGO). A problem is considered costly if it is CPU-
intensive, i.e time consuming, to evaluate a function value. It could be the result
of a complex computer program, e.g. the solution of a PDE system, a huge
simulation or a CFD calculation.

From an application perspective there are often restrictions on the variables
besides lower and upper bounds, such as linear, nonlinear or even integer con-
straints. The most general problem formulation is as follows:

The Mixed-Integer Costly Global Nonconvex Problem

min
x

f(x)

s.t.

−∞ < xL ≤ x ≤ xU <∞
bL ≤ Ax ≤ bU
cL ≤ c(x) ≤ cU

xj ∈ N ∀j ∈ I

(1)

where f(x) ∈ R and xL, x, xU ∈ Rd. Matrix A ∈ Rm1×d, bL, bU ∈ Rm1 ;
defines the m1 linear constraints and cL, c(x), cU ∈ Rm2 defines the m2

nonlinear constraints. The variables xI are restricted to be integers, where set I
is an index subset of {1,. . . ,d}. Let Ω ∈ Rd be the feasible set defined only by
the simple bounds, the box constraints, and ΩC ∈ Rd be the feasible set defined
by all the constraints in (1).

It is common to treat all such functions as black-box, i.e you send in a set of
variables x ∈ Rd and out comes a function value f(x). This means that no
derivative information is available, and standard optimization algorithms won’t
suffice. Hence the need of special CGO solvers.
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A popular way of handling the costly black-box problems is to utilize a surrogate
model, or response surface, to approximate the true (costly) function. In order to
perform optimization, surrogate model algorithms iteratively choose new points
where the original objective function should be evaluated. This is done by
optimizing a less costly utility function, also called merit function.

−2 0 2 4 6 8 10
6

6.5

7

7.5

8

8.5

Surrogate Modeling

 

 

True Function

Sampled Points

Surrogate Model

Figure 1: Surrogate modeling.

There exist different surrogate models. Jones et al. [7] introduced the “Efficient
Global Optimization” (EGO) algorithm in 1998. It is based on the DACE
framework, short for ”Design and Analysis of Computer Experiments”, and
models a function as a realization of random variables, normally distributed
with mean µ and variance σ2.

In 2001, the RBF algorithm was introduced by Powell and Gutmann [1, 12]
which use radial basis function interpolation to build an approximating surro-
gate model. An implementation of this RBF algorithm can be found in the
optimization environment TOMLAB [4] by the name rbfSolve. Another im-
plementation using radial basis functions is named ARBFMIP [3], also available
in TOMLAB. This algorithm is described in detail in Paper I.

Different surrogate model algorithms utilize different merit functions, sometimes
closely related to the surrogate model used. A thorough description of Surro-
gate Modeling is presented in Section 1 and some popular merit functions are
presented in Section 2.

Common for all surrogate model CGO solvers is the need of an initial sample of
points (Experimental Design) to be able to generate the initial surrogate model.
In order to create an interpolation surface, one must use at least n ≥ d+1 points,
where d is the dimension of the problem. This is presented more thorough in
Section 3 and is also the topic of Paper II.

6



Surrogate modeling

There exist derivative-free global black-box optimization methods aimed for
non-costly problems, such as the DIRECT algorithm by Jones et al. [6]. This
algorithm divides the box-bounded space into rectangles, refining only areas of
interest. It was later enhanced to handle constraints as well [8]. Generating set
search (GSS) is a class of local derivative-free methods that find search directions
iteratively and performs polls to locate the optimum.

1 Surrogate modeling

A surrogate model, or response surface, is an interpolation of sampled points and
predicts the costly function values for points not yet sampled. Suppose we have
evaluated the costly objective function at n distinct points in the sample space.
We denote this set of sampled points by x, and the corresponding function values
by y. The purpose of building a surrogate model is to provide an inexpensive
approximation of the costly black-box function.

To improve the model, iteratively find a new point to sample, denoted xn+1. For
a robust and efficient algorithm, something more sophisticated than adding the
surface minimum smin of the interpolated surface is needed as this would result
in a purely local search. Merit functions are designed to locate promising areas
of the design space, suggesting new points to sample. Since merit functions are
non-costly, any standard global optimization algorithm can be applied.

This procedure, locating new points, calculate the costly function value and
build a new surrogate model, is the core of surrogate model algorithms. In lack of
any good convergence criteria, it is common to iterate until some computational
budget is exhausted. It could be a given number of function evaluations or a
predefined time limit. In Algorithm 1, a pseudo-code for a generic surrogate
model algorithm is found.

Algorithm 1 Pseudo-code for Surrogate Model Algorithms

1: Find n ≥ d+ 1 initial sample points x using some Experimental Design.

2: Compute costly f(x) for initial set of n points. Best point (xMin, fMin).

3: while n < MAXFUNC do

4: Use the sampled points x to build a response surface model as
an approximation of the costly function f(x).

5: Find a new point xn+1 to sample, using some merit function.

6: Calculate the costly function value f(xn+1).

7: Update best point (xMin, fMin) if f(xn+1) < fMin.

8: Update n := n+ 1.

9: end while

7
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In Figure 2 we present a graphical example. The upper left picture is the true
costly function f(x) to be optimized. The following pictures show the surrogate
model approximation for a certain number of sampled points n, stated in each
picture. As the iterations go by, the surrogate model becomes an increasingly
better approximation of f(x). At n = 100, all main features of the costly
function are captured by the surrogate model.

In the following pages, we give a short introduction to the different surrogate
models used throughout Papers I - III. First a description of the Radial Basis
Function (RBF) interpolation and then the DACE framework.

We also demonstrate how the different interpolation surfaces model the same
function by a graphical example found in Figure 3 on page 11.

Radial Basis Functions

Given n distinct points x ∈ Ω, with the evaluated function values y, the radial
basis function interpolant sn(x) has the form

sn(x̄) =

n∑
i=1

λi · φ
(∥∥∥x(i) − x̄

∥∥∥
2

)
+ bTx+ a, (2)

with λ ∈ Rn, b ∈ Rd, a ∈ R, where φ is either the cubic spline φ(r) = r3 or the
thin plate spline with φ(r) = r2 log r. The unknown parameters λ, b and a are
obtained as the solution of the system of linear equations

(
Φ P
PT 0

)(
λ
c

)
=

(
y
0

)
, (3)

where Φ is the n× n matrix with Φij = φ
(∥∥x(i) − x(j)

∥∥
2

)
and

P =


xT1 1
xT2 1
...

...
xTn 1

 , λ =


λ1

λ2

...
λn

 , c =


b1
b2
...
bd
a

 ,y =


f(x1)
f(x2)

...
f(xn)

 . (4)

If the rank of P is d+1, then the matrix
(

Φ P
PT 0

)
is nonsingular and the linear

system (3) has a unique solution [11]. Thus we have a unique RBF interpolation
function sn(x) to the costly f(x) defined by the points x.
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Surrogate modeling

Figure 2: The top left picture is the true costly function f(x) to be optimized. The
following pictures are surrogate models, based on the number of sampling
points n in bold face. As the iterations go by, the surrogate model becomes
an increasingly more correct description of f(x).

9



Models and Methods for Costly Global Optimization
and Military Decision Support Systems

DACE Framework

As mentioned earlier, DACE models a function as a realization of random vari-
ables, normally distributed with mean µ and variance σ2. Estimates of µ and σ2

are found using Maximum Likelihood Estimation (MLE) with respect to the n
sampled points x and their corresponding function values y.

Using a matrix of correlation values R, the DACE interpolant is defined by

y(x̄) = µ+ r′R−1(y − 1µ) (5)

where r is the vector of correlations between x̄ and x. The first term µ is
the estimated mean, and the second term represents the adjustment to this
prediction based on the correlation of sampled points x.

The correlation function is defined as

Corr
[
x(i),x(j)

]
= e−D(x(i),x(j)) (6)

with respect to some distance formula. Compared with Euclidean distance,
where every variable is weighted equally, DACE utilize the distance formula

D
(
x(i),x(j)

)
=

d∑
k=1

θk ·
∣∣∣x(i)
k − x

(j)
k

∣∣∣pk θk > 0, pk ∈ [1, 2] (7)

which is designed to capture functions more precise. The exponent pk is re-
lated to the smoothness of the function in the kth dimension. Values of pk
near 2 corresponds to smooth functions and values near 1 to less smoothness.
Parameter θk controls the impact of changes in variable xk.

RBF versus DACE

Both interpolation techniques produce surrogate models, and the results are
often very similar. The main features are practically the same, only small details
might differ significantly. In Figure 3 we show an example of RBF and DACE
interpolation, comparing the different techniques by approximating the same
costly function using only n = 9 sampled points.

In the top left picture, the costly function to be optimized. The top right picture
illustrates the DACE interpolation surface where the parameters are found using
MLE. The two pictures in the bottom are RBF interpolation surfaces, the left
one using Thin Plate Splines and the right one using Cubic Splines. There are
some small differences between them, but almost not noticeable in the pictures.
DACE is the only one that reflects different scaling in the different directions,
and this is due to the individual weight factors θk.

10



Merit functions

Figure 3: Surrogate models of the same function using different interpolation methods.
The top left picture is the costly function to be optimized and to its right
the DACE interpolation model. The bottom pictures are RBF interpolation
models using Thin Plate Splines and Cubic splines respectively.

2 Merit functions

Merit functions are used to decide upon a new point, so far not sampled, where
the costly objective function should be evaluated. It is important to clarify the
advantage of merit functions; they are not expensive to evaluate compared to
the costly black-box function.

As stated before, merit functions are not unique. The only qualifications needed
are the ability to locate unexplored regions and/or investigate promising areas of
the parameter space. A purely global merit function would be to find the point
most distant from all sampled points, i.e. maximizing the minimal distance to
sampled points.
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The other extreme would be to find the global minimum of the surrogate model,
denoted smin, and choose this as the new point. Note that this is not an
expensive problem and hence any global optimization algorithm can be used to
find smin.

The key to success is to balance these ambiguous goals, to somehow find both
local and global points. The global search is necessary in order to avoid get
stuck in a local minima, but will not likely be able to find an optimal solution
with many digits of accuracy. A pure global search will converge only in the
limit, clearly not preferable since function evaluations are costly.

One-stage/two-stage methods

In 2002, Jones wrote a paper [9] in which he summarized the area of costly global
optimization and characterized popular algorithms and implementations. A
surrogate model based method can be classified as either a two-stage procedure
or a one-stage procedure, defined by the process of selecting new points to
sample.

In its first stage, a two-stage method fit a response surface to the sampled points,
estimating the parameters required to define a surrogate model. Then, in the
second stage, these parameter estimates are considered true in order to utilize
the surface to find new search points.

But considering the estimates as true is a potential source of error. The re-
sponse surface might not be a good approximation of the true function, hence
misleading the search for promising new points to sample.

One-stage methods do not separate the model fitting and the search for new
sample points. Instead, using some measure of credibility, one seek the location
of a new point x∗ with function value f∗ at the same time as fitting the surrogate
model to already sampled data points.

The EGO algorithm traditionally utilize a two-stage procedure, first estimating
parameters and then evaluating some merit function. It is possible though to
construct one-stage procedures, which is explored in Paper III.

In RBF-based algorithms, it is common to use a one-stage procedure, where the
merit function includes a target value f∗ which is a number below the currently
best found solution. A new point to sample is found by optimizing a measure
of credibility of the hypothesis that the surface passes through the sampled
points x and additionally the new point x∗ with function value f∗.

In the upcoming sections, we present some different merit functions proposed
by authors over the years.
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Target Values

Given a set of sampled points x = {x1, . . . , xn} and a target value f∗, find the
point x∗ which most probably has function value f∗. One should always use a
target value lower than the minimum of the surrogate model, i.e. f∗ < smin.

x*

f*

Target Approach

s
min

 

 

Surrogate Model

Sampled Points

Merit Function

Figure 4: A merit function.

Define ∆ = smin − f∗. If ∆ is small, a modest improvement will do, i.e. a local
search. A large value of ∆ aims for a big improvement, i.e. global search.

The RBF algorithm utilize radial basis function interpolation and σ, a measure
of ‘bumpiness’ of a radial function. The target value f∗n is chosen as an estimate
of the global minimum of f . For each x̄ /∈ {x1, . . . , xn} there exists a radial
basis function sn(x) that satisfies the interpolation conditions

sn(xi) = f(xi), i = 1, . . . , n,

sn(x̄) = f∗n.
(8)

The new point x∗ is then calculated as the value of x in the feasible region
that minimizes σ(sn). In [2], a ’bumpiness’ measure σ(sn) is defined and it is
shown that minimizing σ(sn(x∗)) subject to the interpolation conditions (8), is
equivalent to minimizing a utility function gn(x∗) defined as

gn(x∗) = (−1)mφ+1µn(x∗) [sn(x∗)− f∗n]
2
, x∗ ∈ Ω \ {x1, . . . , xn} , (9)

where µn(x∗) is the coefficient corresponding to x∗ of the Lagrangian function L
that satisfies L(xi) = 0, i = 1, . . . , n and L(x∗) = 1.
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A range of target values

Instead of using one target value f∗ in each iteration, defined by some cyclic
scheme to balance local and global search, it is possible to solve the utility
function (9) multiple times for a range of target values.

This range of target values in which f∗ lies, denoted here by F , depends on the
surface minimum smin. Like before, values slightly less than smin means local
search, and a very big value of ∆ will result in a point most distant from already
sampled points, i.e. global search.

Each target value f∗k ∈ F results in a candidate x∗k as (9) is solved. It is not
reasonable to continue with all candidates, the range F might contain as many
as 40-60 values, each one connected with a costly function evaluation if utilized.

Fortunately the x∗k candidates tend to cluster, and by applying a clustering
process it is possible to proceed with a more moderate number of promising
candidates, covering both local and global search. Details on how to perform
the clustering is found in Paper I.

1.0
1.1
1.2
1.3
1.4
1.5

Range of Target Values

 

 

s
min

f *− range

x*− range

Sampled Points

Surrogate Model

Candidates

Figure 5: A range of target values.

In Figure 5 we see an example of x∗k candidates, found by the different target
values f∗k , and how they immediately begin to cluster. This idea is implemented
in the RBF-based solver ARBFMIP, presented in [3] and Paper I. It is also used in
the one-stage EGO algorithm presented in Paper III, implemented in TOMLAB
as osEGO.

14



Merit functions

Expected Improvement

A popular choice of merit function for the EGO algorithm it is the Expected
Improvement, a merit function designed to find the point most probable to
have a lower function value than fmin, the best one found so far. To simplify
notations, we define

z(x̄) =
fmin − y(x̄)

σ

where σ2 is the variance and y is the DACE interpolation model value at x̄.
The improvement over fmin is defined as I = max{0, fmin − y}. The expected
value of the improvement (ExpI) is computed as

ExpI(x̄) =

{
(fmin − y) · Φ(z) + σ · φ(z) if σ > 0
0 σ = 0

(10)

where φ(·) and Φ(·) denote the probability density function and cumulative
density function of the standard normal distribution. The expression can be
rewritten as σ · (z · Φ(z) + φ(z)). This two-stage method is connected to the
DACE framework since the estimated values of parameters σ and µ are needed
in order to build the response surface.

The CORS method

In 2005, Regis and Shoemaker [13] presented an RBF method for expensive
black-box functions. The merit function used in this CORS (Constrained Op-
timization using Response Surfaces) method is to find the global minimum of
the response surface smin, but with constraints on the distance from previously
evaluated points. Define the maximin distance from the n sampled points within
the feasible region:

∆n = max
x∈ΩC

min
1≤i≤n

||x− xi||.

In each iteration, find the value of ∆n and minimize the surrogate model sn(x)
with respect to the additional distance constraints:

min sn(x)

s.t. ||x− xi|| ≥ β ·∆n i = 1, . . . , n

x ∈ ΩC

(11)

where 0 ≤ β ≤ 1 is a scalar parameter to be specified.

This two-stage procedure is more advanced than the naive approach of just
choosing the surface min smin in each iteration. By varying the parameter β,
using a cyclic scheme starting with values close to 1 (global search) and ending
with β = 0 (local search), this merit function both explores the sample space
and improves on promising areas.
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The Quality function

In a recent paper, Jakobsson et al. [5] introduce a Quality function to be max-
imized. The merit function seeks to minimize the uncertainty of the sample
space, but only in promising areas where the surrogate model predicts low func-
tion values. The uncertainty increases with distance to evaluated points x, and
the measure of uncertainty at a point x̄ is defined as:

Ux(x̄) = min
xi∈x
||xi − x̄||.

This uncertainty should be weighted against function value though, giving points
with low surrogate value sn(x̄) a high weight. A weight function w(sn(x̄)) with
such features can be constructed in many ways.

The quality function measures the improvement in certainty gained weighted
against surrogate function value, and is given by:

Q(x̄) =

∫
Ω

(Ux(x)− Ux∪x̄(x)) · w(sn(x)) dx. (12)

To find a new point to evaluate, solve the following optimization problem using
some standard solver:

arg max
x̄∈ΩC

Q(x̄).

In order to evaluate the quality function, numerical integration is necessary,
which makes this method suited only for problems in lower dimensions. To
overcome this drawback, Lindström and Eriksson [10] introduced a simplified
version of the quality function, avoiding the numerical integration.

Although implemented using RBF interpolation, the Quality function can be
used for any kind of surrogate model. It is a two-stage process since the inter-
polation model is used in the calculations.

3 Experimental Designs

All surrogate based algorithms need an initial set of sample points in order to
get going. To build the first interpolation surface, a minimum of n > d + 1
sample points is required where d is the dimension of the problem to be solved.
So how should one choose these initial points?

The procedure of choosing this initial set is often referred to as Experimen-
tal Design (ExD), or sometimes Design of Experiments (DoE). We prefer the
former, and hence ExD will be used throughout this thesis.
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There are no general rules for an ExD, but there are some attractive features
one like to achieve. Since the objective function is considered black-box, the
ExD should preferably have some kind of spacefilling ability, i.e. not choose all
sample point from a small part of the sample space.

Corner Point Strategy

CGO solvers tend to sample points on the boundary of the box constraints, the
region of highest uncertainty of the costly function. Boundary points seldom
contribute with as much information as interior points do to the interpolation
surface, a problem discussed by Holmström in [3]. Sampling all corner points of
the box constraints Ω, and additionally the midpoint of the box, has proven to
increase the chances of generating interior points.

For this Corner Point Strategy (CPS) to perform at its best, the midpoint has
to be the point with lowest function value, otherwise the initial interpolation
surface will have its minimum somewhere along the boundary and hence the
CGO solver will generate a boundary point. To avoid this we propose addi-
tionally sampling the corner points of half the bounding box as well, centered
around the original midpoint, until we find a point with lowest function value
so far. The idea is demonstrated in Figure 6.
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Figure 6: A Corner Point Strategy example. First sample the corner points and the
midpoint, denoted by x0. If the midpoint is not of lowest value, proceed with
the inner corner points x1, x2, x3 and x4 until found.

The number of corner points N = 2d grow exponentially, which becomes an
issue for problems in higher dimensions d. A possible remedy is to sample only
a subset of corner points, for example only the lower left corner point of the
bounding box plus all its adjacent corner points. This yields a more moderate
number of initial sample points N = d + 1. This is also the minimum number
of initial points needed for a surrogate model algorithm to get started.

A generalization of the previous idea is to choose both the lower left and the
upper right corner points, plus all adjacent corner points. This gives an initial
sample of size N = 2 · (d+1) if d > 2. In two and three dimensions, the strategy
is equivalent to sampling all corner points.
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Latin Hypercube Designs

Latin Hypercube Designs (LHD) is a popular choice of experimental design.
The structure of LHDs ensure that the sampled points cover the sampling space
in a good way. They also have a non-collapsing feature, i.e. no points ever
share the same value in any dimension. It is also extremely easy to generate a
LHD. Suppose we need to find n sample points x ∈ Rd, then simply permute
the numbers 1, . . . , n, once for each dimension d.

Maximin LHDs give an even better design, as the points not only fulfill the
structural properties of LHD designs, but also separate as much as possible
in a given norm, e.g. the standard Euclidean norm. They are much harder to
generate though, except for some special cases in 2 dimensions, using the 1-norm
and ∞-norm, described in [15].

To clarify the limitations of a standard LHD, Figure 7 shows the sampling space
divided into 4 subspaces. The random permutation approach could result in the
situation seen to the left, not covering large pieces of the sampling space at all,
although a valid LHD.

Latin Hypercube Design Maximin LHD

r r r
r r

r r
r

r
r

r

r
r

r

r
r

Figure 7: Different LHD sampling techniques. To the left, a LHD generated by random
permutation of the main diagonal. To the right, a maximin LHD where the
sample points are guaranteed to spread out.

In the right picture, a maximin LHD where the minimal Euclidian distance
between each pair of sample points is maximized, at the same time fulfilling the
special structure of a LHD. The maximin LHDs are clearly preferable.

It is possible to use any norm when generating these designs, but most common
are the 1-norm and ∞-norm besides the standard Euclidian norm (or 2-norm).
A large collection of maximin LHDs and other spacefilling designs are avail-
able at http://www.spacefillingdesigns.nl together with state-of-the-art
articles in the area.
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Optimize maximin distance

Suppose we like to sample n initial points x ∈ ΩC in some way, preferably
with a good spacefilling ability. This can be formulated as an optimization
problem, where the minimum distance between each pair of sample points is to
be maximized:

max
x

dmin

s.t. dmin ≤
∥∥x(i) − x(j)

∥∥ 1 ≤ i < j ≤ n
x(i) ∈ ΩC i = 1, . . . , n

(13)

In a paper from 2003, Stinstra et al. [14] discuss efficient methods for solving
problem (13). By sequentially fixating all points but one, they solve a series
of smaller problems which converges quickly. This approach also improves the
minimum distances between all pairs, something often neglected in the search
for the overall maximin distance.

Solutions tend to be collapsing for regular and standard regions, e.g. the optimal
solution for 4 points in a square surface is always the corner points.
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Figure 8: Example of a constrained problem where n = 13 sample points are distributed
in the feasible area using a maximin distance objective.

In Figure 8 above the minimum distance between the n = 13 sample points
have been maximized. This is a powerful approach since it is able to handle any
kind of constraints. Notice that the distance measured between two points is
not affected by the infeasible regions.
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Deterministic Global Solver

Deterministic global optimization algorithms are designed to find the global
optimum for a given problem. They are not suited for expensive problems, but
can still be used to find good initial points.

For the Deterministic Global Solver (DGS) strategy, apply any standard global
optimization solver for a limited number of iterations, just in order to get an
initial set of n sample points.

The TOMLAB implementation of the DIRECT algorithm, glcDirect, have
been used in many experiments. Because of the algorithmic structure, trisecting
rectangles, the result will always be collapsing.

x x x x x x

x x x

x x x

x

x

x

Figure 9: Using the deterministic global solver DIRECT to generate an initial design.
The bounding box is iteratively trisected in order to explore promising areas
systematically.

4 Convergence Criteria

A major problem in the area of CGO is the lack of a practical convergence
criteria. Like any standard optimization problem, it is clear what is meant by
a local and global optimizer, it is just not possible to verify for a given point.

A local minimizer x∗ is a feasible point x∗ ∈ ΩC such that:

f(x∗) ≤ f(x) ∀ x ∈ ΩC and ‖x∗ − x‖ ≤ δ : δ ≥ 0

restricted to a local area surrounding x∗. For a big enough value of δ, the
minimizer is also global. Normally, gradient information is used to verify if a
point is a local optimizer. But since no derivative information is available, what
to do? When using a surrogate model approach, it is possible to approximate
the real derivatives with the ones of the interpolation surface.
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For some special cases, it might be possible to find a lower bound on f(x), e.g.
for a sum of squares or the distance between points to be minimized. If a feasible
point with function value 0 is found, it must be a global optimizer.

It is also possible to utilize a measure of relative error Er whenever a lower
bound is available, stopping at some predefined tolerance:

Er =
fmin − LB
|LB|

, (14)

where fmin is the currently best feasible function value and LB is the best
known lower bound. But in practice it is common to stop after a given budget
of function evaluations or time limit.

5 Summary of Papers

This part of the thesis is based on three papers, two which have been published
in journals and one research report presented at Mälardalen University. Here
follows a short summary of these papers.

Paper I and Paper III deals with the implementation and evaluation of two
surrogate model based algorithms for CGO problems. In Paper II we discuss
the problems involved in choosing an initial set of sample points, referred to as
an Experimental Design (ExD).
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3

Military Decision Support

The art of mathematics in decision making is often referred to as the science of
cybernetics and operations research, where cybernetics has a history of govern-
ing issues far back to the industrial revolution. Operations Research (OR) is a
more recent field and emerged from military mission planning problems during
World War II. Military operations have always showed immensely logistical dif-
ficulties. If many soldiers were grouped in one area they could be fenced and
discharged, or if their distribution was sparse, they would have weak points that
could be used by the enemy. Proximity to the resource centers, water, food, re-
inforcements, roads, etc., were also decisive variables. Combatants had to make
decisions, important decisions that not only cost money, but lives.

From all areas of human knowledge to help planning of Military Operations,
scientists where gathered to make “Military Operations Research”. One of the
first problems faced by the scientists was to extend the range of the radar to help
the RAF (British Royal Air Force). The successes achieved in 1942 was made
in common practice to distribute mathematicians and physicists in military
planning teams, this year the methodology would be taken to the allied Naval
forces into even more complicated tasks.

Several of the planning techniques we know today as part of OR were developed
and used in military operations. The most prominent mathematical inventions
in OR, the theory of Linear Programming (LP) and the simplex method, were
developed by Georg Danzig in 1948. After World War II, OR where brought to
the civil market inspired to evolve in a vast number of promising applications
such as logistic planning, business intelligence and general resource handling.
Today majority of OR development is probably posed to civil applications but
this is in return a catalyst and inspiration to further develop military OR.

Although the dominance of civil OR, research in military mission planning is
still an important field, much favoured by the development of new prerequisites.
Today military operations rely on increasingly complex joint and multinational
environments. This calls for innovative concepts, doctrine, and technologies to
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support the emergence of new planning and execution systems that are more
flexible, adaptive, inter-operable, and responsive to a time-varying and uncertain
environment. The ability to conduct joint operations imposes shared informa-
tion and interoperability requirements to operate among coalition members.

The growing complexity and required transparency impose transit from a rigid
vertical organizational structure to a more integrated, modular and tailored one.
In that regard, Network Centric Operations (NCO) offers a unique setting to
take on emerging challenges. NCO reflects the true technical transition towards
networked action in a machine to machine fashion, with possibilities to host
enough computer power to solve hard problems. Almost all types of military
equipment have the capability – from mobile phones to ground control stations.
Computer power can be distributed as well as decisions.

Another concept that recently has obtained great acknowledgement is Effect
Based Operations (EBO) which combine military and non-military methods to
achieve a certain effect. As will be clear later in this work we use EBO in a more
narrow context and establish the definition Effect Oriented Planning (EOP)
which basically means that a planning process is primarily focused on the desired
effect and evolving backwards from there.

1 Planning Methodology

The mission planning and operations process is of course more than just plan-
ning. In a mission cycle, intelligence must be included in order to always have
a clear and updated situation picture. In the execution phase coordination and
re-planning in real time is crucial in order to achieve mission goals, however this
is complicated and challenging in terms of finding the supporting methods and
models. Clearly to carry through all steps in mission planning and execution, a
loop can be stated that can be repeated over and over again. This operational
loop, the OODA loop, was invented by Colonel John Boyd, a United States Air
Force and a Pentagon consultant.

Considered by many, even Boyd himself, to be relevant to any form of compe-
tition, business as well as aerial combat, this concept implies that the key to
victory is to create a situation where you are able to make appropriate decisions
more quickly than the competition. The OODA loop gets its name from its four
primary steps:

Observe A continuous scanning and collection of data in order to assess
a state of threat or anomaly.

Orient If an antagonistic intent is detected an analysis and synthesis
of data has to be performed in order to clarify intent and ones
current perspective.
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Observe

Act Decide

Orient

Figure 1: The OODA loop.

Decide The determination of a course of action based on ones current
perspective

Act The physical action of those decisions.

Boyd emphasized that this is not a closed loop but rather a series of loops,
never-ceasing. He theorized that successful large entities had a series of OODA
loops at tactical, operational art, and strategic levels and that the most suc-
cessful organizations had a highly decentralized chain of command that utilized
directive control in order to better utilize the creative and intellectual abilities
of individuals at all levels. Whether in aerial combat or in business, the same
theory and logic applies: Observe, Orient, Decide and Act.

2 Planning Hierarchy

Military forces carrying out previously described EBO and necessary planning
and execution within the OODA loop, can be divided into three hierarchical
levels, namely, strategic, operational, and tactical. Each level of planning corre-
sponds to a level of conflict. A definition of each level, as stated in [1], are given
as follows:

1. The strategic level of a conflict is that level at which a nation or group
of nations determines national or alliance security objectives and develops
and uses national resources to accomplish those objectives. Activities
at this level establish strategic military objectives, define a desired end
state, sequence the objectives, define limits and assess risks, and other
capabilities in accordance with strategic plans. At the strategic level,
different tools and OR techniques can be used. However, since this top
level holds a lot of soft values hardly measurable, mostly manual and
interactive type of “war gaming” processes dominates. Risk assessment
and end state achievements can be approached by Bayesian techniques in
combination with manual processes.
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2. The operational level of a conflict is the level at which campaigns and
major operations are planned, conducted and sustained to accomplish the
strategic objectives. Activities at this level link tactics and strategy by
establishing the necessary operational objectives. In order to find out the
proper course of action (COA), planning of operations is crucial but an
extremely complicated task. From an OR perspective, planning tools at an
operational level have a higher grade of model based content. Simulation
based assessments for operational outcomes can be used together with
Artificial Intelligence (AI) methods, also influence diagram and Petri-Nets
are suitable for sequencing issues. Mathematical programming is a well
explored tool in applications such as target clustering, partitioning and
force deployment.

3. The tactical level of a conflict is the level at which battles and engagements
are planned and executed to accomplish military objectives assigned to
tactical units. Activities at this level focus on the ordered arrangement
and maneuver of combat elements in relation to each other and to the
enemy to achieve combat objectives established by the operational level
commander. At the strategic and operational levels, planning is more of a
formal process. At the tactical level, time is often crucial, so fast response
is highly regarded. One important objective is to initiate plans and actions
within the time-frame of an enemy’s decision cycle. By doing so, the
decision maker forces the enemy to become reactive rather than proactive,
which is a huge achievement. OR techniques in tactical planning stems
from AI methods such as Genetic Algorithms, mathematical programming
techniques and heuristic approaches. Since the task is to develop a COA
of a “good enough” quality, one has to choose technique based on the
proper trade-off between complexity, accuracy and execution time.

This work is focused on mission planning of Air to ground operations at a
tactical level. Based on the discussion above we will develop optimization based
models and methods that meet the requirements of speed and quality as well
as modularity. We will underline that a model based approach as presented
here, is a basis for an automatic mission planning tool that effectively reduce
work load for planners, enhance speed and contributes to training and what-if
capabilities. Other prerequisites are:

- Strive to embrace EBO and NCO.

- An Effect based operation in our context is an operation that primarily
focus on the effect, i.e. an effect oriented approach of an target attack.

- Further, resource routing can take place in order to allocate resources from
resource owners. This is another optimization problem including trade-offs
in speed, possibility to hide, low fuel consumption, and more. A successful
route planning can then be synchronized with the target attack.
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- We try to design and model various planning problems in the same way,
with modularity. Each module should reflect a specific stage of the mission
and each module should be able to use different complexity of models, still
the overall system shall be capable of producing a complete plan. By this
statement, flexibility is gained since libraries of models and algorithms of
different complexity can be applied in the same action plan and sound
trade-offs can be made between accuracy and solution speed.

3 Effect Oriented Planning

In effect oriented planning, the core is to make decisions based on the expected
outcome of the available actions. We consider the problem of the attacker, where
the objective is to maximize the expected outcome of a joint attack against the
enemy, subject to a limited amount of resources R. Typical resources would
be tanks, aircraft and missiles. The attack is launched simultaneously by all
resources involved, hence no sequencing is considered in this problem setting.

The set of all target units is denoted S, and their positions are assumed to be
known. Each unit is given a reward rs, where important units get high values
and the other units are given low values. The subset of units with defensive
capabilities, denoted S̄, are defined by their radius of defense and armament.

We limit the attacker to assign resources against the enemy units using a set of
predefined attack plans, defined by a tactic and an angle of attack. A tactic t
specifies the number of resources involved and is chosen from a predefined set
of tactics T . The angle of attack w defines from which direction these resources
should attack, and is chosen from a discretized set of angles W.

In order to avoid game theory aspects, we assume fixed rules of engagement for
the defenders. For example, a unit will protect itself primarily and then engage
resources passing by inside its radius of defense towards other units.

ATTACKER

Variables:

- Tactics

- Angle of Attack

- �

DEFENDER

Parameters:

- Rules for defenders

Figure 2: Problem settings. The attacker can choose from a predefined set of tactics
and angle of attack. The defenders follow a fixed set of engagement rules.
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This is essentially a Weapon-Target Allocation (WTA) problem, where the avail-
able resources should be assigned an attack plan against the considered enemy
units. An aggravating circumstance is that some units have defensive capabili-
ties, and might not only protect themselves but also protect other units within
its area of defense. It is not reasonable to have full information on the defenders,
hence one should solve the problem for different set of defensive rules in order
to find a robust attack plan.

To illustrate the problem, imagine a wide area where a number of interesting
target units are positioned. It could be surveillance equipment, with or without
defensive capabilities, which the attacker wishes to destroy. Moreover, the tar-
gets are possibly guarded by defending units, like Surface-to-Air Missile (SAM)
units. An example is found in Figure 3.

Figure 3: A possible attack scenario. Some units, here shown in black, are air defense
units. The other units are radar stations or similar surveillance units who are
valuable to destroy.

The essence of this problem is to decide, for each enemy unit s, which tactic t
that should be used against it (if any) and specify an angle of attack w. We
introduce the binary variable zstw to be one if unit s should be attacked by
tactic t from reference angle w.

zstw =

{
1 if unit s is attacked using tactic t from angle w.
0 otherwise

An attack plan against all target units is a collection of such decision variables, at
most one for each unit s, and is denoted by z. Let the probability of successfully
incapacitate unit s, when attacked by tactic t from reference angle w, be denoted
by pkill

stw(z). As will be clear from the upcoming analysis, this probability depends
on the overall attack plan z, a fact which complicate things.
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The objective is to maximize the expected reward of the joint attack, found by
multiplying the probability of success of an attack against a unit with its reward.
Since we want to optimize the whole attack, these expected values should be
added. The objective becomes

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs (1)

where rs is the associated reward (or price) for each unit s ∈ S.

3.1 Tactics and Attack Directions

Each predefined tactic t ∈ T has its own features such as the required number
of resources (nt) and the number of attacking directions involved (Vt). More
important, each tactic t gives rise to a probability of success, for each of the
nt resources, against an isolated unit s. This probability is denoted pst and
might vary between each unit s ∈ S, depending on their respective defensive
capabilities.

One possible set of tactics T is described graphically in Figure 4, and the idea
is to overload the defensive system of a single unit. This is done by either
sending multiple resources from the same direction (tactics 1-3), or by attacking
simultaneously from multiple, evenly spread, angles (tactics 4-5).

X

1.

X

2.

X

3.

4.

X X

5.

w
w

Figure 4: A graphical description of 5 tactics.

Each tactic t ∈ T is associated with a reference angle of attack w, which defines
the direction of the attack. Since we only consider evenly spread angles of attack,
one reference angle is sufficient. In real life there is obviously an unlimited
number of ways to perform an attack, and the reason for limiting the attack
plans to predefined tactics is related to the difficulty of finding accurate input
data to the problem, in this case estimates of pst.
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3.2 The probability of success

In order to evaluate the objective, we need to derive an expression for pkill
stw(z),

the probability of success against unit s when attacked by tactic t from reference
angle w. Since unit s could be defended by other units, this probability depends
on relative positions between units as well as the attack direction, defined by
the angle of attack w.

Let us analyze the situation in Figure 5. Unit 2 is attacked with tactic t = 2,
that is two resources from the same angle of attack w2. The attack direction
defined by w2 does not intersect the area of defense for unit 1, hence the only
threat for our resources is the defense of unit 2. For a single resource, pkill

stw(z)
is the given probability pst.

p
1

w
1

w
2

p
2

1

2

Figure 5: A possible attack situation. Unit 2 is attacked by two resources from the same
angle, i.e. tactic 2. Unit 1 is attacked using tactic 5, i.e. one resource from
three different angles.

For two resources, the probability of incapacitating the unit is equal to 1 minus
the probability that neither resource survives the defense of unit 2. That is,

pkill = 1− (1− pst)2 for s = 2, t = 2.

The case for unit 1 is more complicated since one of the attack directions inter-
sect the area of defense for unit 2. The probability for our resource to survive
this defense will depend on how busy unit 2 is defending itself, since we assume
that a unit always defend itself primarily.

The probability for a resource to survive the defense of a unit i which it passes
by on its way towards the target s from attack direction w depends on the attack
plan z, that is, what tactics are used against the surrounding units. We denote
this dependence by pisw(z). In all, the probability of success using the tactic
in Figure 5 against unit 1 is equal to 1 minus the probability that none of the
three resources survive: pkill = 1− (1− pst)2 · (1− pst · pisw).

30



Effect Oriented Planning

Two of the engagement paths only intersect the area of defense for unit 1 and the
third path intersects also the area of defense for unit 2, which is reflected in the
expression above. This way of calculating the probability of success for a certain
tactic t and angle of attack w against an enemy unit s is easily generalized. The
probability of successfully eliminating unit s is:

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S̄
i 6=s

piswj (z)
]mt

(2)

For the given tactic t, the number of resources that is launched from each of
the angles Vt is denoted by mt. Naturally, whenever an attack direction doesn’t
intersect the area of defense for unit i, we set pisv(z) = 1.

The expression for pkill
stw(z) is very complex, since it needs to incorporate many

things. The success of an attack against a certain unit depends on

1. the number of resources used against the unit (nt = Vt ·mt).

2. the units ability to defend itself against incoming resources (pst).

3. the probability of successfully survive the defense of every other unit
which the resource pass by on its way towards the target (piswj ).

Both nt and pst are given data for the problem, so they pose no problem. It
is the third one, piswj , which makes this problem very complicated, since the
probability of success for a tactic t and angle w against a unit s depends on
which tactics are applied against every other target unit. This dependence is
the core of the problem and is very troublesome.

3.3 Rules of engagement

By a defined set of engagement rules for the defenders, it is straightforward to
model the dependence pisw(z). We assume that each unit s ∈ S̄ have a limited
number of defensive counter measures, like surface-to-air missiles and cannons,
used to counter attack the incoming resources. We also assume that each de-
fender have full information, that is they know the amount of resources that
are coming their way. A simple rule would be for each defender to only allocate
counter measures against the incoming resources locked on to themselves, hence
not assisting their fellow units at all, which means that all probabilities pisw(z)
are equal to one. This is a very optimistic set of rules and not very realistic.

A more reasonable set of rules would be for the defenders to first allocate counter
measures to protect themselves, just as before, but then distribute the remain-
ing defensive capabilities on the incoming resources within their respective area
of defense. This can be done in many ways, and one could even solve the opti-
mization problem of the defender, as presented in for example [7]. In this case,
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a function evaluation of an attack plan would require the defenders problem to
be solved. Clearly this would lead to a more realistic behaviour of the defenders,
but at the cost of a more complicated model. The question is whether the extra
effort is reasonable, since solution times will increase drastically and the attack
planner wish an instant response.

3.4 A generic model

The problem of the attacker is to maximize the outcome of the joint attack,
under the constraints of limited resources and that target units are attacked
using one of the predefined attack plans. With the objective function stated
in (1), and pkill

stw(z) defined as in (2), the generic model for the effect oriented
planning problem is given by:

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs [GENERIC]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)

∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

zstw ∈ {0, 1} ∀ s ∈ S, t ∈ T , w ∈ Wst

The probability for a resource to survive as it passes by unit i towards unit s
on the attack direction defined by w depends on the attack plan z, but for the
generic model we make no assumptions on the exact nature of this dependence.
Constraint (1) states that we cannot use more resources than we have at our
disposal and constraint (2) makes sure that each unit is attacked at most once.
Depending on the rewards specified for each unit, it is not necessarily optimal
to attack all units, hence the inequality in constraint (2). Both constraints are
linear, but the objective is definitely not.

In order to solve the generic model, it is necessary to specify exactly how the
probabilities pkill

stw(z) depend on the attack plan z. It is not possible to define
an exact formula for this dependency, and not very meaningful in practice due
to the amount of indata needed for such a model. With the specified rules of
engagement for the defenders, it is at least possible to solve a simplified version
of the truth.

A big advantage with this problem is the limited number of constraints, as well
as their structure, since it makes it extremely easy to find feasible solutions.
Another nice feature, which is advantageous when constructing heuristics and
other solution methods, is the existence of natural and straightforward neigh-
bourhoods. For example, given an attack plan z, a neighbourhood could be all
possible changes of the attack angle w against one target unit.
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4 Aircraft Mission Planning

Military mission planning is a complex task with a lot of interactions and prereq-
uisites in both time and space. A mission plan shall be seen upon as a proposed
sequence of actions that fulfills mission requirements from a higher hierarchi-
cal instance, and the smooth cooperation with own forces and other missions.
Essential mission requirements are also provided by the rules of engagement,
which in short refers to general permissions under the employment of military
action.

At a first sight the complexity of all these factors can easily become overwhelm-
ing. How can we carry out a mission space parametrization? How can aircraft
interact tactically with each other and with other instances, and how can we
formulate a mathematical model and a solution method to cover and solve this
scope in a reasonable time frame?

Strategic

Go / NoGo

Air−Force
Planning Division

ATO:

Timing

Target allocation

Figure 6: Planning hierarchy where an Air Traffic Order (ATO) is pushed down to the
operative level.

Initially as described in Figure 6 the operational planning phase begins upon
the receipt of a mission order that includes a detailed description of the target
scene, required target effect objectives (e.g. destroyed or neutralized) and exact
timing requirements. Tactical information is also described as Forward Line of
Own Troops (FLOT), Target scene entrance- and exit points and known surface-
to-air missile sites (SAM-sites) as well as protected objects not to be touched
by the attacks, like hospitals and schools. All this information is collectively
given in a so called ATO - an Air Task Order.

The planning task is now to effectively sequence, allocate and route aircraft
according to the ATO with a Go/NoGo feedback and produce plans with high
objective fulfillment. If an ATO is badly stated the planning activity shall reveal
that and return a ’NoGo’. A re-planning becomes necessary at the strategic level
and eventually a new, more well stated ATO is constructed and delivered.

It is very important that operational planning does not become a time lag.
Functions and IT systems for fast operational planning is therefore of utmost
importance to effectively link the operational and tactical level.

33



Models and Methods for Costly Global Optimization
and Military Decision Support Systems

4.1 Target Scene

The geographic area of interest, where targets, defenders and protected objects
are situated, is referred to as the target scene, which is also defined by a line
of entrance and a line of exit for the aircraft. A target can be categorized as
a specific type such as a house, a bunker, infrastructure or other ground based
military objects.

In Figure 7, we illustrate a target scene. The aircraft fleet is deployed from a
base positioned on ground or from hangar ships, usually situated far away from
the target scene. They enter the scene at the entry line, and when the mission
has been carried out, they leave the scene at the exit line and turn back to the
base (or some other base). Except for gaining the desired effect against each
target, the protected objects need to be safe from any collateral damage. Also,
the aircraft must avoid or destroy all threats.

Entrance Exit

SAM

SAM

SAM

SAM

Figure 7: An example of a target scene, including three targets (red triangles) and nearby
threats and protected objects. The entry line is to the left and the exit line to
the right.

The mission time is defined as the time of the first aircraft passing the line of
entry until the last aircraft passes the exit line. The diameter of a target scene
is usually of the order of 100 km, the distances between targets are of the order
of a few kilometers, and the time span of a mission is of the order of one hour.
A large attack would involve 6–8 targets and 4–6 aircraft, and would require
several hours, at least, of manual planning just to find a feasible attack plan.

Figure 8 shows the target scene, the proposed routing from a deployment Base 1
and the final mission destination at Base 2, the ATO holds data of the target
scene, and timing constraints. In order to make an overall plan we will use
Effect Oriented Planning (EOP) as a planning doctrine, which means that the
effect of a mission is the primary and first planning step.
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Figure 8: A description of how an ATO can be the main frame of a mission interfaced
with the pre mission (en-route) and the post mission (re routing) phases.

Our objective is to maximize the effect within the target area, hence routing
towards and from the target scene is done in an secondary step and will not
be analyzed further in this study. However it is straightforward to interface all
mission phases based on a successful EOP of the target scene.

4.2 Aircraft Routing

A target scene might include many target objects, and since an aircraft is able
to perform multiple attacks, aircraft routing is an essential part of the problem
setting. A feasible flight path between two positions is a flight path where the
restrictions of the aircraft dynamics is taken into account, such as turning radius
and other physical limitations. The flight path also needs to be safe, meaning
that the aircraft cannot pass through defended airspace.

In the literature, the problem of finding an optimal flight path from a given
starting point to a given destination, while avoiding obstacles such as defended
airspace, is referred to as the Aircraft Routing Problem. This is a difficult
optimization problem, and in for example [9] and [5], examples of algorithms
that can be used to solve this problem is discussed. A closely related routing
problem is described in [6] and [8], which gives rise to a shortest-path problem
with side constraints.

The outcome of the routing problem is a feasible flight path, with a certain
length, which can be converted into a minimum time required to traverse it.
The arc lengths and traveling times obtained are typically not symmetric, since
both the starting point and destination point are associated with a geometrical
location and a flight direction at the location.
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An illustration of the Aircraft Routing Problem is found in Figure 9, where an
aircraft is routed from a starting point to a destination point. Except for the
physical limitations, the flight path should also avoid geographical obstacles as
well as enemy defense units.

Figure 9: An example of aircraft routing. The problem is to find a flight path from
a given starting point to a given destination point, avoiding obstacles and
defended airspace.

The routing aspect of the problem give rise to many interesting issues. Unlike
the situation in the previous section, the attack is not performed simultaneously,
which opens up for sequencing and partitioning problems. Further, due to the
nature of the attacks considered here, an attack require a synchronized visit of
multiple aircraft to the target, hence both time and space synchronization must
be taken into account.

4.3 Target Effect

The target effect of an attack is based on distance, aircraft speed, angle at
impact and the degrading fact that a missile path can pass a hostile SAM site
zone with an obvious probability of being shot down before impact. Further, a
collateral footprint is defined as an elliptic shape due to fixed angles of deviation
which corresponds to an erroneous missile performance. All these circumstances
are illustrated in Figure 10.

The footprint is an important concept as it is used to asses the possible collateral
damage of an attack position. The target area might consist of protected objects,
and if the footprint for a certain attack position contain any protected object,
this position is deemed not feasible.

When a target is attacked the air around it will be filled with dust and debris,
and due to the prevailing wind conditions this might reduce the visibility of
nearby targets. Hence it is realistic to assume that some precedence constraints
are given, specifying which targets that are not allowed to be attacked before
other targets.
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Figure 10: Effect on target as a function of distance, altitude and speed.

4.4 Sequencing Aspects

Precedence, or the fact that targets has to be orderly processed comes from
tactical aspects. In our case we will cover precedence in the whole range from
no precedence up till a predefined target sequence. In this precedence span,
what are the tactical aspects to consider? First, in order to use illumination
guidance, a target must be fully visible. If debris and dust are stirred up by
preceding attacks and transported by wind, the whole attack may fail. As a
consequence, wind direction and wind speed is important to consider as well as
the expected ’stir-up’ effect from an attack.

Figure 11: Cooperative sequence dependencies

Further there might be connections between targets in a more cooperative man-
ner. In Figure 11-a) a number of SAM sites have been identified as hostile
targets, but they cover each other in a way that one sequence might be better
than another. If an attack shall be performed with missile paths crossing con-
nected SAM site zones we will be less likely to succeed. So, for the instance
in Figure 11-a), a successful strategy is to first remove target I and then tar-
get II which removes all sheltering possibilities in any preceding target sequence.
This understanding would produce a mission plan with a higher probability of
success.
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Another case with sequence dependent costs can be seen in Figure 11-b) where
a powerful central firing control radar is the backbone for the three SAM sites
and their responsiveness and efficiency. If the central radar station is removed
first, the three SAM sites will only rely on their own, representing their inner
circles, and becomes less agile. Thus, also in this case the analyze of a good
sequence is the key to success. There is an obvious possibility of having a target
scene including all three of the above types of precedence constraints. In such
a mixed environment a thorough sequence analysis is preferred.

As already mentioned, the most intuitive and simple rule for sequencing is when
considering wind direction. If we assumes a strong impact from wind drift we
can state a main direction of the sequence in the opposite direction, then we
will be certain to avoid effect of dust and debris.

4.5 Summary

Figure 12 shows the functional blocks in Air to Ground Aircraft mission plan-
ning: Sequencing, Weaponeering, Routing and Deconfliction. Weaponeering is
the set up of the target scene with effect measures and collateral effects. Routing
is the creation of a network and solving the related routing problem and finally
deconfliction holds functionality to make the resulting mission plan conflict-free
in time and space.

Figure 12: Overall description of functional blocks in the Air-to-Ground Aircraft mission
planning problem.

Since our formulation certainly shows a modular property with distinct and
clear interfaces, different parts of the problem can be modeled with different
ambitions and granularity. For instance, we can thoroughly investigate the
sequencing problem, putting less effort on the actual mission plan in detail. On
the other hand we can disregard sequencing as a forcing constraint and put
focus on weaponeering and routing. The last block, Deconfliction, covers the
task of resolving conflicts in time and space for all resources during the mission
plan.
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5 Summary of Papers

This part of the thesis is based on two papers, published as technical reports at
Linköping University. Here follows a short summary of these papers.

Both papers deal with problems in military mission planning. In Paper IV we
present an advanced model for an effect oriented WTA problem, together with
numerical results for efficient heuristic solution approaches.

In Paper V we present a military aircraft mission planning problem, give a
mathematical model and provide numerical results, as well as an comparison to
heuristic approaches.
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K. HOLMSTRÖM, N-H. QUTTINEH and M. M. EDVALL, An adaptive radial basis
algorithm (ARBF) for expensive black-box mixed-integer constrained global optimiza-
tion, Optimization and Engineering 9 (3), 311–339 (2008).



An Adaptive Radial Basis Algorithm
(ARBF) for Expensive Black-Box
Mixed-Integer Constrained Global

Optimization

Kenneth Holmström∗, Nils-Hassan Quttineh∗

and Marcus M. Edvall†

Abstract Response surface methods based on kriging and radial basis function (RBF)
interpolation have been successfully applied to solve expensive, i.e. computationally
costly, global black-box nonconvex optimization problems. In this paper we describe
extensions of these methods to handle linear, nonlinear, and integer constraints. In
particular, algorithms for standard RBF and the new adaptive RBF (ARBF) are de-
scribed. Note, however, while the objective function may be expensive, we assume that
any nonlinear constraints are either inexpensive or are incorporated into the objective
function via penalty terms. Test results are presented on standard test problems,
both nonconvex problems with linear and nonlinear constraints, and mixed-integer
nonlinear problems (MINLP). Solvers in the TOMLAB Optimization Environment
(http://tomopt.com/tomlab/) have been compared, specifically the three determinis-
tic derivative-free solvers rbfSolve, ARBFMIP and EGO with three derivative-based
mixed-integer nonlinear solvers, OQNLP, MINLPBB and MISQP, as well as the GENO
solver implementing a stochastic genetic algorithm. Results show that the determin-
istic derivative-free methods compare well with the derivative-based ones, but the
stochastic genetic algorithm solver is several orders of magnitude too slow for practi-
cal use. When the objective function for the test problems is costly to evaluate, the
performance of the ARBF algorithm proves to be superior.

Keywords: Global optimization, radial basis functions, response surface model,
surrogate model, expensive function, CPU-intensive, optimization software, splines,
mixed-integer nonlinear programming, nonconvex, derivative-free, black-box, linear
constraints, nonlinear constraints.

Abbreviations:

RBF Radial Basis Function

CGO Costly Global Optimization

MINLP Mixed-Integer Nonlinear Programming

∗Department of Applied mathematics, Mälardalen University, SE-721 23 Väster̊as, Sweden.
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1 Introduction

Global optimization of continuous black-box functions that are costly (computationally
expensive, CPU-intensive) to evaluate is a challenging problem. Several approaches
based on response surface techniques, most of which utilize every computed function
value, have been developed over the years. In his excellent paper [9], Jones reviews the
most important developments. Many methods have been developed based on statistical
approaches, called kriging, see e.g. the Efficient Global Optimization (EGO) method
in Jones et al. [10]. In this paper we mainly consider methods based on radial basis
function interpolation, RBF methods, first discussed in [4] and [13].

Problems that are costly to evaluate are commonly found in engineering design, in-
dustrial and financial applications. A function value could be the result of a complex
computer program, an advanced simulation, e.g. computational fluid dynamics (CFD),
or design optimization. One function value might require the solution of a large system
of partial differential equations, and hence consume anything from a few minutes to
many hours. In the application areas discussed, derivatives are most often hard to
obtain and the algorithms make no use of such information. The practical functions
involved are often noisy and nonsmooth; however, the commonly used approximation
methods assume smoothness. Another area illustrating the challenges of optimization
with expensive function evaluations is space mapping optimization, see e.g. [1]. In-
stead of one costly function value, in space mapping a vector valued function is the
result of each costly evaluation. Companion ”coarse” (ideal or low-fidelity) and ”fine”
(practical or high-fidelity) models of different complexities are intelligently linked to-
gether to solve engineering model enhancement and design optimization problems.

Our goal is to develop global optimization algorithms that work in practice and produce
reasonably good solutions with a very limited number of function evaluations. From an
application perspective there are often restrictions on the variables besides the lower
and upper bounds, such as linear, nonlinear or even integer constraints. Henceforth,
we seek to solve the complicated problem formulated as follows:

The Mixed-Integer Costly Global Black-Box Nonconvex Problem

min
x

f(x)

s/t

−∞ < xL ≤ x ≤ xU <∞
bL ≤ Ax ≤ bU

cL ≤ c(x) ≤ cU

xj ∈ N ∀j ∈ I ,

(1)

where f(x) ∈ R; xL, x, xU ∈ Rd; the m1 linear constraints are defined by A ∈ Rm1×d,
bL, bU ∈ Rm1 ; and the m2 nonlinear constraints are defined by cL, c(x), cU ∈ Rm2 .
The variables xI are restricted to be integers, where I is an index subset of {1,. . . ,d}.
Let ΩC ∈ Rd be the feasible set defined by all the constraints in (1) and Ω ∈ Rd be the
feasible set defined only by the box constraints, the simple bounds. We assume that
the function f(x) is continuous with respect to all variables, even though we demand
that some variables only take integer values. Otherwise it would not make sense to do
surrogate modeling of f(x). Another assumption is that the nonlinear constraints are
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cheap to compute compared to the costly f(x). All costly constraints can be treated
by adding penalty terms to the objective function in the following way:

min
x

p(x) = f(x) +
∑
j

wj max
(
0, cj(x)− cjU , cjL − c

j(x)
)
, (2)

where weighting parameters wj have been added. As we have shown in [2] this strategy
works in practice for an industrial train set design problem.

The idea of the RBF algorithm by Powell and Gutmann [4] is to use radial basis
function interpolation to build an approximating surrogate model and define three
utility functions. The next point, where the original objective function should be
evaluated, is determined by optimizing one or more of these utility functions. Roughly
speaking, the utility functions measure the likelihood that the solution to the problem
occurs at a given point with the objective function equal to a certain “target value”.
Maximizing the utility function therefore provides the point most likely to be a solution
to the problem if that the optimal objective equals the target value. Clearly, different
target values result in different points being suggested for further search. In the RBF
methods of Gutmann and Powell, a non-adaptive (static) scheme is used to select
the target values; unfortunately, as we show later, this can lead to the sampling of
many points on the boundary of the space that help little to advance the search. To
deal with this problem, Holmström [7] proposes a more general adaptive approach to
set target values, an Adaptive RBF algorithm (ARBF). Instead of the static choice,
a one-dimensional search for a suitable target value is done to improve convergence.
This leads to a sequence of global optimization problems to be solved in each iteration.
The above mentioned papers only consider a box-bounded region Ω, whereas in this
paper the goal is to solve the MINLP problems as defined by (1). The convergence of
the ARBF method is discussed in Holmström [7] and is based on the same arguments
as for the RBF method, discussed in the thesis of Gutmann [5].

In Section 2 the RBF interpolation method and the extensions of the RBF algorithm
for MINLP are described. A detailed presentation of the new Adaptive RBF algorithm
is given in Section 3, with some additions compared to Holmström [7] to handle MINLP
problems. In Section 4 the implementations in TOMLAB [6, 8] of the given algorithms
are described.

The approach to handle mixed-integer constrained problems is validated with tests on
a set of standard MINLP problems. Results for these problems and some nonconvex
constrained problems are given in Section 5. The same section also compares the
results from seven different MINLP solvers in the TOMLAB optimization environment.
Section 6 gives some concluding remarks.

2 The RBF method for MINLP

First, the surrogate model used in the RBF method is defined. Given n distinct points
x1, . . . , xn ∈ Ω with known function values Fi = f(xi), i = 1, . . . , n, the radial basis
function interpolant sn has the form

sn(x) =

n∑
i=1

λiφ
(
‖x− xi‖2

)
+ p(x), (3)
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where ‖·‖ is the Euclidean norm, λ1, . . . , λn ∈ R and p is in Πd
m (the space of polyno-

mials in d variables of degree less than or equal to m). Common choices of radial basis
functions φ and the corresponding polynomial p(x) and minimal polynomial degree
mφ are given in Table 1. When φ is either cubic with φ(r) = r3 or thin plate spline
with φ(r) = r2 log r, the radial basis function interpolant sn has the form

sn(x) =

n∑
i=1

λiφ
(
‖x− xi‖2

)
+ bTx+ a, (4)

with λ1, . . . , λn ∈ R, b ∈ Rd, a ∈ R. The unknown parameters λi, b, a are obtained as
the solution of the linear equations(

Φ P

PT 0

)(
λ

c

)
=

(
F

0

)
, (5)

where Φ is the n× n matrix with Φij = φ
(
‖xi − xj‖2

)
and

P =


xT1 1
...

...

xTn 1

 , λ =


λ1

...

λn

 , c =


b1
...

bd

a

 , F =


f(x1)

...

f(xn)

 . (6)

If rank(P ) = d + 1, the matrix

(
Φ P

PT 0

)
is nonsingular and system (5) has a

unique solution [12]. Thus a unique radial basis function interpolant to f at the points
x1, . . . , xn is obtained. After this, one has to consider the question of choosing the
next point xn+1 to evaluate the objective function for. The idea of the RBF algorithm
is to use radial basis function interpolation and a measure of “bumpiness” of a radial
function, σ. A target value f∗n is chosen as an estimate of the global minimum of f .
For each y /∈ {x1, . . . , xn} there exists a radial basis function sy(x) that satisfies the
interpolation conditions

sy(xi) = f(xi), i = 1, . . . , n,

sy(y) = f∗n.
(7)

The next point xn+1 is then calculated as the value of y in the feasible region that
minimizes σ(sy). As a surrogate model is used, the function y 7→ σ(sy) is much cheaper
to compute than the original function.

In [3], a “bumpiness” measure σ(sn) is defined and it is shown that minimizing σ(sy)
subject to the interpolation conditions (7) is equivalent to minimizing a utility function
gn(y) defined as

gn(y) = (−1)mφ+1µn(y) [sn(y)− f∗n]
2
, y ∈ Ω \ {x1, . . . , xn} . (8)

The method of Gutmann and the bumpiness measure is further discussed in the more
recent papers [14] and [15] by Regis and Shoemaker. Writing the radial basis function
solution to the target value interpolation problem (7) as

sy(x) = sn(x) + [f∗n − sn(y)] ln(y, x), x ∈ Rd, (9)
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Table 1: Different choices of Radial Basis Functions.

RBF φ(r) > 0 p(x) mφ = degree(p(x))

cubic r3 bT · x+ a 1

thin plate spline r2 log r bT · x+ a 1

linear r a 0

multiquadric (r2 + γ2)
1
2 , γ > 0 a 0

inverse multiquadric 1/(r2 + γ2)
1
2 , γ > 0 a 0

Gaussian exp(−γr2), γ > 0 {0} -1

µn(y) is the coefficient corresponding to y of the radial basis interpolation function
solution ln(y, x) that satisfies ln(y, xi) = 0, i = 1, . . . , n and ln(y, y) = 1. µn(y) can
be computed as follows. Φ is extended to

Φy =

(
Φ φy

φTy 0

)
, (10)

where (φy)i = φ(‖y − xi‖2), i = 1, . . . , n, and P is extended to

Py =

(
P

yT 1

)
. (11)

Then µn(y) is the (n+ 1)-th component of v ∈ Rn+d+2 that solves the system

(
Φy Py

PTy 0

)
v =

 0n

1

0d+1

 . (12)

The notations 0n and 0d+1 are used for column vectors with all entries equal to zero
and with dimension n and (d + 1), respectively. The computation of µn(y) is done
for many different y when minimizing gn(y). This requires O(n3) operations if not
exploiting the structure of Φy and Py. Hence, it does not make sense to solve the full
system each time. A better alternative is to factorize the matrix Φ and then use this
stored factorization to speed up the factorization of the matrix on the left hand side
of equation 12. An algorithm that requires O(n2) operations is described in [2].

Note that µn and gn are not defined at x1, . . . , xn and

lim
y→xi

µn(y) =∞, i = 1, . . . , n. (13)

This will cause problems when µn is evaluated at a point close to one of the known
points. The function hn(x) defined by

hn(x) =

{
1

gn(x)
, x /∈ {x1, . . . , xn}

0, x ∈ {x1, . . . , xn}
(14)

is differentiable everywhere on Ω, and is thus a better choice as an objective function.
Instead of minimizing gn(y) in (8), Gutmann [4] suggests to minimize −hn(y).
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The basic RBF algorithm has been discussed in detail in [2, 4] and in the form below
in [7]. A discussion on how to expand the RBF algorithm to treat mixed-integer
nonlinear (MINLP) problems follows.

In order to handle possible infeasibility due to the linear and nonlinear constraints not
being fulfilled, define the following L1 type merit function

min
x

FL1(x) = f(x) + hL1(x), (15)

where
hL1(x) =

∑
j

max
(
0, Axj − bjU − εA, bjL −Ax

j − εA
)

+∑
j

max
(
0, cj(x)− cjU − εC , cjL − c

j(x)− εC
)
.

(16)

The linear feasibility tolerance εA and the nonlinear feasibility tolerance εC are directly
deducted when computing hL1(x), which means that any numerically feasible point
fulfills hL1(x) = 0 and f(x) = FL1(x). In the Algorithm RBF for MINLP given below,
the flag Feasible is used to track if the algorithm has found any feasible point or not.
Note that while hL1(x) is scale dependent it does not influence the behavior of the
algorithm RBF for MINLP given below, nor the ARBF algorithm in the next section.
This is due to the fact that hL1(x) is not used in building the interpolation surface,
and it is not used in the subproblem solutions. To compute the first RBF interpolation
surface, at least n ≥ d + 1 disjunct sample points are needed. This set is normally
found by using a statistical experimental design algorithm, e.g. Latin Hypercube
(McKay et al. [11]) or by evaluating some or all the corners of the box defined by Ω.
For a constrained or mixed-integer nonlinear problem, the RBF interpolation needs
to be a good approximation of f(x) in ΩC . Assuming that the constraints c(x) are
much less time-consuming to compute than the costly f(x), one can try to find a large
number of sample points using Latin Hypercube design, then compute hL1(x) for each
of the points and select the first n feasible points found as the initial experimental
design. Define this strategy as a Constrained Latin Hypercube (CLH) design. In case
enough feasible points can not be found, some of the infeasible points are added to
get n points. Results using the new CLH method to generate the initial experimental
design are compared to standard experimental designs in Section 5. Before turning
to the new Adaptive RBF algorithm in the next section, the basic RBF algorithm,
expanded to handle MINLP, is given below. This algorithm has been implemented in
the TOMLAB solver rbfSolve since 2004 and discussed in several conference talks, but
not been presented in great detail before.

Algorithm RBF for MINLP:

• Find initial set of n ≥ d+ 1 sample points xi ∈ ΩC using CLH or xi ∈ Ω using
any other experimental design method.

• Compute the n costly function values f(xi), i = 1, . . . , n and the (non-costly)
nonlinear constraints c(xi), i = 1, . . . , n. If using CLH, c(xi) are already com-
puted.

• Compute hL1(xi), i = 1, . . . , n and FL1(xi), i = 1, . . . , n.

• if for any i, f(xi) = FL1(xi) is true, set Feasible = 1, otherwise Feasible = 0.

• if Feasible, find the feasible point with the lowest function value (xMin, fMin)
by computing fMin(xMin) = min i=1,...,n, xi∈ΩC f(xi).
Otherwise, when no feasible point exists, set fMin(xMin) = min i=1,...,n FL1(xi).
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• As an approximation of the function f(x), x ∈ ΩC , use the n sample points,
(xi, f(xi)), xi ∈ Ω, to build a smooth RBF interpolation model sn(x) (surrogate
model, response surface model) with chosen φ and m ≥ mφ from Table 1.

• Iteration until n ≥ nMax, or a prescribed maximal CPU time (or fGoal, known
goal for f(x), achieved with a certain relative tolerance with xMin ∈ ΩC).

1. Find global minimum of the constrained RBF surface, sn(xsn) = min
x∈ΩC

sn(x)1.

2. In every iteration in sequence pick one of the N + 2 cycle step choices.

(a) Cycle step −1 (InfStep).
Set target value f∗n = −∞, i.e. solve the global optimization problem

g∞n (x∞gn) = min
x∈ΩC\{x1,...,xn}

µn(x), (17)

where µn(x) is computed as described in equation (12). Set xn+1 = x∞gn .

(b) Cycle step k = 0, 1, . . . , N − 1 (Global search).
Define target value f∗n ∈ (−∞, sn(xsn)] as

f∗n(k) = sn(xsn)− wk ·
(

max
i
f(xi)− sn(xsn)

)
,

with wk = (1−k/N)2 or wk = 1−k/N . Solve the global optimization
problem

gn(xkgn) = min
x∈ΩC\{x1,...,xn}

(−1)mφ+1µn(x) [sn(x)− f∗n(k)]
2

(18)

and set xn+1 = xkgn .

(c) Cycle step N (Local search).
If sn(xsn) < fMin−10−6|fMin|, accept xsn as new search point xn+1.
Otherwise set f∗n(k) = fMin−10−2|fMin|, solve (18) and set xn+1 = xkgn .

3. If xn+1 is not too close to x1, . . . , xn, accept xn+1 as search point and
evaluate f(xn+1) and FL1(xn+1).

4. If xn+1 ∈ ΩC , set Feasible = 1.

5. Update the point with lowest function value (xMin, fMin): either if Feasible
and f(xn+1) < fMin or if not Feasible and FL1(xn+1) < fMin.

6. Increase n and compute new RBF surface. Start new Iteration step.

The InfStep in 2a) is optional, since for most problems, it does not improve the con-
vergence to the global optimum. However, the coefficient µn(x) is always needed in
the Global search step, and sometimes in the Local search step as well. Note that
Gutmann [4] only considers one special case of the algorithm in which InfStep among
others are not included.

The range maxi f(xi)−sn(xsn) in Step 2b) must always be sufficiently positive. In the
case of an initial design with an almost flat surface, or with only infeasible initial points,
the range could become too small, zero, or negative. Therefore, the implementation
in rbfSolve safeguards the computation against this issue.

1Note that any nonlinear constraints are explicitly used in this subproblem. This is the
reason the nonlinear constraints need to be cheap.
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The range may also, for many problems, become too big and lead to unreasonably low
target values. Gutmann suggests replacing f(xi) > mediani f(xi) with mediani f(xi)
both when computing the range and in the RBF interpolation. In practice one com-
monly needs to use some strategy to reduce the range. When large values are replaced
by the median in the RBF interpolation, many numerical interpolation problems are
avoided, but when additional points are sampled close to a stationary point, the func-
tion approximation gets less and less accurate in other parts of the space.

The RBF algorithm in practice is very sensitive to the choice of initial experimental
design, especially when using stochastic designs. If the initial steps of the algorithm
fail to find some point in the basin of the global optimum, it often starts iterating
repeatedly with sample points on the boundaries in the Global search, and only refines
a local minima in the Local search.

Define the number of active variables α(x) as the number of elements of x that have
components close to the bounds in the box, i.e.

α(x) = |{j ∈ 1, . . . , d, j /∈ I : |xj − xjL| ≤ εx or |xj − xjU | ≤ εx}|. (19)

If a point is interior, then obviously α(x) = 0. The integer components of x are not
considered when determining if a point is interior or not. If studying α(x) during
the iterations when running rbfSolve for many problems, the algorithm frequently
generates points with some components on their bounds, α(x) > 0. Doing a systematic
study of the solution of (18) for many f∗n ∈ (−∞, sn(xsn)] on different subproblems
during the RBF iterations confirmed that the solution is typically not interior, and
hence a careful choice of target value is needed. Solving a large set of problems (18) for
different target values should generally be much less time-consuming than computing
the costly f(x). In addition computations for different target values are independent
and could be done in parallel on different CPUs. By examining solutions for a large
set of target values, it should be possible to find good search points in most iteration
steps, and only evaluate the costly f(x) for these points. In the next section a new
adaptive RBF algorithm suitable for parallel implementation is formulated.

3 The Adaptive Radial Basis Algorithm (ARBF)
for MINLP

In this section the main ideas of the new Adaptive Radial Basis Algorithm are dis-
cussed and a formalized description is provided. To overcome the limitations of the
RBF algorithm, the choice of target values must be made more flexible. The objective
function class is very wide and a robust algorithm must adapt to the particular be-
havior of a function. A few choices of target values based on the function value range
as in the RBF algorithm only works for nice well-behaved problems. This observation
has been confirmed by practical experience with the RBF algorithm for a large set
of real-life user problems over the past six years. Instead, a more adaptive algorithm
is proposed, based on evaluating a large set of target values in each iteration is pro-
posed. The approach is similar to two of the algorithms proposed by Jones in [9] to
solve kriging problems, named the Enhanced Method 4 and Method 7.
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Jones considers several kriging algorithms, e.g. Method 4, where the problem in each
iteration is to maximize the probability of improvement after setting a target value.
The optimal solution found is used as the new search point, and the costly f(x) is
evaluated for this search point and a new surrogate model of kriging type is computed.
As in the RBF algorithm, it is a major difficulty to set the target value properly in
each iteration. To overcome this problem, Jones proposes a new method called the
Enhanced Method 4 that uses a range of target values in each iteration, corresponding
to low, medium and high desired improvement. Similarly, in the ARBF algorithm, a
set of target values are selected each iteration. However, experience has demonstrated
the need to cover the full range from −∞. For each target value the global optimization
problem defined by (18) is solved.

Evaluating a large set of target values leads to many candidate points. If all were used,
it would lead to several costly function evaluations in each iteration. Jones shows on
one-dimensional examples that the optimal solutions tend to cluster in different areas
of the parameter space. Similar behavior has been observed for the solutions of (18)
with different target values. It is hence natural to apply a clustering algorithm to the
set of optimal points {x̂j}Mj=1 (transformed to the unit cube [0, 1]d), and use only one
or a few points from each group found. As described below, Jones suggests applying a
tailor-made clustering algorithm to the sequence of optimal points in decreasing target
value order. The algorithm has been modified by adding steps 7 and 8 later in this
section. In the test in step 8 the number of components on bounds is used, defined as
in (19). Compared to Holmström [7], the algorithm has also been updated to handle
mixed-integer problems by separating treatment of integer and continuous variables,
and in addition step 1 is new.

The Jones Cluster Algorithm for MINLP

• Transform the set of optimal points {x̂j} to the unit cube [0, 1]d, and compute
the distance between two successive optimal points as

∆j =

√ ∑
l=1,...,d,l/∈I

(x̂lj − x̂lj+1)2/(d− |I)|.

• Compute the number of integer components that are different between two suc-
cessive solutions as ∆I

j = |{l ∈ I : x̂lj 6= x̂lj+1}|.
• Assign point 1, x̂1, to group 1.

• Sequentially consider point 2 to M . For each point, if a criterion C > 12, a new
group is started. The criterion C is computed as follows:

1. If ∆I
j−1 > 0 then set C = 100, i.e. start a new group. Then at least one

integer component has changed.

2. If ∆j > 0.1 and ∆j−1 > 0.1 then set C = 100, i.e. start a new group.

3. Otherwise, if ∆j > 0.0005, then set C = ∆j−1/∆j .

4. Otherwise, if j ≥ 3 and ∆j−1 > 0.0005, then set C = ∆j−1/max(∆j−2, 0.0005).

5. Otherwise, if j = 2 and ∆1 > 0.1 and ∆2 < 0.0005, then set C = 100 to
signal the need for a new group.

6. If none of the above conditions is satisfied, set C = 0, i.e. no need to start
a new group unless any of the following two criteria are fulfilled.
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7. If j = M and C < 12 and ∆M−1 > 0.1, set C = 100, i.e. start a new group
for the last point.

8. If C < 12 and ∆j−1 > 0.1 and α(x̂j) = α(x̂j−1), check if any of the
components on the bounds for point x̂j have at least a 10% difference in the
corresponding components in x̂j−1. Also test if any of the components on
the bounds for point x̂j−1 have at least a 10% change in the corresponding
components in x̂j . If any of the tests are true, start a new group by setting
C = C + 200.

Let fMin = mini f(xi) and fMax = maxi f(xi). Jones suggests setting the target
values using a fixed grid as f∗n(j) = sn(xsn) − wj · f∆, where the range is set to
f∆ = fMax − fMin. The two first rows in Table 2 show the choice of target value
factors wj . In the new algorithm, two extreme values shown in row three have been
added. It is then easier to detect if the range of target values is sufficient.

Table 2: Weight factors wj used in the global grid search

0.0 10−4 10−3 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

0.10 0.11 0.12 0.13 0.15 0.20 0.25 0.30 0.40 0.50 0.75 1.00

1.50 2.00 3.00 100 ∞

The above choice of f∆ might become too big if the function varies over a large range.
In such cases, as a fixed grid is used, there may be failure to sample important target
values that would lead to the region of the global minimum. Since the range can only
get larger as the iterations proceed, the algorithm is unlikely to sample these target
values in later iterations.

To be more flexible and adaptive, the target values are set as f∗n(j) = sn(xsn) − β ·
wj · f∆, where β is an adaptive factor and the range is

f∆ =

{
min(max(1, fMin), fMax − fMin), iffMin > 0

min(10 ·max(1, |fMin|), fMax − fMin), iffMin ≤ 0.
(20)

If several optimal solutions for different target values are equal or very close, it might
be a sign that the target values are too close, so β is iteratively increased by a factor
10 If the optimal point found for the second target value is far from the solution of
the first target value, i.e. the minimum of the RBF surface, it is a sign that the target
values are too spread out, and β is likewise decreased by a factor 10. In most cases
this happens close to a stationary point.

As in the original RBF algorithm, every iteration of the ARBF algorithm starts by
finding the global minimum of the RBF surface with respect to all constraints by
solving

ŝn := sn(xsn) = min
x∈ΩC

sn(x).

If ŝn � fMin the RBF surface is fluctuating wildly and there is no point in applying
a target value strategy. The target values need to be even lower than ŝn, so they
might as well be set much lower than the actual global minimum. Applying the target
value strategy in such cases generally produces garbage solution points. Instead, the
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minimum of the RBF surface is added as a new point repeatedly until the interpolation
stabilizes and more reasonable target values can be set. If ŝn is closer to fMin and the
oscillation of the surface is less pronounced, the question is when to rely on the target
value strategy. The approach taken is to consider the RBF surface wildy fluctating,
i.e. applying the above strategy, down to a relative difference of 10%. This works well
in tests so far, but other values could be tried. Currently the following test is used:
If ŝn < fMin − 0.1|fMin| when fMin 6= 0, or ŝn < fMin − 10v when fMin = 0, then
ŝn � fMin is considered true. v is computed as v = min(f(x)), x ∈ {x : f(x) > 10−7}.
For the special case when the set is empty, v = 10−7 is used.

For every ARBF iteration, the algorithm is in one of three modes: the wild mode
described in the previous paragraph, a global grid search mode, or a local grid search
mode. In the global grid search the aim is to sample one or more points from every
region of interest. In the local grid search the aim is to find a better approximation
of any stationary points close to the best point found so far. Ideally one of these
stationary points is also the global minimum. Note that the global grid search also
sample points close to the best point found similar to the local grid search. In the
wild mode the aim is to proceed with surface minimum points until the interpolation
is stable enough to make a global target value grid give reasonable results. The wild
mode is entered automatically when the surface is fluctuating wildly, but the switch
between global and local grid mode is determined by the algorithm in the following
way: Start with global grid mode, and as long as this gives function value reductions,
stay in that mode. Every iteration of the global and local grid mode always end by
adding the minimum point of the surface (one S-step). This is taken care of by the flag
EndGridMode. When no reduction is achieved in an iteration of the global mode (or
possibly only in the final surface minimum S-step sampling) the algorithm switches to
local mode. The same logic applies for local mode; it continues the local grid search
until no reductions are achieved, and then switches to global mode. In both the local
and global grid mode, one or more points might be selected using the cluster algorithm
and some heuristic rules (discussed later in this section). The formal ARBF algorithm
description can now be given.

Algorithm ARBF for MINLP:

• Find initial set of n ≥ d+ 1 sample points xi ∈ ΩC using CLH or xi ∈ Ω using
any other experimental design method.

• Compute the n costly function values f(xi), i = 1, . . . , n and the (non-costly)
nonlinear constraints c(xi), i = 1, . . . , n. If using CLH, c(xi) are already com-
puted.

• Compute hL1(xi), i = 1, . . . , n and FL1(xi), i = 1, . . . , n.

• If for any i, f(xi) = FL1(xi) is true, set Feasible = 1, otherwise Feasible = 0.

• if Feasible, find the feasible point with the lowest function value (xMin, fMin)
by computing fMin(xMin) = min i=1,...,n, xi∈ΩC f(xi).
Otherwise, when no feasible point exists, set fMin(xMin) = min i=1,...,n FL1(xi).

• As an approximation of the function f(x), x ∈ ΩC , use the n sample points,
(xi, f(xi)), xi ∈ Ω, to build a smooth RBF interpolation model sn(x) with
chosen φ and m ≥ mφ from Table 1.

• Set GlobalProgress = 1 and LocalProgress = 0, making the initial search
mode global. Also initialize EndGridMode = 0.
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• Iteration until n ≥ nMax, or a prescribed maximal CPU time (or fGoal, known
goal for f(x), achieved with a certain relative tolerance at xMin ∈ ΩC).

1. Find the global minimum of the RBF surface, sn(xsn) = min
x∈ΩC

sn(x).

2. Find a set of new search points X = {x̄j , j = 1, . . . , k} by applying one of
the following three types of search procedures dependent on logical condi-
tions given for each procedure.

(a) Wild Mode (S-step). If sn(xsn) � fMin or EndGridMode = 1,
accept the RBF surface minimum xsn as the new search point, i.e.
X = xsn . Set EndGridMode = 0.

(b) Global Grid Mode. (G-step). If GlobalProgress = 1, define M
target values f∗n ∈ (−∞, sn(xsn)] as f∗n(j) = sn(xsn)−β ·wj · f∆ with
wj , j = 1, . . . ,M , a vector of predefined factors in the range [0,∞],
and β an adaptive weight factor in the range [10−3, 103], initialized as
β = 1. The function range f∆ is determined in each step as described
in (20).
For each of the M target values, solve the global optimization problem

gn(x̂j) = min
x∈ΩC\{x1,...,xn}

(−1)mφ+1µn(x) [sn(x)− f∗n(j)]
2

(21)

Then use the Jones Clustering Algorithm on the M optimal solution
points x̂j . Apply heuristic rules to determine which of the clustered
groups to consider, and in each selected group, which of the points
to include in the new set of search points X; see the Point Selection
Algorithm later in this section. Set EndGridMode = 1.

(c) Local Grid Mode. (L-step). If LocalProgress = 1, define ML

target values using the same factors wj as in the G-step together with
some additional small factors.
Solve (21) and apply the Jones Clustering Algorithm to the ML opti-
mal solutions x̂j .
Apply the heuristic rules described in the Point Selection Algorithm
to determine which points in the first cluster group should be included
in set X. Set EndGridMode = 1.

3. Check the set of new search points X = {x̄j , j = 1, . . . , k}, deleting any
point too close (normalized distance less than 10−4) to any previous point
in X; or too close to any sample point x1, . . . , xn (distance less than 10−8).

4. Set xn+j = x̄j , j = 1, . . . , k and evaluate f(xn+j), c(xn+j), j = 1, . . . , k
and FL1(xn+j), j = 1, . . . , k

5. If any xn+j ∈ ΩC , j = 1, . . . , k, set Feasible = 1.

6. If Feasible and minj=1,...,k f(xn+j) < fMin or
if not Feasible and minj=1,...,k FL1(xn+j) < fMin

– Update the point with lowest function value (xMin, fMin).

– Set LocalProgress = 1 (if L-step).

– Set GlobalProgress = 1 (if G-step).

else

– Set LocalProgress = 0 (if L-step).
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– Set GlobalProgress = 0 (if G-step).

7. Increase n by k; compute new RBF surface. Start new Iteration step.

The selection of trial points utilizing the result of the clustering process applied to
the set of optimal solutions computed from the target values is one of the heuristics.
For kriging algorithms, Jones suggests picking the last member of each of the groups
formed by the clustering algorithm as a new candidate point, i.e. the one with the
smallest target value in each group. This selection criteria has been found a bit crude
when applied to RBF algorithms. Therefore a Point Selection Algorithm has been
developed, which describes how to generate new trial points based on the results from
the Jones Cluster Algorithm. The algorithm is described in detail in Holmström [7].

The main idea is to only select points from the cluster groups with least number of
components on bounds, found by computing α(x) in (19) for every optimal solution.
The number of points selected in each group depends on the distance between the
optimal points in the group. The first group, with optimal points close to the current
RBF surface minimum, and the last group, with lowest target values including the
−∞ target value, are treated separately.

4 Implementation of the RBF and ARBF
for MINLP

The MINLP algorithms described are available in MATLAB using the TOMLAB Op-
timization Environment (http://tomopt.com/tomlab/). The Algorithm ARBF for
MINLP in Section 3 is implemented in the TOMLAB solver ARBFMIP, while the
Algorithm RBF for MINLP in Section 2 is found in the solver rbfSolve. Similar ideas
were used to implement a MINLP version of the Efficient Global Optimization (EGO)
method described by Jones et al. [10]. All three solvers are part of the TOMLAB/CGO
toolbox for costly nonconvex black-box mixed-integer optimization.

The implementations rely on robust solutions of the non-costly global MINLP opti-
mization problems described as part of the algorithms, equations (3), (18), (17) and
(21). Subsolvers are required for all three costly MINLP solvers. Any standard MINLP
solver in TOMLAB can be used; currently there are nine choices. In order to make
the CGO solvers more robust, if the subsolver returns an infeasible solution to the
MINLP subproblem, one or two alternative solvers will try to find a feasible solution.

By default and in the numerical tests, the global MINLP solver glcCluster is used. It
uses a mixed-integer constrained DIRECT solver (glcDirect, glcFast or glcSolve) as the
initial step, then applies an adaptive clustering algorithm to all points sampled by the
DIRECT algorithm, and finally repeats local optimization with fixed integer variables.
The starting points in the local optimizations are set as the best point found in each
cluster. As local solver, any nonlinear programming solver in TOMLAB is suitable; by
default NPSOL and SNOPT are used. TOMLAB also has four derivative-based mixed-
integer nonlinear solvers, MULTIMIN, OQNLP, MINLPBB and MISQP. If derivatives
are estimated numerically, these four solvers can be used as subsolvers. In the tests,
OQNLP and MULTIMIN were used as alternative solvers, whenever glcCluster failed
to find a feasible solution for a subproblem.
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5 Numerical Results

In this section the results from a set of standard MINLP test problems and a set of
constrained global optimization test problems are reported. Each problem set was
solved using ARBFMIP, rbfSolve, EGO, OQNLP, MINLPBB, MISQP and GENO.

For the black-box CGO solvers ARBFMIP, rbfSolve and EGO, different settings and
experimental designs were evaluated to see if any combination outperforms the rest.
Two types of radial basis functions were used for ARBFMIP and rbfSolve: the thin
plate spline φ(r) = r2 log r (TPS) and the cubic spline φ(r) = r3 (Cubic). Three
different experimental designs are used: The standard Latin Hypercube (LH), the
Constrained Latin Hypercube (CLH) as defined in Section 2 and a corner strategy
we denote LAC. LAC picks the lower left corner and its d adjacent corners, i.e. the
following d+ 1 corners of Ω:

{xL, xL + ei, i = 1, . . . , d, with ei = 0 ∈ Rd, except component j : eji = xjU − x
j
L}.

In the tests the midpoint of the box, (xL + xU )/2, is always added as point d + 2 in
this design strategy. In the tests of the CLH design, the minimal number of points,
n = d + 1, was used. Slightly more robust results would probably be obtained if n
were increased somewhat. In all runs with the CGO solvers, the maximum number of
function evaluations were set to 250 (nMax = 250 in Algorithm RBF and ARBF for
MINLP).

In the tables, row ExD gives the experimental design used, row RBF gives the radial
basis function used, and in row Scale the On/Off switch indicates whether variable
scaling to the unit cube was used or not. For the MINLP problems, scaling was
not used. Column IP specifies the number of initial points from the experimental
design. For rbfSolve the option to replace all function values f(xi) > medianif(xi)
with the medianif(xi) is used if row Repl is set to Yes. The function values are
replaced both when computing the range and in the RBF interpolation. In ARBFMIP
this choice of replacement strategy is avoided. In each iteration, for the radial basis
interpolation, all function values in the range [fMin,max(0, fMin)+105] are untouched
and values f(x) > max(0, fMin)+105 are replaced by max(0, fMin)+105+log10(f(x)−
max(0, fMin)− 105). Thereby, huge scale differences in the linear equation system (5)
are avoided. The other possible source of numerical difficulties in solving (5) is a very
badly scaled domain [xL, xU ]. Such a problem is easily avoided by using the scale
option described above.

The solvers OQNLP, MINLPBB and MISQP are derivative-based MINLP solvers,
but were forced to estimate derivatives numerically in the experiments. It is easy to
derive analytical derivatives for the test problems, but the aim is to test the ability to
solve black-box problems. OQNLP implements a stochastic algorithm to find starting
points, and the random point generation depends on a seed parameter. In the tests
only one seed parameter value was set. The other two solvers are deterministic, and
the result is only dependent on the starting point given. In the tests, each problem is
solved with 100 random starting points created inside the box defined by the simple
bounds.

The GENO solver implements a constrained mixed-integer nonlinear stochastic genetic
algorithm. This type of algorithm is popular in practice, although many function
evaluations are needed to reach a global minimum.
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Each test problem was solved with 50 random starting points (using the same starting
points as in the experiments with OQNLP, MINLPBB and MISQP, but only the first
50). It is possible to specify a random seed in GENO. The result of a run with a
genetic algorithm is highly dependent on the set of random points generated in the
run. Therefore, each problem was solved using 5 different seeds. Thus, each problem
was solved 250 times. A time limit was defined for all runs with GENO, in order to
avoid excessive run-times. The limit was set so that GENO could perform at least
10000 function evaluations. Most of the runs do not find any good solutions.

Throughout this section, all tables come in pairs and present the number of function
evaluations needed to achieve a function value with relative error of 1% and 0.01%
respectively. The relative error is defined as

E =
fMin − fglobal
|fglobal|

, (22)

where fMin is the current best function value and fglobal is the known global optimum
(which is nonzero for all the problems). A − sign indicates failure.

5.1 Numerical Results for mixed-integer nonlinear
programs

Table 3 gives a compact description for the MINLP test functions, including the abbre-
viations used. Column d is the number of variables, xI the number of integer variables,
Ax the number of linear inequality constraints, Ax with = on the row below the num-
ber of linear equality constraints, c(x) the number of nonlinear inequality constraints
and c(x) with = on the row below the number of nonlinear equality constraints. The
Domain column shows the lower and upper bounds for all variables.

Table 3: Names and descriptions of the MINLP test problems

Problem Abbrev. d xI Ax Ax c(x) c(x) Domain

= =

Kocis & Grossmann 1998 KG98 5 3 3 0 2 2 [0, 10−8, 0, 0, 0] − [108, 108, 1, 1, 1]

Floudas 1995 6.6.5 FL95 3 1 2 0 1 0 [0.2,−2.22554, 0] − [1,−1, 1]

Pörn et al. 1997 PÖ97 2 2 3 0 1 0 [1, 1] − [5, 5]

Kocis & Grossmann 1989 KG89 4 2 1 0 4 0 [0, 0, 0, 0] − [10, 20, 1, 1]

Kesavan et al. 2004 D KE04 5 3 3 1 1 0 [0, 0, 0, 1, 1] − [1, 1, 1, 10, 6]

Floudas-Pardalos 3.4TP3 FP1 6 2 3 0 2 0 [0, 0, 1, 0, 1, 0] − [6, 6, 5, 6, 5, 10]

Floudas-Pardalos 12.2TP1 FP2 5 3 3 0 2 2 [0]5 − [1, 1, 1, 1.5, 1.6]

Floudas-Pardalos 12.2TP3 FP3 7 4 5 0 4 0 [0]7 − [1.2, 1.8, 2.5, 1, 1, 1, 1]

Floudas-Pardalos 12.2TP4 FP4 11 8 4 0 3 3 [0]11 − [1]11

Floudas-Pardalos 12.2TP5 FP5 2 2 3 0 1 0 [1, 1] − [5, 5]

Floudas-Pardalos 12.2TP6 FP6 2 1 2 0 1 0 [1, 1] − [10, 6]

Floudas-Pardalos 12.2TP2 FP7 3 1 2 2 1 0 [0, 0.2,−2.22554] − [1, 1,−1]
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Table 4 presents the results for rbfSolve with different settings. The number of function
values needed to get close to the optimal value with requested accuracy is very low in
all cases. The results are very similar and practically independent of the parameter
settings used for the two experimental designs tested, LAC and CLH. There are a few
failures to converge, possibly avoided if using a larger number of initial points in the
experimental design. In four cases the failures are avoided if the median replacement
option is used, but this option often leads to slower convergence.

Table 4: Number of function evaluations to get within 1% and 0.01% of the optimal
value for rbfSolve on the MINLP test problems.

E ≤ 10−2 E ≤ 10−4

ExD LAC CLH LAC CLH

RBF TPS Cubic TPS Cubic TPS Cubic TPS Cubic

Scale Off Off Off Off Off Off Off Off

Repl IP Yes No Yes No IP Yes No Yes No Yes No Yes No Yes No Yes No

KG98 7 9 8 9 8 6 10 10 10 10 9 8 9 8 10 10 10 10

FL95 5 8 6 8 6 4 5 5 5 5 8 6 8 6 7 5 5 5

PÖ97 3 5 5 5 5 3 5 5 5 5 5 5 5 5 5 5 5 5

KG89 6 13 8 16 11 5 11 8 8 8 19 - - - 14 14 17 20

KE04 7 8 8 8 8 6 8 7 8 7 8 8 8 8 8 7 8 7

FP1 8 24 - 10 19 7 24 14 21 16 24 - 10 - 24 14 21 16

FP2 7 8 8 8 8 6 7 7 7 7 8 8 8 8 7 7 7 7

FP3 9 10 10 10 10 8 - - - - 10 10 10 10 - - - -

FP4 13 21 21 15 15 12 23 20 20 16 21 21 15 15 23 20 20 16

FP5 3 5 5 5 5 3 5 5 5 5 5 5 5 5 5 5 5 5

FP6 4 5 5 5 5 3 4 4 4 4 5 5 5 5 4 4 4 4

FP7 5 7 7 7 7 4 7 7 7 7 - - - - - - - -

Table 5 and Table 6 present the results for ARBFMIP and EGO with different settings.

The results for ARBFMIP are in general excellent, with a very low number of function
evaluations needed to converge and few failures. The reason for most failures is that the
target value search grid needs to be made more dense in the Point Selection Algorithm
when close to the global optimum. This problem is easy to detect and an adaptive
strategy to overcome the problem is in development. EGO also shows good results
for the CLH design, when feasible points are obtained in the experimental design. It
was not tested using LAC as initial design, since it needs more initial points to work
properly.

Table 7 and Table 8 present the results for OQNLP, MINLPBB and MISQP. The
number of failures (in %) and the mean, min and max values for the successful runs
out of the total 100 for each problem are reported, as well as the number of constraint
evaluations needed. For example, 166 123 represents 166 function evaluations and 123
constraint evaluations. The deterministic solvers are more sensitive to the initial start-
ing points. MISQP had two cases that did not converge, and seems less robust than
the other two. The number of function evaluations needed is an order of magnitude
higher than for the CGO solvers. The solvers also often had trouble obtaining higher
accuracy solutions.
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Table 5: Number of function evaluations to get within 1% of the optimal value for
ARBFMIP and EGO on the MINLP test problems. No variable scaling was
used.

Solver ARBFMIP EGO

ExD LAC CLH LH CLH LH

RBF IP TPS Cubic IP TPS Cubic IP TPS Cubic IP IP

KG98 7 8 8 6 7 7 51 52 52 6 11 51 -

FL95 5 6 6 4 6 6 33 34 35 4 - 33 37

PÖ97 3 5 5 3 4 4 14 14 14 3 5 14 14

KG89 6 8 11 5 6 6 41 48 42 5 18 41 -

KE04 7 8 8 6 7 7 51 52 52 6 - 51 -

FP1 8 - 15 7 - - 65 66 66 7 164 65 -

FP2 7 8 8 6 7 7 19 52 52 6 8

FP3 9 10 10 8 13 - 65 66 66 8 62 65 -

FP4 13 19 15 12 23 18 65 102 - 12 42

FP5 3 5 5 3 4 4 14 14 14 3 4 14 14

FP6 4 5 5 3 4 4 21 22 22 3 5 21 -

FP7 5 6 6 4 7 7 33 34 34 4 13 33 -

Table 6: Number of function evaluations to get within 0.01% of the optimal value for
ARBFMIP and EGO on the MINLP test problems. No variable scaling was
used.

Solver ARBFMIP EGO

ExD LAC CLH LH CLH LH

RBF IP TPS Cubic IP TPS Cubic IP TPS Cubic IP IP

KG98 7 8 8 6 7 7 51 52 52 6 11 51 -

FL95 5 6 6 4 6 6 33 34 35 4 - 33 37

PÖ97 3 5 5 3 4 4 14 14 14 3 5 14 14

KG89 6 10 12 5 6 7 41 52 52 5 - 41 -

KE04 7 8 8 6 7 7 51 52 52 6 - 51 -

FP1 8 - 15 7 - - 65 66 66 7 164 65 -

FP2 7 8 8 6 7 7 19 52 52 6 8

FP3 9 10 10 8 13 - 65 66 66 8 - 65 -

FP4 13 19 15 12 23 18 65 102 - 12 42

FP5 3 5 5 3 4 4 14 14 14 3 4 14 14

FP6 4 5 5 3 4 4 21 22 22 3 5 21 -

FP7 5 - - 4 - - 33 - - 4 13 33 -
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Table 9 presents the results for the GENO solver running each problem 50× 5 = 250
times. Almost every problem fails to be solved within 10000 function evaluations and
the range of failures is between 84 and 100 percent. A stochastic genetic algorithm
solver like GENO is clearly not suitable for costly black-box MINLP problems.

Table 9: Number of function evaluations to get within 1% and 0.01% of the optimal
value for GENO on the MINLP test problems.

% E ≤ 10−2 % E ≤ 10−4

Fail mean min max Fail mean min max

KG98 100 - - - 100 - - -

FL95 94 5761 3048 3711 844 7785 4588 94 11831 7186 9569 5902 14810 8412

PÖ97 100 - - - 100 - - -

KG89 99 6529 4614 5459 3261 7598 5967 100 - - -

KE04 100 - - - 100 - - -

FP1 100 - - - 100 - - -

FP2 94 9094 5550 8538 5028 10165 6005 94 9094 5550 8538 5028 10165 6005

FP3 96 5343 3277 4398 2765 5818 4029 100 - - -

FP4 100 - - - 100 - - -

FP5 100 - - - 100 - - -

FP6 100 - - - 100 - - -

FP7 84 6538 3229 1977 907 8858 5403 100 - - -

5.2 Numerical Results for Constrained Global
Optimization Problems

In this section, evaluations performed on a set of Constrained global optimization test
problems are presented. Table 10 gives the names of the problems and the abbrevi-
ations used and Table 11 gives a compact description of the test functions with the
same notation as in Table 3.

Table 12 and Table 13 present the results for rbfSolve. In this case runs with and
without variable scaling to the unit cube are reported. As for the MINLP problems,
the results are in most cases very good.

Table 14 and Table 15 present the results for ARBFMIP for all three experimental
designs. Results are excellent, similar to the results for the MINLP problems in Sec-
tion 5.1. Comparing the results for the CLH and LH experimental designs, clearly
much fewer function evaluations are needed using the CLH design and more general
failures are avoided. Creating an experimental design with feasible points, as in the
CLH design method, seems to be advantageous and helps the progress of RBF-type
algorithms. Figures 1 and 2 show a comparison between the results for ARBFMIP
and rbfSolve for the CLH and LAC initial designs. It is easy to see that ARBFMIP
produces improved results since most points cluster in the right side of the diagrams.
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Table 10: Names and abbreviations for the constrained global optimization test problems

Abbrev Problem Name Abbrev Problem Name Abbrev Problem Name

P1 Gomez 2 P7 Schittkowski 234 P13 Schittkowski 343

P2 Gomez 3 P8 Schittkowski 236 P14 Floudas-Pardalos 3.2 TP 1

P3 Hock-Schittkowski 59 P9 Schittkowski 237 P15 Floudas-Pardalos 3.3 TP 2

P4 Hock-Schittkowski 65 P10 Schittkowski 239 P17 Floudas-Pardalos 3.5 TP 4

P5 Hock-Schittkowski 104 P11 Schittkowski 330 P18 Floudas-Pardalos 4.10 TP 9

P6 Hock-Schittkowski 105 P12 Schittkowski 332 P28 Zimmerman

Table 11: Description of the constrained global optimization test problems

Problem d Ax Ax c(x) c(x) Domain

Nr. = =

P1 2 0 0 1 0 [−1,−1] − [1, 1]

P2 2 0 0 1 0 [−1,−1] − [1, 1]

P3 2 0 0 3 0 [0, 0] − [75, 65]

P4 3 0 0 1 0 [−4.5,−4.5,−5] − [4.5, 4.5, 5]

P5 8 0 0 6 0 [0.1]8 − [10]8

P6 6 1 0 0 0 [0, 0, 1, 0, 1, 0] − [6, 6, 5, 6, 5, 10]

P7 2 0 0 1 0 [0.2, 0.2] − [2, 2]

P8 2 0 0 2 0 [0, 0] − [75, 65]

P9 2 0 0 3 0 [54, 0] − [75, 65]

P10 2 0 0 1 0 [0, 0] − [75, 65]

P11 2 0 0 1 0 [10−10, 10−10] − [5, 5]

P12 2 0 0 2 0 [0, 0] − [1.5, 1.5]

P13 3 0 0 2 0 [0, 0, 0] − [36, 5, 125]

P14 8 3 0 3 0 10× [10, 100, 200, 1, 1, 1, 1, 1] − 500× [2, 4, 12, 1, 1, 1, 1, 1]

P15 5 0 0 6 0 [78, 33, 27, 27, 27] − [102, 45, 45, 45, 45]

P17 3 2 0 1 0 [0, 0, 0] − [2, 2, 3]

P18 2 0 0 2 0 [0, 0] − [3, 4]

P28 2 0 0 2 0 [0, 0] − [100, 100]

Table 16 and Table 17 illustrate the results for OQNLP, MINLPBB and MISQP. The
same settings as for the MINLP-problems were used. In general OQNLP performed
much better for this test set than for the MINLP problems. The deterministic solvers
have rather many failures that are due to bad starting points. The function evaluations
needed are less than for the MINLP problems, but still much higher than for the CGO
solvers.

Table 18 presents the results for the GENO solver running each problem 50× 5 = 250
times. The results are slightly better than for MINLP problems, and a few problems
are always solved in less than 10000 function evaluations. Still, six problems are never
solved, and many others are solved only in very few runs. The number of function
evaluations needed to achieve the required accuracy is several orders of magnitude
larger than for the other solvers used. We conclude that, as for the MINLP tests, a
stochastic genetic algorithm is not suitable for any form of costly optimization.
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Table 12: Number of function evaluations to get within 1% of the optimal value for
rbfSolve on the constrained global test problems.

ExD LAC CLH

RBF TPS Cubic TPS Cubic

Scale On Off On Off On Off On Off

Repl IP Yes No Yes No Yes No Yes No IP Yes No Yes No Yes No Yes No

P1 4 5 5 5 5 5 5 5 5 3 9 9 7 8 6 6 5 5

P2 4 31 28 31 28 13 22 10 22 3 12 12 15 18 15 12 12 6

P3 4 16 9 16 9 9 10 9 10 3 21 12 22 23 12 12 18 12

P4 5 20 23 14 23 23 20 14 20 4 25 25 22 13 22 13 22 16

P5 10 64 46 126 54 84 46 63 34 9 36 24 18 36 36 36 48 27

P6 10 - - - - - - - - 9 72 105 - - 195 93 - -

P7 4 5 5 5 5 5 5 5 5 3 5 4 7 4 5 4 7 4

P8 4 11 5 11 5 5 5 5 5 3 6 4 6 4 7 4 7 4

P9 4 5 5 5 5 5 5 5 5 3 4 4 4 5 4 4 4 5

P10 4 11 5 11 5 5 5 5 5 3 6 4 6 4 7 4 7 4

P11 4 - - - - - - - - 3 36 6 14 6 23 6 12 6

P12 4 13 48 16 13 61 6 16 6 3 18 36 15 21 15 9 21 36

P13 5 15 14 10 10 7 7 10 10 4 13 10 38 39 7 10 17 17

P14 10 19 13 26 11 25 13 22 12 9 21 12 33 11 15 12 21 18

P15 7 13 9 13 9 13 9 12 10 6 7 8 7 9 7 7 9 9

P17 5 6 6 6 6 6 6 6 6 4 7 47 5 5 7 55 5 5

P18 4 5 5 5 5 5 5 5 5 3 67 117 5 5 61 15 5 5

P28 4 5 5 5 5 5 5 5 5 3 55 11 4 4 6 11 4 4

Table 13: Number of function evaluations to get within 0.01% of the optimal value for
rbfSolve on the constrained global test problems.

ExD LAC CLH

RBF TPS Cubic TPS Cubic

Scale On Off On Off On Off On Off

Repl IP Yes No Yes No Yes No Yes No IP Yes No Yes No Yes No Yes No

P1 4 5 5 5 5 5 5 5 5 3 18 15 8 15 9 12 6 5

P2 4 55 28 52 40 19 25 19 34 3 30 15 30 30 18 18 12 12

P3 4 - - - - - - - - 3 - - - - - - - -

P4 5 32 44 35 38 29 20 23 20 4 43 43 37 37 37 22 31 22

P5 10 175 115 - 124 208 100 175 166 9 - - 183 168 102 156 207 48

P6 10 - - - - - - - - 9 - - - - - - - -

P7 4 5 5 5 5 5 5 5 5 3 5 4 7 4 5 4 7 4

P8 4 11 5 11 5 5 5 5 5 3 6 4 6 4 7 4 7 4

P9 4 5 5 5 5 5 5 5 5 3 4 4 4 5 4 4 4 5

P10 4 11 5 11 5 5 5 5 5 3 6 4 6 4 7 4 7 4

P11 4 - - - - - - - - 3 39 6 18 6 30 21 18 24

P12 4 13 49 16 22 61 6 16 19 3 18 39 15 24 21 9 21 36

P13 5 15 16 10 13 7 7 10 13 4 13 10 38 39 10 10 17 17

P14 10 31 13 73 13 43 13 34 13 9 63 12 75 12 29 12 21 18

P15 7 13 10 13 10 13 10 12 10 6 9 9 7 9 9 9 9 9

P17 5 6 6 6 6 6 6 6 6 4 7 47 5 5 7 57 5 5

P18 4 5 5 5 5 5 5 5 5 3 67 117 5 5 61 15 5 5

P28 4 7 7 7 5 7 7 7 5 3 55 11 4 4 6 11 4 4
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Table 14: Number of function evaluations to get within 1% of the optimal value for
ARBFMIP on the constrained global test problems.

ExD LAC CLH LH

RBF TPS Cubic TPS Cubic TPS Cubic

Scale IP On Off On Off IP On Off On Off IP On Off On Off

P1 4 5 5 5 5 3 6 5 5 5 21 22 22 22 22

P2 4 19 81 10 - 3 11 9 13 9 21 52 35 - 28

P3 4 14 12 8 8 3 53 22 26 39 21 38 42 41 28

P4 5 56 20 20 18 4 50 20 23 20 33 82 50 42 40

P5 10 53 33 31 44 9 25 20 37 20 65 66 71 66 77

P6 10 66 - - - 9 45 - - - 65 206 - 212 -

P7 4 5 5 5 5 3 4 4 4 4 21 22 22 22 22

P8 4 13 19 9 9 3 5 7 5 7 21 25 26 22 22

P9 4 5 7 5 7 3 5 5 5 5 21 31 22 23 23

P10 4 16 11 9 9 3 5 7 5 7 21 25 26 22 22

P11 4 70 - 62 84 3 5 9 6 9 21 173 156 65 60

P12 4 8 9 7 7 3 19 - - - 21 - 23 24 25

P13 5 10 8 12 6 4 5 8 5 8 33 35 35 35 34

P14 10 11 11 11 11 9 10 10 10 10 65 - - - 93

P15 7 8 8 8 8 6 11 9 12 9 51 59 55 54 53

P17 5 6 5 6 6 4 5 5 5 5 33 34 34 34 34

P18 4 5 4 5 5 3 4 4 4 4 21 22 22 22 22

P28 4 5 4 5 5 3 4 4 4 4 21 22 22 22 22

Table 15: Number of function evaluations to get within 0.01% of the optimal value for
ARBFMIP on the constrained global test problems.

ExD LAC CLH LH

RBF TPS Cubic TPS Cubic TPS Cubic

Scale IP On Off On Off IP On Off On Off IP On Off On Off

P1 4 5 5 5 5 3 10 6 6 6 21 22 22 22 22

P2 4 21 89 14 - 3 24 13 15 13 21 79 49 - 29

P3 4 - - - - 3 54 - - - 21 - - - -

P4 5 73 27 41 22 4 103 26 37 26 33 95 75 47 40

P5 10 178 129 132 78 9 87 76 133 76 65 164 222 133 133

P6 10 - - - - 9 - - - - 65 - - - -

P7 4 5 5 5 5 3 4 4 4 4 21 36 34 22 22

P8 4 14 20 9 9 3 5 7 5 7 21 26 26 22 22

P9 4 6 7 8 7 3 5 5 5 5 21 34 22 26 23

P10 4 17 11 9 9 3 5 7 5 7 21 27 26 22 22

P11 4 106 - 62 - 3 18 26 - 26 21 - 200 209 -

P12 4 8 9 7 50 3 19 - - - 21 - 23 24 25

P13 5 10 11 12 6 4 5 8 5 8 33 35 35 35 34

P14 10 11 11 11 11 9 10 10 10 10 65 - - - 93

P15 7 8 8 8 8 6 22 9 13 9 51 63 55 62 53

P17 5 6 5 6 6 4 5 5 5 5 33 34 34 34 34

P18 4 5 4 5 5 3 4 4 4 4 21 22 22 22 22

P28 4 5 4 5 5 3 4 4 4 4 21 22 22 22 22
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Figure 1: Number of function evaluations for ARBFMIP vs. rbfSolve for Table 13 and
Table 15. Values for the choice Repl = Yes in Table 13 are used. In total there
are 13 points of each kind. Four points were removed since both solvers used
the maximum number of function evaluations.
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Figure 2: Number of function evaluations for ARBFMIP vs. rbfSolve for Table 13 and
Table 15. Values for the choice Repl = Yes in Table 13 are used. In total there
are 13 points of each kind. Three points were removed since both solvers used
the maximum number of function evaluations.
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Table 18: Number of function evaluations to get within 1% and 0.01% of the optimal
value for GENO on the constrained global test problems.

% E ≤ 10−2 % E ≤ 10−4

Fail mean min max Fail mean min max

P1 0 100 81 1 1 1380 725 0 3091 1539 7 7 5438 2780

P2 44 4712 2280 1 1 15105 9208 45 10342 5510 7335 2605 15561 9607

P3 86 2116 1363 93 92 11920 6126 100 - - -

P4 87 5377 3711 3661 2121 11210 8348 98 14180 10434 9467 6536 15226 11962

P5 96 7564 7071 4149 3826 12025 11151 100 - - -

P6 100 - - - 100 - - -

P7 100 5106 2954 5106 2954 5106 2954 100 - - -

P8 0 312 302 2 2 968 904 0 5710 3438 1169 936 8004 4946

P9 100 - - - 100 - - -

P10 0 298 287 1 1 1105 1059 0 5341 3259 3448 1926 8046 4823

P11 100 - - - 100 - - -

P12 98 7365 2974 7280 2794 7492 3249 100 - - -

P13 70 2566 1978 271 268 12527 8965 71 9047 6605 5099 3558 14256 11590

P14 100 - - - 100 - - -

P15 100 - - - 100 - - -

P17 98 7379 3495 7227 3117 7530 3837 100 - - -

P18 44 4356 2126 3425 1103 7969 4180 46 11872 6803 7552 3363 14705 9041

P28 90 6366 3816 3531 2131 9368 5983 97 13564 8429 11384 6727 14332 9302

6 Conclusions

Methods based on radial basis interpolation are powerful tools for solving expensive
black-box optimization problems. The paper presents extensions of two algorithms
based on RBF interpolation to handle black-box mixed-integer nonlinear programs
and nonconvex nonlinear programs. Algorithms have been discussed in detail as well
as the MATLAB implementations of two solvers, rbfSolve and ARBFMIP, in the
TOMLAB optimization environment.

A large number of numerical tests on black-box MINLP and nonlinear programs are
presented that compare seven different MINLP solvers. The results show that the
dedicated costly global black-box optimization solvers, including a third solver, EGO,
outperform other approaches. The use of derivative-based solvers is possible, but
an order of magnitude higher number of function evaluations are normally needed.
Starting values need to be carefully set to avoid failues. Stochastic black-box solvers,
like the tested GENO solver, should definitely be avoided in this context.

The RBF method uses a static selection of target values and is dependent on the
scaling of the problem. The global target value optimization problem often does not
produce interior points, and the search points computed do not help the practical
convergence of the algorithm.
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The details of a new Adaptive RBF (ARBF) method extended to MINLP have been
presented. In every iteration, the method does an extensive search for target values to
produce a suitable selection of search points. In general, the computational overhead
is substantial. However, since the global subsolvers in TOMLAB are very efficient
any problem considered expensive will benefit from the new ARBF algorithm. It is
possible to parallelize the global target value optimization as well as the costly function
evaluations. These two tasks are the most CPU-intensive parts of the algorithm. The
conclusion is that the ARBF approach is the best. Further research is needed to
implement a parallel algorithm. Some more algorithmic work is also needed to make
the ARBF algorithm and the solver robust for more types of problems. There may be
some sensitivity to additive scaling in parts of the algorithms, especially in the choice
of f∆. This sensitivity could easily be removed, but time did not permit testing and
re-solving. However, we are working on an enhanced ARBF algorithm that will be
much less sensitive to the choice of f∆ and β.

References

[1] M. H. Bakr, J. W. Bandler, K. Madsen, and J. Sondergaard: 2000, ‘Review
of the Space Mapping Approach to Engineering Optimization and Modeling’.
Optimization and Engineering 1 (3), 241–276.

[2] M. Björkman and K. Holmström: 2000, ‘Global optimization of costly nonconvex
functions using radial basis functions’. Optimization and Engineering 1 (4), 373–
397.

[3] H.-M. Gutmann: 1999, ‘A radial basis function method for global optimization’.
Technical Report DAMTP 1999/NA22, Department of Applied Mathematics and
Theoretical Physics, University of Cambridge, England.

[4] H.-M. Gutmann: 2001a, ‘A radial basis function method for global optimization’.
Journal of Global Optimization 19, 201–227.

[5] H.-M. Gutmann: 2001b, ‘Radial Basis Function Methods for Global Optimiza-
tion’. Doctoral Thesis, Department of Numerical Analysis, Cambridge University,
Cambridge, UK.

[6] K. Holmström: 1999, ‘The TOMLAB optimization environment in Matlab’. Ad-
vanced Modeling and Optimization 1 (1), 47–69.

[7] K. Holmström: 2007, ‘An adaptive radial basis algorithm (ARBF) for ex-
pensive black-box global optimization’. Journal of Global Optimization, DOI
10.1007/s10898-007-9256-8, ISSN 0925-5001 (Print) 1573-2916 (Online).

[8] K. Holmström and M. M. Edvall: January 2004, ‘CHAPTER 19: THE TOMLAB
OPTIMIZATION ENVIRONMENT’. In: L. G. Josef Kallrath, BASF AB (ed.):
Modeling Languages in Mathematical Optimization. Boston/Dordrecht/London.

[9] D. R. Jones: 2002, ‘A taxonomy of global optimization methods based on response
surfaces’. Journal of Global Optimization 21, 345–383.

[10] D. R. Jones, M. Schonlau, and W. J. Welch: 1998, ‘Efficient global optimization
of expensive black-box functions’. Journal of Global Optimization 13, 455–492.

70



An adaptive radial basis algorithm (ARBF) for constrained CGO

[11] M. McKay, R. Beckman, and W. Conover: 1979, ‘A comparison of three methods
for selecting values of input variables in the analysis of output from a computer
code’. Technometrics 21, 239–246.

[12] M. J. D. Powell: 1992, ‘The Theory of Radial Basis Function Approximation in
1990’. In: W. Light (ed.): Advances in Numerical Analysis, Volume 2: Wavelets,
Subdivision Algorithms and Radial Basis Functions. Oxford University Press, pp.
105–210.

[13] M. J. D. Powell: 1999, ‘Recent Research at Cambridge on Radial Basis Func-
tions’. In: M. D. Buhmann, M. Felten, D. Mache, and M. W. Müller (eds.): New
Developments in Approximation Theory. Basel: Birkhäuser, pp. 215–232.
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1 Introduction

Global optimization of continuous black-box functions that are costly (computationally
expensive, CPU-intensive) to evaluate is a challenging problem. Several approaches
based on response surface techniques have been developed over the years. A common
feature is that, unlike local optimization methods, every computed function value is
saved and utilized.

Problems that are costly to evaluate are commonly found in engineering design, as
well as industrial and financial applications. A function value could be the result of
a complex computer program or an advanced simulation, e.g. computational fluid
dynamics (CFD). Hence consuming anything from a few minutes to many hours of
CPU time.

From an application perspective there are often restrictions on the variables besides
the lower and upper bounds, such as linear, nonlinear or even integer constraints. The
most general problem formulation is as follows:

The Mixed-Integer Costly Global Black-Box Nonconvex Problem

min
x

f(x)

s/t

−∞ < xL ≤ x ≤ xU <∞
bL ≤ Ax ≤ bU

cL ≤ c(x) ≤ cU

xj ∈ N ∀j ∈ I ,

(1)

where f(x) ∈ R and xL, x, xU ∈ Rd. Matrix A ∈ Rm1×d, bL, bU ∈ Rm1 ; defines the
m1 linear constraints and cL, c(x), cU ∈ Rm2 defines the m2 nonlinear constraints.
The variables xI are restricted to be integers, where I is an index subset of {1,. . . ,d}.
Let Ω ∈ Rd be the feasible set defined only by the simple bounds, the box constraints,
and ΩC ∈ Rd be the feasible set defined by all the constraints in (1).

Almost every Costly Global Optimization (CGO) solver utilize a surrogate model, or
response surface, to approximate the true (costly) function. The RBF algorithm in-
troduced by Powell and Gutmann [2, 9] use radial basis function interpolation to build
an approximating surrogate model. The EGO algorithm by Jones et al. [6] utilizes
the DACE framework. By optimizing a less costly utility function these algorithms
determine a new point, where afterwards the original objective function is evaluated.
This is repeated until some convergence criteria is fulfilled.

2 Experimental Designs

Common for all surrogate model CGO solvers is the need of an initial sample of points
(experimental design) to be able to generate the initial surrogate model. For all these
points the costly function values are calculated. The initial surrogate model is built
from these sampled points and used as an approximation of the true function. A new
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point to sample is then decided by some algorithmic strategy, and this continues until
some convergence criteria is met.

It is not obvious how to choose this initial set of points, but there are some criteria we
strive to fulfill. As the problems to solve are considered black-box, we have no idea
what the function might look like. Therefore it is most important that the experimental
design have some sort of space filling ability, i.e. avoid sampling only a certain part of
the design space.

2.1 Deterministic Global Solver

It is of course possible to utilize any standard global optimization solver for a limited
number of iterations, just in order to get an initial set of sample points for the surrogate
model to get going. After all, deterministic global optimization algorithms are designed
to find the global optimum as fast as possible, so why not use this fact and let the
solver find good initial points.

In this paper we utilize the DIRECT algorithm (DIviding RECTangles) by Jones et al. [5],
implemented in the TOMLAB Optimization Environment [4] as solver glcDirect2. This
is a deterministic global optimization solver, but not itself suited for the costly prob-
lems considered. The maximal number of sample points N is possible to set when
running glcDirect. But, because the algorithm generates more than one new point in
each iteration, the costly function value might be computed for a few more sample
points than N .

2.2 Corner Point Strategy

RBF solvers tend to sample points on the border, which seldom contribute as much
information as interior points to the interpolation surface. This problem is thoroughly
discussed by Holmström in [3]. To increase the chances of sampling interior points, a
first idea was to sample all corner points of the box constraints Ω, and additionally
the midpoint of the box.

It turns out that unless the midpoint is the point with lowest function value, the initial
interpolation surface will have its minimum somewhere on the boundary, and the CGO
solver sometime samples a new border point. To avoid this, we propose to additionally
sample corner points of half the bounding box, centered around the original midpoint,
until an interior point with lowest function value is found. The idea is demonstrated
in Figure 1 on page 78.

For problems in higher dimensions d, the exponential growth in number of corner
points N = 2d becomes an issue. A good alternative is then to sample only a subset of
corner points. One idea is to sample only the lower left corner point of the bounding
box plus all its adjacent corner points. This yields a more moderate number of initial
sample points N = d+ 1, which is also the minimum number of initial points needed
for the initialization of the RBF algorithm. This is due to the fact that a minimum of
N ≥ d+ 1 points are required to build an interpolation surface.

2http://www.tomopt.com/tomlab/
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Figure 1: The Corner Point strategy in 2 dimensions.

A generalization of the previous corner idea is to choose both the lower left and the
upper right corner points, plus all adjacent corner points. This gives an initial sample
of size N = 2 · (d+ 1) if d > 2. In two and three dimensions, the strategy is equivalent
to sampling all corner points.

2.3 Maximin LH Designs

Latin Hypercube Designs (LHD) is a popular choice of experimental design. The
structure of LHDs ensure that the sampled points cover the sampling space in a good
way. They also have a non-collapsing feature, i.e. no points ever share the same value
in any dimension. Maximin LHDs give an even better design, as the points not only
fulfill the structural properties of LHD designs, but also separate as much as possible
in a given norm, e.g. the standard Euclidean norm. It is possible to generate Maximin
LHDs for any number of points N .

A good collection of Maximin LHDs, together with many other space filling designs,
can be found at http://www.spacefillingdesigns.nl together with state-of-the-art
articles in this area.

3 Handling Constraints

When solving problems with additional constraints, besides the box constraints, it
might be better to avoid sampling initial points that are not feasible since the function
evaluation is extremely costly. We now describe how the proposed methods in Section 2
are adjusted to handle constraints, whenever possible. The methods presented here can
not handle equality constraints at the moment, however nonlinear equality constraints
are also difficult in general.

There exist other ideas on how to find a space filling initial sample, taking into account
the constraints. Stinstra et al. [10] solve an optimization problem, where the objective
is to maximize the minimum (euclidian) distance between N feasible points.
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3.1 Constrained Deterministic Global Solver

We need to select a global deterministic solver that is able to handle constraints. The
DIRECT algorithm was extended to handle nonlinear inequality constraints by Jones
in [7]. In the TOMLAB implementation of the constrained DIRECT, glcDirect, the
DIRECT algorithm is generalized to separately treat linear equality and inequality
constraints, and nonlinear equality and inequality constraints. Since the algorithm
always divides a rectangle in three pieces, infeasible points might still be included
in the initial iterations, even if glcDirect has a feature to delete rectangles that are
infeasible with respect to linear inequality constraints, and avoid computing f(x) for
points infeasible with respect to linear and nonlinear constraints.

3.2 Corner Point Strategy

The Corner Point Strategy is not able to handle constraints in a straightforward way.
It is possible to check which generated points are feasible, but what should be done
if only a few of them are feasible? One could develop strategies on how to choose
additional points, but then we diverge too much from the original idea of sampling
the corner points. Therefore we only consider the basic approach, i.e. not taking
constraints into account.

3.3 Constrained Maximin LH Designs

We have developed a method to create an initial sample fulfilling both the LHD struc-
ture and all constraints given for the problem. The method utilizes large Maximin
LHDs, where the number of points in the design is significantly larger than the de-
sired number of initial points, and only picks out the feasible points. The method is
described in pseudo-code below, see Algorithm 1.

Algorithm 1 Find N feasible Maximin LHD points

1: Initialize M := N + # constraints.

2: Apply Maximin LHD with M points to constrained problem.

3: Calculate number of feasible points Mf .

4: if Mf == N then

5: STOP.

6: else if Mf < N then

7: Increase M , go to 2.
8: else
9: Decrease M , go to 2.

10: end if

If the value of Mf starts to alternate between two values, one less than N and the other
one greater than N , stop the algorithm and declare failure to find exactly N feasible
points. The Maximin LHD with too many feasible points is used. The resulting design
includes N feasible points with a Maximin LHD structure. An illustrative example is
found in Figure 2 on page 80.
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Figure 2: A 15 point Maximin LHD with Mf = 9 feasible points.

4 Benchmark and Tests

Our aim is to test the set of experimental designs presented in previous sections. Define
the set of experimental designs as E, and pick a set of test problems P and a set of
solvers S.

Every combination of problem p ∈ P and experimental design e ∈ E is solved with
each solver s ∈ S. Below the different designs, solvers and test problems used in the
benchmark is presented. The set of experimental designs E is summarized in Table 1
on page 81. Information on the test problems are found in Table 2 on page 81.

Three solvers from the TOMLAB /CGO environment are used. The rbfSolve and
arbfmip solvers utilize radial basis functions, and the EGO solver utilizes the DACE
framework. The algorithmic structures are coded in MATLAB but all heavy calcula-
tions are in TOMLAB implemented in Fortran and C code, and interfaced using so
called mex file interfaces.

4.1 Set of Experimental Designs

There are two main parameters to consider: first, the number of initial sample pointsN ,
and second, for constrained problems, whether or not to take the constraints into ac-
count. The tested combinations are described and motivated below.

Size N

The Corner Point Strategy generates a fixed number of initial sample points, one for
each corner point of the bounding box. The other two strategies can generate any
number of initial sample points. We use N1 = (d + 1)(d + 2)/2 and N2 = 10 ·d + 1,
where d is the dimension of the problem to be solved.
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Constraints

The Maximin LHD strategy can handle constraints by applying Algorithm 1. To test
whether it is more efficient to force all the initial sample points to be feasible, all
problems with constraints in combination with the Maximin LHD design are solved
twice. First using the standard strategy and then applying a Maximin LHD with only
feasible points.

Combinations

Inspired by some preliminary results we also tried to combine the Corner Point Strat-
egy with the other two designs. All corner points (no interior points) were added to
the result of either the global optimization solver or the Maximin LHD.

Table 1: The Set of Experimental Designs (E).

Experimental Design Size of N Constraints

Corner Points Fixed No

GO Solver N1 and N2 Yes

Maximin LHD N1 and N2 No

Maximin LHD N1 and N2 Yes

Corners + GO N1 and N2 Yes

Corners + LHD N1 and N2 No

Corners + LHD N1 and N2 Yes

4.2 Set of Test Problems

In total, a set of 15 box-bounded unconstrained problems PU and a set of 6 constrained
problems PC are solved. Most of them are 2-dimensional problems, except a few
problems in 3 and 4 dimensions. All problems in PC , in combination with the Maximin
LHD experimental design, are solved twice (with and without taking constraints into
account).

Table 2: The Set of Test Problems (P ).

Problem set PU PC

Dimension d 2 3 4 2 3

No. of problems 13 1 1 4 2

None of the test problems above have a global minimum in a corner point or midpoint,
as this obviously would benefit the Corner Point Strategy.

Problems in only 2 or 3 dimensions might seem very simple, but even problems of
this size are non-trivial and might be hard to solve when the problems are costly to
compute. It is quite common that costly problems are of small size, with less than 10
unknowns.
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5 Numerical Results

To present the benchmark results in an easy way, we utilize profiling. A perfor-
mance profile [1] shows the relative performance of the solvers in S on the given set
of problems P . However, performance profiles do not provide the number of function
evaluations required to solve any of the problems.

Since function evaluations are expensive we are interested in the percentage of problems
solved (for a given tolerance) within a given number of function evaluations. Data
profiles [8] are specifically designed to handle this. These profiles are both probability
density functions, but with an important difference. A data profile is independent of
the set of solvers S, while the performance profiles are computed relative the other
solvers in S.

5.1 Metrics

The solvers are set to break after 200 function evaluations or earlier if convergence to
the known global optimum is obtained. The relative error is defined as

Er =
fmin − fopt
|fopt|

,

where fmin is the current best function value and fopt is the known global optimum.
Convergence is assumed if the relative error Er is less than 10−4. In the case fopt = 0,
stop when fmin is less than 10−4. To compare the outcome of each experimental
design, a number of metrics are used:

f% Number of function evaluations needed to reach 1,2,3 and 4 digits of accuracy
(Er ≤ 10−k k = 1, 2, 3, 4). This is the primary goal for most optimization
problems.

x% Number of function evaluations needed to sample a point within 10% and 1% of
the design space, centered around the global optimum. It is very important to
sample points close to the global optimum. When this basin is found, the CGO
solvers tend to converge quickly.

RMS When the algorithm stops, the final surrogate model s(x) is compared to the
true function f(x). A grid of points is used to calculate the Root Mean Square
error.

RMS =
1

K
·

(
K∑
k=1

(f(xk)− s(xk))2

)1/2

For d = 2, 412 = 1681 points are used. For d = 3, 213 = 9261 points are used.
For d = 4, 114 = 14641 points are used. It is preferable if the final surrogate
model capture the main features of the costly function, however the main goal
is to find the global minimum with few function evaluations rather than having
an overall good approximation of the objective function.

Smaller values are better for all metrics. To compare the experimental designs, data
profiles for the costly f% and x% metrics are used. The RMS measure is not costly
and presented using performance profiles.
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5.2 Results

Since our focus of interest is to compare the performance of experimental designs,
not specific solvers, accumulated results for each design are presented and discussed.
Analysis for each solver has been done as well, and if any result differs significantly
for a specific solver, a note is given.

We present the analysis for the set of unconstrained problems PU , but results are
valid for PC as well if not specified otherwise. First compare the experimental designs
where N , the number of initial points, was set to either N1 = (d + 1)(d + 2)/2 or
N2 = 10·d+ 1.
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Figure 3: Comparison of setting N1 and N2 for Maximin LHDs. Data profiles for the
metrics f% and x% are used, and a performance profile for RMS.

Figure 3 shows that the Maximin LHD with N2 performs slightly better for all metrics.
The results are similar for the deterministic global solver, and hence consider only the
N2 setting in forthcoming analysis.
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Overall best Experimental Design

Comparing the results of the three originally proposed experimental designs, the Cor-
ner Point Strategy and the global solver approach have a very similar success rate for
all metrics, as seen in Figure 4. The Maximin LHD falls behind when it comes to
finding many digits of accuracy, but is superior when looking at the RMS error. But
as noted, a good RMS error is not the main goal in global optimization.
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Figure 4: Comparison of the 3 proposed Experimental Designs. Data profiles for the
metrics f% and x% are used, and a performance profile for RMS.

For the PC problems, the Maximin LHD design performed much better and outper-
formed the other designs for all metrics. But since PC contains only 6 problems this
might just be a coincidence.

The high success rate of the Corner Point Strategy encouraged us to explore two
combined versions. The global solver approach and the Maximin LHD is used as
before, but the corner points of the bounding box are then added to the initial design.
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This increases the number of initially sampled points somewhat, but should contribute
to a more robust design. The outcome of this experiment is found in Figure 5.
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Figure 5: Comparison of Experimental Designs. Data profiles for the metrics f% and x%

are used, and a performance profile for RMS.

A slight improvement can be seen for the Corner Points - deterministic global solver
combination (CP+DGS). The second combination, Corner Points - Maximin LHD
(CP+LHD), has no obvious effect on the f% and x% metrics.

The RMS error is improved for both combinations, and since more points are sam-
pled initially this seems reasonable. Once again the Maximin LHD design, and the
combination (CP+LHD), performed better on the PC problems.
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Constrained versions or not

The results of the ordinary Maximin LHD and the constrained version are compared
on the set of constrained problems PC . Like before, only the N2 setting is used, since
it outperforms the N1 setting. The extra effort of finding feasible points initially seem
not to pay off as one might expect. Figure 6 does not show any significant improvement
for the f% and x% metrics.
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Figure 6: Constrained Maximin LHD versus standard Maximin LHD.

A possible reason for this is that although some points are infeasible, they still give
information about the shape of the function. Since only feasible points are sampled
by the CGO solvers, these initial infeasible points give extra stability to the surrogate
model, compared to sampling only feasible points initially.

When considering the RMS metric for constrained problems, there are two ways to
measure the error. One can look at the whole design space, like before, but it is also
interesting to measure only the feasible space. As seen in the plots, these two results
are in conflict. Using a fully feasible initial design naturally gives better RMS error
when only considering the feasible design space, but not as good when measuring the
whole design space.
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6 Conclusions

The N2 setting performed better for all experimental designs, so this is definitely good.
One could of course try to start with even more points, but since the CGO solvers are
constructed in a way where each new point is chosen carefully by utilizing information
from all the sampled points, this is probably not a good idea.

Finding a feasible experimental design with space filling capacity is not easy. The
algorithm proposed in this paper generates an initial design with feasible points having
the structure of a Maximin LHD. To see any real effect of a fully feasible experimental
design, one must probably have test problems where a large area of the design space
is infeasible. Most of the problems in PC have large feasible areas and thus the effect
is not as noticeable. Also, as the number of initial points N is typically a small part
of the total number of sampled points, the effect is limited.

Sampling the corner points of the bounding box add a tremendous stability to the
solvers, one could think of it as pinpointing the corners of the surface and therefore
getting a more stable description of the boundary. This feature is important as it tends
to help the solvers sample more interior points, which often helps the convergence.

The Maximin LHD approach is superior when looking at the RMS error. Combining
this with the success of the Corner Point Strategy seemed like a promising idea, but
unfortunately did not improve the f% and x% metrics as we had hoped.

There is no obvious winner since all the experimental designs work satisfactory. But
since we consider costly functions, even small differences do matter. The combina-
tion of Corner Points and global solver performs very well compared to the other
experimental designs, with robust results for all metrics.
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Implementation of a One-Stage Efficient
Global Optimization (EGO) Algorithm

Nils-Hassan Quttineh∗ and Kenneth Holmström∗

Abstract Almost every Costly Global Optimization (CGO) solver utilizes a surro-
gate model, or response surface, to approximate the true (costly) function. The EGO
algorithm introduced by Jones et al. utilizes the DACE framework to build an approx-
imating surrogate model. By optimizing a less costly utility function, the algorithm
determines a new point where the original objective function is evaluated. This is
repeated until some convergence criteria is fulfilled. The original EGO algorithm finds
the new point to sample in a two-stage process. In its first stage, the estimates of
the interpolation parameters are optimized with respect to already sampled points. In
the second stage, these estimated values are considered true in order to optimize the
location of the new point. The use of estimate values as correct introduces a source of
error. Instead, in the one-stage EGO algorithm, both the parameters and the location
of a new point are optimized at the same time, removing the source of error. This
new subproblem becomes more difficult, but eliminates the need of solving two sub-
problems. Difficulties in implementing a fast and robust One-Stage EGO algorithm in
TOMLAB are discussed, especially the solution of the new subproblem.

Keywords: Black-box, Surrogate model, Costly functions, Latin Hypercube Designs,
Experimental Design.

1 Introduction

Global optimization of continuous black-box functions that are costly (computationally
expensive, CPU-intensive) to evaluate is a challenging problem. Several approaches
based on response surface techniques, most of which utilize every computed function
value, have been developed over the years.

Problems that are costly to evaluate are commonly found in engineering design, in-
dustrial and financial applications. A function value could be the result of a complex
computer program, an advanced simulation, e.g. computational fluid dynamics (CFD).

∗Division of Applied mathematics, Mälardalen University, SE-721 23 Väster̊as, Sweden.
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One function value might require the solution of a large system of partial differential
equations, and hence consume anything from a few minutes to many hours. In the ap-
plication areas discussed, derivatives are most often hard to obtain and the algorithms
make no use of such information.

From an application perspective there are often restrictions on the variables besides
the lower and upper bounds, such as linear, nonlinear or even integer constraints.
These complicated problems are formulated as follows:

The Mixed-Integer Costly Global Black-Box Nonconvex Problem

min
x

f(x)

s/t

−∞ < xL ≤ x ≤ xU <∞
bL ≤ Ax ≤ bU

cL ≤ c(x) ≤ cU

xj ∈ N ∀j ∈ I ,

(1)

where f(x) ∈ R and xL, x, xU ∈ Rd. Matrix A ∈ Rm1×d, bL, bU ∈ Rm1 ; defines the
m1 linear constraints and cL, c(x), cU ∈ Rm2 defines the m2 nonlinear constraints.
The variables xI are restricted to be integers, where I is an index subset of {1,. . . ,d}.

1.1 Surrogate Models

One approach for solving CGO problems is to utilize response surfaces. The basic
idea is to start with an initial sample of points (experimental design), where the costly
function values are calculated. A surrogate model (response surface) is built from the
sampled points, using for example radial basis functions (RBF) or the DACE frame-
work. Use this interpolated surface to approximate the true function, and decide a new
point to sample by some algorithmic strategy. Then iterate until some convergence
criteria is fulfilled.

Surrogate Model Algorithm (pseudo-code)

. Find initial set of n ≥ d+ 1 points x using Experimental Design.

. Compute costly f(x) for initial set of n points. Best point (xMin, fMin).

. Use the sampled points x to build a response surface model as an
approximation of the f(x) surface.

. Choose next point xn+1 to be added:

- Decided by the algorithm used, like EGO, ARBF or rbfSolve.

- Update best point (xMin, fMin) if f(xn+1) < fMin.

. Iterate until fGoal achieved, n > nMax or maximal CPU time used.
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2 Background to DACE and EGO

Suppose we want to predict the function value at a point x̄ not already sampled. The
DACE framework, short for ”Design and Analysis of Computer Experiments” and
also referred to as Kriging, is based on modeling a function as a realization of random
variables, normally distributed with mean µ and variance σ2.

The original EGO algorithm, introduced by Jones, Schonlau and Welch [7] in 1998,
is a two-stage method. Such methods fit a response surface to sampled points in the
first step, then utilize the surface to find new search points in the second step.

Some years later, Jones presents the idea of a one-stage approach [6]. Except for an
implementation by Jones himself, the one-stage approach have not been explored.

2.1 The Correlation function

Before going into mathematical details and formulation of the algorithm, we intro-
duce some notations and variables to be used throughout this paper. Compared with
Euclidean distance, where every variable is weighted equally, the distance formula

D
(
x(i),x(j)

)
=

d∑
k=1

θk ·
∣∣∣x(i)
k − x

(j)
k

∣∣∣pk θk > 0 , pk ∈ [1, 2] (2)

is designed to capture functions more precise. The parameter θk can be interpreted
as a measure of the importance of variable xk. Even small changes in xk might lead
to large differences in the function values at x(i) and x(j).

The exponent pk is related to the smoothness of the function in the k:th dimension.
Values of pk near 2 corresponds to smooth functions and values near 1 to less smooth-
ness. Based on the distance formula (2), the correlation function

Corr
[
ε(x(i)), ε(x(j))

]
= e−D(x(i),x(j)) (3)

has all the intuitive properties one would like it to have. When the distance between
x(i) and x(j) is small, the correlation is close to one. For large distances, the correlation
approaches zero. A large value for θ will affect the distance to grow faster, which leads
to a decrease in the correlation. In this way active variables are accounted for, giving
a more accurate correlation function.

We denote the evaluated function values by y =
(
f(x(1)), . . . , f(x(n))

)′
, where n is

the number of points sampled so far. Denote the matrix of correlation values by R,

where R(i, j) = Corr
[
ε(x(i)), ε(x(j))

]
. Also, let r denote the vector of correlations

between x̄ and the sampled points, that is ri(x̄) = Corr
[
ε(x̄), ε(x(i))

]
.
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2.2 The DACE interpolation model

To build a surrogate model from the sampled points, we need to estimate parameters
θk and pk. This is done by choosing them to maximize the likelihood of the sampled
points. A more detailed analysis is found in Section 3.

With the parameter estimates in hand, we are now able to construct the DACE model,
or DACE response surface. Using the evaluated function values y and the matrix of
correlation values R, the DACE interpolant is defined by

y(x̄) = µ+ r′R−1(y − 1µ) (4)

where r is the vector of correlations between x̄ and the sampled points x. The first
term µ is the estimated mean, and the second term represents the adjustment to
this prediction based on the correlation of sampled points x. The derivation of this
predictor can be found in [10].

The mean square error of the predictor, denoted by s2(x̄), is given by

s2(x̄) = σ2 ·
[
1− r′R−1r +

(1− 1′R−1r)2

(1′R−11)

]
. (5)

As one would imagine, the mean square error for a sampled point is zero, s2(x(i)) = 0.

We now have a formula for the expected value of a point yet to be sampled, along
with an error estimation. Since this predictor is cheap to calculate, compared to the
costly function, it can be used to locate a new point x̄ with as low expected function
value as possible.

3 The EGO algorithm

The Efficient Global Optimization (EGO) algorithm utilizes the DACE interpolation
surface to approximate the costly function based on already sampled points. In order
to use this for optimization, one must find a way to iteratively choose x∗, the next
point to sample.

In the original EGO algorithm, described in Section 3.1, the Maximum Likelihood
Estimation (MLE) of the parameters θ and p is based on the set of sampled points x.
These estimates are used to decide upon new sample points, found by optimizing some
utility function, which hopefully converges towards the global optimum. This can be
seen as a two-stage process.

A drawback with this approach is that the utility function depends on the estimated
parameters, which might lead to inaccurate decisions. To overcome this flaw, the one-
stage process described in Section 3.2 incorporates x∗ into the MLE step. For a given
target value f∗, the MLE tries to fit the surface to already sampled points, conditional
upon the assumption that the surface goes through the point (x∗, f∗).
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3.1 Two-stage process, Standard EGO

We need to estimate the parameters θk and pk in order to construct an interpolation
surface of our costly function. The estimates are found by choosing them to maximize
the likelihood of the already sampled points x.

The likelihood function

L(θ, p) =
1

(2π)n/2(σ2)n/2|R| 12
· e
−

(y − 1µ)′R−1(y − 1µ)

2σ2 (6)

Note that the dependence on parameters θ and p is via the correlation matrix R.
Assuming we know the values of θ and p, we find the values of µ and σ2 that maximizes
the log-likelihood function:

LL(θ, p) = −n
2

log(σ2)− 1

2
log(|R|)− (y − 1µ)′R−1(y − 1µ)

2σ2
(7)

By taking the derivatives of (7) with respect to µ and σ2 respectively, solving them
equal to zero, the solution is:

µ̂ =
(1′R−1y)

(1′R−11)
(8)

and

σ̂2 =
(y − 1µ̂)′R−1(y − 1µ̂)

n
(9)

Substituting equations (8) and (9) back into (7), one finds the concentrated log-
likelihood function only depending on parameters θ and p via R:

ConLL(θ, p) = −n
2

log(σ̂2)− 1

2
log(|R|) (10)

Maximizing (10) yields the estimates needed. Then use equations (8) and (9) to
calculate the estimates of µ and σ2.

Once the estimates are known, a utility function is optimized in order to find x∗, the
next point to sample. There are many different utility functions that could be used,
but the Expected Improvement (ExpI) is most commonly used.

The Expected Improvement relies on the predicted values of µ and σ2 to find the
location x∗ where the probability of improving the objective value is maximized. For
details on different utility functions and the Expected Improvement, see [11].
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3.2 One-stage EGO, new approach

In his paper [6], Jones introduces the idea of a one-stage EGO algorithm, incorporating
the new point x∗ into the estimation process of parameters θ and p. The estimates
are, like before, found by choosing them to maximize the likelihood of the sampled
points x. But this time we compute the likelihood of the observed data conditional
upon the assumption that the surface goes through the point (x∗, f∗).

The conditional likelihood function

CL(θ, p, x∗) =
1

(2π)n/2(σ2)n/2|C| 12
· e
−

(ȳ − r̄µ)′C−1(ȳ − r̄µ)

2σ2 (11)

where

C = R− rr′ , ȳ = y − r · f∗ , r̄ = 1− r.

The dependence on the parameters θ, p and x∗ is via the conditional correlation
matrix C, as vector r describes correlation between x∗ and the n sampled points.
Both R and r are affected by θ and p.

When using the conditional log-likelihood to evaluate the hypothesis that the surface
passes through (x∗, f∗) we also estimate the values of θ and p, and like before find the
values of µ and σ2 that maximizes the conditional log-likelihood function:

CLL(θ, p, x∗) = −n
2

log(σ̂2)− 1

2
log(|C|)− (ȳ − r̄µ)′C−1(ȳ − r̄µ)

2σ2
(12)

with optimal values for µ and σ:

µ̂ =
(r̄′C−1ȳ)

(r̄′C−1r̄)
(13)

and

σ̂2 =
(ȳ − r̄µ̂)′C−1(ȳ − r̄µ̂)

n
(14)

Substituting equations (13) and (14) back into (12), we find the concentrated form
of the conditional log-likelihood function, depending on parameters θ, p and x∗ via
matrix C and vectors r and ȳ:

ConCLL(θ, p, x∗) = −n
2

log(σ̂2)− 1

2
log(|C|) (15)

Maximizing (15) yields the estimates needed. Then use equations (13) and (14) to
calculate the estimates of µ and σ2.
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To illustrate the nasty nature of (15), consider the equivalent formulation of the full
Conditional Maximum Likelihood (CML) problem. Variable S and matrix C are both
dependent on all other variables in a complicated manner. Matrix R and vector r
depends on variables x∗, θ and p, which also affects vectors r̄ and ȳ.

min
θ,p,x∗

n · log(S) + log(|C|) [CML]

s.t. S = 1
n ·
[
(ȳ − r̄ · µ)′ ·C−1 · (ȳ − r̄ · µ)

]
µ =

(r̄′ ·C−1 · ȳ)

(r̄′ ·C−1 · r̄)

C = R− r · r′

ȳ = y − r · f∗

r̄ = 1− r

R(i, j) = exp

(
−

d∑
k=1

θk ·
∣∣∣x(i)
k − x

(j)
k

∣∣∣pk) i, j = 1, . . . , n

r(i) = exp

(
−

d∑
k=1

θk ·
∣∣∣x(i)
k − x

∗
k

∣∣∣pk) i = 1, . . . , n

0 < θk k = 1, . . . , d

1 ≤ pk < 2 k = 1, . . . , d

xL ≤ x∗ ≤ xU

bL ≤ Ax∗ ≤ bU

cL ≤ c(x∗) ≤ cU

Parameters :

f∗ given target value

d dimension of problem

n number of sampled points

x sampled points

y evaluated function values
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3.3 Overview

Based on the DACE framework, we have presented two different approaches on how to
perform iterations in order to find new sample points x∗, hopefully converging towards
the global optimum. Each method is connected to good properties as well as some
troublesome issues.

Two-Stage EGO

Stage 1. Find θ and p by MLE, interpolate surface.

Stage 2. Optimize some utility function to find x∗, a new point to sample.

+ Two separate subproblems, easier to solve.

- Relies on estimated parameters.

One-Stage EGO

Stage 1. Given a value for f∗, find θ, p and x∗ by MLE, conditionally that the
surface goes through (x∗, f∗).

+ Only one subproblem to solve. The computation of x* is not dependent
on previous biased estimates, more accurate computation.

- We don’t know the value of f∗. The new CML problem is more difficult.

In the upcoming Sections 4 and 5, we look deeper into the problems connected to a
one-stage process and present methods to handle these issues.

4 Difficulties and Algorithm description

Although the one-stage process is theoretically more appealing, there are some prac-
tical issues that needs to be adressed. To start with, the optimal value f∗ is obviously
not known in advance and must be chosen in some way. This is the least of our troubles
though, and methods to deal with this is presented in Section 4.1.

Section 5 is devoted to ideas on how to solve the challenging CML problem in a robust
and efficient manner. This is essential since the subproblem needs to be solved multiple
times each iteration.

There is also some numerical issues connected to the subproblem. When optimizing
the concentrated conditional log-likelihood function (15) one need to evaluate points
close to already sampled points x, and this causes the function to collapse. Details
and remedies are presented in Section 4.2.

Finally, a pseudo-code for the one-stage EGO algorithm is presented in Section 4.3.
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4.1 Finding f ∗ values

The one-stage approach finds a new point x∗ by computing the likelihood of the
observed data conditional upon the assumption that the surface goes through the
point (x∗, f∗). The value of f∗ is not known in advance and must be chosen somehow.

Fortunately, the use of a target value is not unique for the one-stage EGO algorithm.
When Gutmann introduced the radial basis function (RBF) method [3], he proposed
a cycle of 5 target values lower than the minimum of the interpolated surface, ranging
from far below (global search) to close below (local search). Set the value of f∗ to

f∗k = smin − wk ·
(

max
i
f(xi)− smin

)

where smin is the minimum of the interpolated surface. The weight factor wk is defined
using a cyclic scheme over k like

wk = (1− k/N2), k = 0, 1, . . . , N − 1.

This is successfully done in TOMLABs CGO-solver rbfSolve [1].

A more powerful approach, but also more computer intensive, is to solve the subprob-
lem for a wide range of f∗ values every iteration. Each solution gives an x∗ candidate,
so how to proceed? It turns out that these solutions tend to cluster, and by applying
a clustering process one could proceed with 1-3 new x∗ values each iteration. This is
successfully done in TOMLABs CGO-solver ARBFMIP, and details on the target values
and the clustering process are found in [4] and [5].

Both methods overcome the problem of not knowing the optimal target value f∗ in
advance, but experience from solving a large number of test problems with rbfSolve

and ARBFMIP suggests that using a range of target values adds robustness to the opti-
mization process.

Another advantage of getting a cluster of new points is the possibility to benefit from
parallel calculations, becoming more and more standard for computers today. Hence
our implementation of the one-stage EGO algorithm will adopt the clustering methods
of ARBFMIP.

4.2 Numerical Issues

The EGO algorithm is known to suffer from numerical problems due to the correlation
matrix becoming more and more ill-conditioned as sampled points start to cluster in
promising areas of the sample space. Equation (10) used for the MLE of parameters
θ and p includes the logarithm of the determinant of the correlation matrix R, which
approaches zero as points are sampled close together.
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For the one-stage process, the CML function (15) is optimized, and the numerical
issues have not disappeared. The situation is even worse due to the intricate relations
between sampled points and parameters θ and p, now also affected by parameters x∗

and f∗. The problem with a rank deficient C matrix is that when evaluating (15) its
inverse is needed (although not calculated implicitly, it is still problematic). It also
contains the term log(|C|), which is undefined as the determinant becomes 0. We now
present three situations where numerical issues arise in the one-stage approach.

Solving the MLE

Numerical issues arise when maximizing (10), the standard MLE, to find parameters θ
and p. The upper bound for parameter p is theoretically 2, but Sasena reports in [11]
that a value strict less than two is more numerical stable. Here is an example clearly
supporting the claim.

Figure 1: MLE of θ and p. To the left, p = 1.99 and to the right p = 2.

Figure 1 shows the same ML function to be minimized, but with the parameter p
fixed to 1.99 and 2 respectively. Clearly the function where p = 1.99 is preferable,
motivating the upper bound of p to be adjusted to 1.99.

Evaluating CML close to sampled points

Ill-conditioning of the correlation matrix is inherited from the two-stage approach, but
also enhanced due to the definition of correlation matrix C = R−rr′. The correlation
vector r(i) approaches 1 for x(i)s close to x∗, hence creating a close-to-zero row and
column in C whenever evaluating points close to x, the set of so far sampled points.

In evaluating a point really close to x, the logical thing would be for the CML
function (15) to approach minus infinity. It is certainly unlikelihood for an already
sampled point, with a function value not equal to f∗, to suddenly match f∗. But when
zooming in on the CML function in a very small interval around a sampled point, we
get something else. Figure 2 illustrates the phenomenon, showing pictures of (15) close
to a sampled point. The CML functions are displayed as minimization problems.
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Figure 2: Evaluating CML close to an already sampled point. The function should in-
crease continuously, but suddenly drop to a constant value.

So what happens when matrix C becomes very close to singular, due to reasons
explained before, and we try to evaluate (15). In our implementation, first the QR-
factorization of matrix C is found, then its determinant is calculated as the product
of the diagonal elements of R which are greater than a specified lower bound ε, i.e.

det C =
∏
i∈I

R(i, i) where I = {i : |R(i, i)/R(1, 1)| > ε}.

This pseudo-rank determinant causes the “valley” surrounding the sampled point,
clearly seen in the one-dimensional example. The width of the valley depends on the
value of ε, becoming more narrow as ε goes to zero. So by using a smaller value of ε
than normally necessary, we at least decrease the critical region. To compensate for
the pseudo-rank, we subtract a big number to the objective for all points inside the
valley.

It is important to clarify the need of evaluating points close to already sampled points.
If a function value y(i) corresponding to a sampled point x(i) is much larger than fmin,
the best found function value so far, it is not desirable to sample points close to x(i).
On the other hand, in search for a new point x∗ that improves the objective value,
it is natural to evaluate points close to sampled points with low function values. In
order to find solutions with many digits of accuracy, it is even necessary.

Bad combinations

After some iterations, when having sampled some points, another numerical issue
arises when maximizing both (10) and (15). In contrast to the previous problem, this
is due to a very natural cause. Independent of the optimization method used to solve
the MLE, many combinations of parameters θ and p are tested, and some of them are
simply not feasible for the given set of sampled points x.
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Although the reasons are completely different, the result is the same as before. When
matrix C becomes singular and its determinant is zero, the CML function returns
minus infinity when taking the logarithm, causing the optimization process to halt. A
numerical example is presented to the left in Figure 3.

Figure 3: MLE of θ for a fixed value of p. To the left, the ML function without safeguard.
To the right, the same ML function with safeguarded logarithm calculations.

To handle this situation, we safeguard the calculations of the logarithm. Whenever the
determinant is zero, return a large negative value instead of calculating the logarithm.
By investigation, MATLAB evaluates log(10−323) as -743.7469 but a smaller value like
log(10−324) = −∞, so whenever |C| < 10−323 we replace the term log(|C|) by -743.75.

As seen in Figure 3, this removes the discontinuity caused by the determinant cal-
culations breaking down. The CML function will act linear in the infeasible area.
This might not be entirely satisfactory, but it prevents the optimization process from
breaking down which is the important thing.

4.3 Pseudo Code

When implementing the one-stage EGO, the algorithmic structures are coded in MAT-
LAB but all heavy calculations are implemented in Fortran and C code, and interfaced
using so called mex file interfaces. Here follows a description of the one-stage EGO
algorithm together with a pseudo-code presented in Algorithm 1.

After finding the initial set of n sample points, we estimate parameters θ and p by
optimizing (10) and build an interpolation surface. We do this in order to find the
surface minimum smin, used to define the range of target values F . Then begins
the process of solving the Conditional Maximum Likelihood (CML) for each target
value f∗k ∈ F , cluster the result and pick new points to sample. One could optionally
add smin as well, since the idea of the interpolation surface is to approximate the true
costly function. This is repeated until the global optimum is found, or the maximum
number of function evaluations is reached.

Our MATLAB implementation is named osEGO.

102



Implementation of a One-Stage EGO Algorithm

Algorithm 1 The one-stage EGO algorithm

1: Find n ≥ d+ 1 initial sample points using some Experimental Design.

2: while n < MAXFUNC do

3: Estimate parameters θ and p by optimizing the ML-function (10).

4: Use θ and p to build the interpolation surface s(x).

5: Find the minimum of the surface, denote it smin.

6: Define F , a range of f∗-values.

7: for all f∗k ∈ F do

8: Maximize the Conditional ML (15) defined by f∗k .

9: end for

10: Apply a clustering process on the results, add new points and update.

11: Optionally add smin and update.

12: end while

5 The CML problem

Instead of solving two consecutive subproblems, the one-stage EGO combines all work
into a single subproblem. This eliminates the use of estimated values for parameters
θ and p, the main drawback of the original two-stage EGO algorithm. But incorporat-
ing x∗ into the MLE complicate things. Not only is the dimension of the subproblem
increased by d+ 1, we need to guess the value of f∗.

In order to solve this new, more complicated, conditional MLE problem efficiently for
a whole range of f∗ values, we need to find ways of generating good initial values for
our parameters x∗, θ and p, and then solve the full problem. We do this by solving a
series of restricted subproblems.

One might argue that in this way we still solve more than one subproblem, hence not
gaining anything compared to the two-stage EGO algorithm. But the point is that
while standard EGO first approximates the interpolation surface to already sampled
points and then search for x∗ in a separate problem, we do not separate x∗ from the
MLE of θ and p although solving the CML problem in several steps.

Subproblem 1

To get started, we solve a restricted version of CML where pk is fixed to 1.99 for
all k, and both x∗ and θ are considered univariate, i.e. θ = θ1 = θ2 = . . . = θd
and x∗ = x∗1 = x∗2 = . . . = x∗d. The most difficult variables are x∗, so by scanning
the space using a parametrization we find a suitable initial value of x∗. Notice that
Subproblem 1 will always be a two-dimensional problem independent of the original
problem. The peaks seen in Figure 4 on page 104 correspond to x lying close to the
diagonal. To solve the subproblem, use starting points in between the peaks.
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Figure 4: To the left, subproblem 1 with univariate x∗ and θ for p = 1.99 fixed. To the
right, subproblem 2 with univariate θ and p, using x∗ found in subproblem 1.

Subproblem 2

Having found an initial guess x∗0, we progress by keeping x∗ fixed and consider uni-
variate values for θ and p instead, solving another two-dimensional problem. From
Subproblem 1 we get a good initial guess for θ, which makes Subproblem 2 relatively
easy to solve. In Figure 4, to the right, a numerical example.

Subproblem 3

At this point, we have univariate initial values for all parameters. From solving Sub-
problem 1 we get values for x∗0 and θ0, and the latter is refined in Subproblem 2
together with p0. We are now ready to solve the full subproblem, with no parame-
terizations or fixations. The solution of CML, which is defined by the current target
value f∗k , is a suggestion for a new point to sample, denoted x∗k. Figure 5 and Figure 6
show pictures of the CML problem, displayed as a maximization problem for best
possible visualization.

Resolving for a new f∗k .

Since we need to solve CML for f∗k ∈ F , where F denotes a range of target values for
the current iteration, one should exploit the possibility of an efficient reoptimization
process. We notice that a relative small change in the value of f∗k results in a very
similar problem to solve. Therefore, if f∗k − f∗k+1 is small, the solution x∗k serves as a
good initial guess for x∗k+1. In this way, by keeping track of when consecutive values
of f∗k differ a lot, it suffices to solve all subproblems only a few times. Whenever the
change in f∗ value is relatively small, solve the full problem directly using the previous
solution as starting point. This will speed up the solution process significantly.
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Figure 5: The full CML subproblem for fixed values of parameters θ and p. At this stage,
the number of sampled points n is relatively small. Black dots indicate starting
points for the solver used to maximize CML.

Figure 6: The full CML subproblem for fixed values of parameters θ and p. The number
of sampled points n is much larger than before, and the problem has become
much more difficult. Black dots indicate starting points used by the solver.
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Modifications

It is possible to solve a restricted version of CML and accept the solution as x∗k without
solving the full subproblem. The most straightforward way is to consider univariate
values for θ and p throughout the whole algorithm, hence decreasing the problem
dimension from 3·d to d + 2. This will most likely be necessary when attempting to
solve higher dimensional problems.

Experience over the years using the EGO algorithm also suggests that keeping p fixed
to a single value at all times, eliminating this parameter completely from the optimiza-
tion process, does not affect the results significantly. A value close to 2 is suggested,
and from the earlier discussion in Section 4.2 on numerical issues, an upper bound of
p = 1.99 is strongly recommended.

6 Benchmark and Tests

This paper aims at evaluating the one-stage EGO implementation osEGO by solving
a set of test problems and compare the results with other algorithms. Three solvers
from the TOMLAB/CGO environment are used. The rbfSolve and arbfmip solvers
utilize radial basis functions, and the EGO solver is an implementation of the standard
two-stage EGO algorithm.

All solvers run with their default parameter settings, controlling algorithmic options
like variable scaling and the choice of merit function.

Following the definition of Dolan and Moré [2], a benchmark consists of a set P of
benchmark problems, a set S of optimization solvers and a well defined convergence test.
Since the problems are considered costly, we define a performance measure ts,p > 0,
the number of function evaluations required for problem p ∈ P to converge using
solver s ∈ S.

All solvers are set to break after 200 function evaluations or earlier if convergence to
the known global optimum is obtained. The relative error is defined as

Er =
fmin − fopt
|fopt|

,

where fmin is the currently best feasible function value and fopt is the known global
optimum. Convergence is assumed if the relative error Er is less than 10−4. When
fopt = 0, stop when fmin is less than 10−4. If convergence is not reached after 200
iterations, declare failure.

All CGO solvers need an initial set of points, or experimental design, in order to start
the algorithm. Since the behavior of any such algorithm often depends heavily on this
set, we solve each problem for a set of experimental designs E, summarized in Table 1
on page 107.

We consider two kinds of test problems in this benchmark, unconstrained box-bounded
problems PU and constrained problems PC . A thorough presentation of the problems
is found in Section 6.2, summarized in Table 2 on page 108.
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6.1 Experimental Designs

Here follows a short description of the five different experimental designs (ExD) used
in this benchmark. All but one design are defined by the number of initial points to
sample, denoted by N . Some of them are able to handle constraints, while others can
do this optionally.

The Corner Point Strategy (CPS) generates a fixed number of initial sample points,
one for each corner point of the bounding box. This method is not able to handle
constraints. The Deterministic Global Solver (DGS) approach applies the DIRECT
algorithm to find N initial points, and is able to handle constraints.

The Maximin LHD strategy apply a Latin Hypercube Design of any given size N ,
where the points are separated subject to the maximin distance. This method could
optionally handle constraints, using a method by Quttineh presented in [9]. The LHD
designs used are taken from the webpage http://www.spacefillingdesigns.nl where
a large collection of optimal maximin designs are available.

Finally, we also consider a combination of the CPS strategy with the Maximin LHD
and DGS methods respectively. The N = 2d corner points of the bounding box are
added to the designs generated by the Maximin LHD and DGS methods.

Table 1: The set of Experimental Designs (E). Five different ExD methods are listed,
together with the available options. The Maximin LHD method can handle
constraints optionally, hence EC = 4 combinations for the constrained problems.

ExD Experimental Design Size of N Constraints EU EC

CPS Corner Points Fixed No 1 1

DGS DG Solver N1 and N2 Yes 2 2

LHD Maximin LHD N1 and N2 Yes/No 2 4

CP+DGS Corners + DGS N1 and N2 Yes 2 2

CP+LHD Corners + LHD N1 and N2 Yes/No 2 4

For all designs, except the CPS strategy, we use the settings N1 = (d + 1)· (d + 2)/2
and N2 = 10 ·d + 1, where d is the dimension of the problem to be solved. For the
Maximin LHD design, it is possible to choose whether constraints should be considered
or not. Therefore, each constrained problem will be solved in total 4 times using the
Maximin LHD design, with and without constraints taken into account and for the
options N1 and N2.

To summarize, we solve each box-bounded problem using nine different designs, nine
being the sum of column EU in Table 1. The constrained problems are solved using 13
different designs, the sum of column EC . For a thorough description on the different
experimental designs, see [9].
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6.2 Test Problems

We define a set of 13 box-bounded unconstrained problems PU , each solved for EU
different designs, and a set of 6 constrained problems PC , each solved for EC different
designs. Most of them are 2-dimensional, except a few problems in 3 dimensions.

Table 2 and Table 3 give a compact description of the test problems. Column d is
the number of variables, Ax the number of linear inequality constraints and c(x) the
number of nonlinear inequality constraints. In the Domain column, the lower and
upper bounds for all variables are shown. The Range column shows the order of the
objective.

None of the test problems have a global minimum in a corner point or midpoint.

Table 2: The set of box-bounded test problems PU .

Nr. Problem Name d Domain Range

B4 Hartman 3 3 [0, 0, 0] − [1, 1, 1] 4·100

B6 Branin RCOS 2 [ 5, 0] − [10, 15] 3·102

B7 Goldstein and Price 2 [ 2, 2] − [2, 2] 1·106

B8 Six-Hump Camel 2 [ 3, 2] − [3, 2] 2·102

B16 Shekels foxholes 2 2 [0, 0] − [10, 10] 1·101

B19 Michalewiczs function 2 2 [0, 0] − [π, π] 2·100

B30 Myers smoothly fluctuating 2 [ 0.5, 0.5] − [3.5, 3.5] 6·100

B32 LOG-Goldstein and Price 2 [ 2, 2] − [2, 2] 1·101

B53 Dixon and Price 2 [ 10, 10] − [10, 10] 9·105

L20 M20 2 [0, 0] − [5, 5] 3·100

L25 M25 2 [ 2, 2] − [2, 2] 1·100

L28 M28 2 [3, 3] − [9.99, 9.99] 1·102

L49 M39 2 [ 500, 500] − [500, 500] 2·103

Table 3: The set of constrained test problems PC .

Nr. Problem Name d Ax c(x) Domain Range

C2 Gomez 3 2 0 1 [ 1, 1] − [1, 1] 4·100

C3 Hock-Schittkowski 59 2 0 3 [0, 0] − [75, 65] 1·102

C4 Hock-Schittkowski 65 3 0 1 [ 4.5, 4.5, 5] − [4.5, 4.5, 5] 2·102

C13 Schittkowski 343 3 0 2 [0, 0, 0] − [36, 5, 125] 2·102

C19 Bump 2 2 1 1 [ε, ε] − [10, 10] 1·100

C22 HGO 468:1 + constraint 2 0 1 [0, 0] − [1, 1] 6·100
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6.3 Numerical Results

To present the benchmark results in a standardized manner, we utilize data profiles
suggested by Moré and Wild [8], a kind of probability density function. Since function
evaluations are expensive we are interested in the percentage of problems solved to
a given accuracy within k function evaluations. Data profiles are designed to handle
this, and are defined for a set of test problems P and a solver s ∈ S by

ds(k) =
1

|P | ·
∣∣∣∣{p ∈ P :

tp,s
np + 1

≤ k
}∣∣∣∣

where np is the number of variables for each problem p ∈ P .

Our benchmark is defined by the set S of CGO solvers rbfSolve, arbfmip, ego, and
osEgo, and the set of test problems defined by P̄ = {P ×E}. Since the choice of initial
set of sample points have such a big impact on the performance of CGO solvers, each
combination of test problem p ∈ P and experimental design e ∈ E is considered as a
unique problem. In this way, the data profiles will show if a solver is robust or not
with respect to the initial set of sample points.

Unconstrained problems

Figure 7 presents data profiles for the set of unconstrained box-bounded problems
P̄U = {PU ×EU}. It consists of all combinations of the 13 box-bounded problems and
9 experimental designs, i.e. |P̄U | = 117. The tolerance of the relative error Er is set
to 1% in the left picture and to 0.01% in the right picture.
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Figure 7: Data profiles for the box-bounded unconstrained problems P̄U show the per-
centage of problems solved as a function of k, the number of function evalua-
tions needed to converge, with tolerance 1% and 0.01%.

The osEgo algorithm is doing quite well, solving more problems to 2 digits of accuracy
than any other solver in S. In finding 4 digits of accuracy, it is beaten by the rbfSolve.

109



Paper III

Constrained problems

Figure 8 presents data profiles for P̄C = {PC×EC}, the set of constrained box-bounded
problems. It consists of all combinations of the 6 constrained problems and the 13
experimental designs, i.e. |P̄C | = 78. The tolerance is set to 1% in the left picture and
to 0.01% in the right picture. All solvers perform very well on this set of constrained
problems, finding the global optimum for almost all instances.

0 50 100 150
0

0.2

0.4

0.6

0.8

1

Data Profile: f
%

= 2.  All ExD and Problems.

 

 

rbfSolve

arbfmip

ego

osEgo

0 50 100 150
0

0.2

0.4

0.6

0.8

1

Data Profile: f
%

= 4.  All ExD and Problems.

 

 

rbfSolve

arbfmip

ego

osEgo

Figure 8: Data profiles for the constrained box-bounded problems P̄C show the percent-
age of problems solved as a function of k, the number of function evaluations
needed to converge, with tolerance 1% and 0.01%.

The osEgo algorithm is the most robust solver in S, converging to 4 digits of accuracy
for all problems in less than 140 function evaluations. The rbfSolve and arbfmip

algorithms are both very close to solve all problem instances as well, only the ego

algorithm has significant failures.

Problem specific analysis

Table 4 and Table 5 present the results separately for each solver in S. The number of
failures (in %) and the mean, min and max for the successful runs out of the total runs
for each problem are reported. That is, the mean, min and max number of function
evaluations needed to converge using the different experimental designs in E for each
solver and problem.

The osEGO algorithm performs well, already confirmed by the data profiles. Some
specific problems seem to cause a lot of trouble though. A common feature for problems
B7 and B53 is the wide range of the objective. It seems like osEGO, just like the other
solvers, is sensitive to such a large span in function values.

Another demanding problem is B16, the classical Shekel Foxholes. All solvers but
EGO finds the global optimum for all experimental designs, in less than 200 function
evaluations, which is impressive. Problem L49 is also challenging, filled with many
local minima, even so both rbfSolve and osEGO are successful.
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Table 4: Number of function evaluations to get within 1% of the optimal value.

Solver % rbfSolve % arbfmip % ego % osEgo

Fail mean min max Fail mean min max Fail mean min max Fail mean min max

B4 0 43 18 58 23 51 38 60 0 41 31 53 0 38 17 49

B6 0 32 24 42 0 39 30 47 0 29 19 35 0 40 29 49

B7 78 169 168 170 34 166 145 200 23 69 26 194 56 162 151 172

B8 0 36 21 46 0 45 28 57 23 30 21 41 0 58 35 70

B16 0 99 38 130 0 140 37 186 100 - - - 0 113 55 148

B19 0 39 26 64 0 29 19 43 12 24 12 37 0 26 13 40

B30 0 20 10 32 0 26 23 30 0 24 13 33 0 22 13 30

B32 0 42 29 53 0 53 31 65 56 52 48 55 0 64 31 79

B53 0 79 22 133 0 119 68 199 23 40 25 56 0 95 32 193

L20 0 24 13 30 0 23 16 28 0 21 13 30 0 25 15 35

L25 34 36 24 68 45 32 30 38 12 61 9 181 45 18 10 26

L28 34 25 22 27 0 42 26 77 0 21 11 26 0 40 10 103

L49 0 86 61 103 78 71 68 74 45 112 89 141 0 106 21 180

C2 0 22 10 32 0 23 10 33 0 20 10 28 0 23 9 35

C3 0 22 12 35 0 25 15 36 8 21 11 28 0 24 14 31

C4 0 34 20 46 0 32 19 45 0 31 17 48 0 38 20 54

C13 0 28 11 45 0 28 11 45 24 31 13 45 0 33 15 47

C19 8 50 7 145 0 68 15 169 24 89 30 158 0 74 21 117

C22 0 42 32 67 8 59 34 149 0 26 17 36 0 29 19 53

Table 5: Number of function evaluations to get within 0.01% of the optimal value.

Solver % rbfSolve % arbfmip % ego % osEgo

Fail mean min max Fail mean min max Fail mean min max Fail mean min max

B4 0 103 54 160 23 82 58 122 0 51 45 59 0 50 24 63

B6 0 44 30 61 0 55 48 62 0 41 29 55 0 62 50 79

B7 89 185 185 185 56 183 175 191 56 73 28 127 89 187 187 187

B8 0 53 35 71 0 57 38 73 23 34 25 48 0 89 76 110

B16 0 113 48 140 0 147 41 195 100 - - - 0 125 64 165

B19 0 54 40 70 0 35 24 54 12 27 15 39 0 33 24 47

B30 0 22 14 34 0 34 25 48 0 29 16 38 0 26 14 37

B32 0 64 50 81 0 60 39 77 89 52 52 52 0 87 38 137

B53 12 123 71 161 23 121 87 165 67 104 40 161 45 160 118 195

L20 0 34 23 45 0 36 30 42 0 25 16 35 0 39 27 50

L25 34 58 44 110 45 37 32 49 34 32 13 70 45 32 17 41

L28 45 64 39 91 0 136 79 166 0 26 16 35 34 92 25 144

L49 0 100 81 121 78 74 70 78 45 147 120 175 0 118 28 191

C2 0 27 18 36 0 26 15 37 0 22 12 30 0 27 14 39

C3 0 25 12 36 0 31 19 44 8 22 15 29 0 27 17 33

C4 0 44 20 61 0 37 23 47 0 37 21 60 0 50 29 82

C13 0 28 11 45 0 28 11 45 24 31 13 45 0 33 15 47

C19 8 56 11 146 0 72 16 174 24 96 33 160 0 78 25 129

C22 0 45 32 69 8 65 39 157 0 28 20 39 0 35 26 60
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Experimental Designs and the one-stage EGO

Some interesting details were found when analyzing the performance of the osEgo

algorithm with respect to the different experimental designs in E. For the set of
unconstrained problems PU , the CP+DGS experimental design works best with the
option N2 = 10·d+ 1.

For the constrained problem set PC , the Maximin LHD allowing infeasible points and
using the option N1 = (d+1)(d+2)/2 was the most successful design. The results also
indicate, somewhat ambiguously, that one should rather use a constrained LHD when
in combination with the Corner Point Strategy. It should be noted that the set PC is
quite small, hence it is difficult to draw any conclusions.

7 Conclusions

The one-stage EGO approach is promising, although it still needs to be improved. We
have successfully implemented an adaptive scheme for f∗, similar to the one used in
ARBFMIP. From the test results, though, it seems like a good idea to implement and
test the cyclic choice of f∗ as well.

By breaking down the full CML problem into subproblems, using univariate variables
for θ, p and x∗, we are able to find good starting points and find new candidates x∗

in each iteration. Using a clustering process, we find the best candidates from each
cluster and proceed with multiple points each iteration.

Numerical issues are a big problem, and it might not be possible to resolve all of them.
We have presented good fixes for some of the issues, allowing the osEgo implementation
to compete with the other CGO solvers in TOMLAB, outperforming the old ego

implementation.

The nasty subproblem CML increase with the number of sampled points n, since the
size of correlation matrices R and C are n × n. This causes the calculations to get
heavier as the iterations go by, and more parameter combinations become infeasible,
complicating the optimization of the subproblems.

At the moment, the solver used to maximize the full CML subproblem utilize a set
of starting points x0. These points are chosen as the sampled points x, but slightly
perturbed towards the midpoint of the sample space. This is motivated by inspection
of the subproblem, realizing that the optimal solution is often very close to an already
sampled point.

Due to our discussion in Section 4.2, we choose to perturb the starting points, avoiding
numerical issues and not starting in a deep basin surrounding sampled points. By
perturbing towards the midpoint, we keep feasibility with respect to the box-bounds.

7.1 Future work

We need to speed up the subproblem solving phase. As n increases, so does the
number of starting points x0. As points tend to pile up in promising areas, many of
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the points in x0 are very similar (close in Euclidean meaning), a bad feature for a set
of starting points. A possible remedy, partly implemented already, is to cluster the
sampled points x and thus reduce the size of x0 and hence decrease the solution times.

The numerical results indicate that osEGO is sensitive to large spans in function values.
We should consider strategies of transforming the function values, perhaps consider
the log values, in order to reduce the range.
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[8] J. J. Moré and S. M. Wild: Benchmarking Derivative-Free Optimization Algo-
rithms. Preprint ANL/MCS-P1471-1207 (2007).

[9] N.-H. Quttineh and K. Holmström: The influence of Experimental Designs on
the Performance of Surrogate Model Based Costly Global Optimization Solvers.
Studies in Informatics and Control 18 (1), 87–95 (2009).

[10] J. Sacks, W. J. Welch, T. J. Mitchell, and H. P. Wynn: Design and analysis of
computer experiments (with discussion). Statistical Science, 4, 409–435 (1989).

[11] M. J. Sasena: Flexibility and Efficiency Enhancements for Constrained Global
Design Optimization with Kriging Approximations. Doctoral Dissertation (2002).

113





Paper IV



This paper has been published as:

N-H. QUTTINEH, K. LUNDBERG, K. HOLMBERG and, T. LARSSON, Effect
Oriented Planning, Technical Report LiTH-MAI-R–2012/06–SE, Department of Math-
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Nils-Hassan Quttineh∗, Kristian Lundberg∗

Kaj Holmberg∗, and Torbjörn Larsson∗

Abstract The problem setting concerns the tactical planning of a military operation.
Imagine a big wide open area where a number of interesting targets are positioned.
It could be radar stations or other surveillance equipment, with or without defensive
capabilities, which the attacker wishes to destroy. Moreover, the targets are possibly
guarded by defending units, like Surface-to-Air Missile (SAM) units. The positions of
all units, targets and defenders, are known. We consider the problem of the attacker,
where the objective is to maximize the expected outcome of a joint attack against the
enemy, subject to a limited amount of resources (i.e. aircraft, tanks). We present a
mathematical model for this problem, together with alternative model versions which
provide optimistic and a pessimistic approximations. The model is not efficient for
large problem instances, hence we also provide heuristic solution approaches and suc-
cessfully provide solutions to a number of scenarios.

Keywords: Targeting Problem, Weapon-Target Assignment, Military Operations
Research, Decision Support.

1 Introduction

Effect Based Operations (EBO) is a military concept which emerged during the 1991
Gulf war for the planning and conduct of operations combining military and non-
military methods to achieve a particular effect. The doctrine was developed to take
advantage of advancements in weaponry and tactics, from an emerging understanding
that attacking a second-order target may have first order consequences for a variety
of objectives. The Commander’s intent can be satisfied with a minimum of collateral
damage or risk to his own forces, it follows that EBO embrace political factors as well
as economic which makes the whole problem complex and hard to solve.

∗Department of Mathematics, Division of Optimization, Linköping University, SE-581 83
Linköping, Sweden.
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Despite its complexity, this not an impossible task. We have been dealing with these
challenges on an ad hoc basis throughout history. The good news is that we now can
use modern technologies and process thinking to provide all ingredients of successful
effect based operations.

A network-centric system is a system-of-systems concept where a number of actors
are attached to each other in a network sharing information in an adaptable and
interoperable manner. Obviously networking enables an enormous rise in accessible
information and the intrinsic challenge is the development of systems and functions
to shape this information into guidance and control of a variety of operations with
multiple objectives. For example, an optimization methodology is presented in [5] for
finding the correct balance between weapons and attack damage assessment sensors.

The above mentioned pinpoints the trend in military operational planning, also at the
Swedish military arena. In our case we can use this paradigm shift to put functional
and algorithmic requirements on planning of air to ground missions. This leads to
adaptation to new doctrines of command and control and to a tool that contains the
most of planning experience implemented by planning specialist personnel in cooper-
ation with algorithm experts. Mission performance can be driven to its limits with a
model based planning which simultaneously keeps control of both objective and system
performance, which is probably the most cost effective way to gain performance.

1.1 Network Centric Framework

In a network centric framework, a resource is not an entity tightly coupled to a sluggish
hierarchical organization but a resource with own intelligence to offer specific effects
to a variety of effect customers. Our work is entitled Effect Oriented Planning which
indicates that it does not embrace the full meaning of EBO but is guided by quantifying
and responding to effect requests and hence becoming a true entity of a network centric
system. In order to understand the paradigm shift in EBO planning or network centric
planning, Figure 1 shows the principles of future effect based operations.

Initially an effect must be achieved in order to answer what to do. Thereafter possible
systems are considered and how theses systems could manage to do it. The last
issue of the effect chain is to decide the resources allocation. As can be noticed,
resource owners are considered in the later planning stages which is quite a change
from traditional planning. Obviously there are two dimensions in the Effect chain, the
mission-conduction and the resource owner dimension. The resource owner dimension
keeps and conducts resources supply chain as well as allocation schemes and schedules.
The mission-conduction states individual missions and how they shall be implemented.

Actually if a future EBO planning system shall apply to the above picture some extra
requirements must be considered.

- Weapon systems must estimate associated effects and time duration

of a mission

- Estimations must be performed rapidly

- Weapon systems must communicate actual state parameters such as

position, health, endurance e.t.c.
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Assets (Resource owner)

Competence

Capability

Effectforms

Desired Effect

Target Area

"Who is doing it"

"How to do it"

"What System"

"What to do"

Figure 1: The effect chain including an EBO principle of a split up of the planning process
into stages from the target to allocation of individual platforms

In order to fulfill these requirements on demand, effort must be put on scalable model-
based algorithms which promotes an easy workflow and a high speed planning per-
formance. Each scenario shall be individually stated by the set of input data, but
planning shall always be performed via implemented tactics and knowledge of actual
resource performance and mission pattern.

1.2 Mission Planning

An Air to Ground mission planning system is modular and contains a planning system
and weapon systems, hosted by a variety of carriers such as UAV’s or fighter aircraft.
In order to perform effect oriented planning in line with Figure 1 we transform the
planning process according to Figure 2 where each platform is separated into carrier
and weapon performance and tactics producing a certain effect which can be matched
with the effect customers needs.

Route Planning Carrier Platform

Target Area

Desired Effect

Figure 2: A resource, a fighter with weapon system, has a relationship between route
planning, type of weapon and a set up of tactics which forms the final effect.

119



Paper IV

Initially we maximize system effect in the target area by optimally allocating the num-
ber of weapons to suppress enemy defense and destroy vital targets. A target area can
consist of different ground based targets and sheltering air defense units. Each target
has a specific value which indicates the importance of the target. The effect oriented
weapon allocation of the target area is followed by a search for appropriate platforms,
where platform location and other scheduling parameters are considered. Further each
platform must have a route to the firing position including tactical features such as
hiding and a limited exposure of radar cross section during the flight phase.

These planning aspects are coupled but with an acceptable loss of generality the effect
planning task can be separated from the platform in order to start an overall planning
process. The following paper address a model based approach to rapidly calculate
weapon allocation to optimize system effect in an hostile ground based target area.
Early work on a similar problem was done by Miercort and Soland in [4], but they
consider a less complicated model without intricate dependencies. In a more recent
paper by Kwon et. al [3], a new weapon-target allocation problem is presented together
with a branch-and-price algorithm for solving it. In contrast, Kaminer and Ben-Asher
present a model in [2] for maximizing the effectiveness of a defense.

These key issues in effect based planning shall of course be followed by other planning
tasks but shall be seen as potential future work.

1.3 Paper Overview

Here follows a guide for the reader. In Section 2 we define and describe the problem at
hand, basically a weapon-targeting problem, together with some basic concepts that
will be used throughout the paper. The section ends with a generic mathematical
model for the problem, found on page 125. The model is straight forward with only
two linear constraints, but comes with a nasty non-convex and non-linear objective.
In Sections 2.5 and 2.6 follows optimistic and pessimistic models that can be used to
find upper and lower bounds on the true optimal objective value. These models are
Linear Binary Problems and easy to solve.

In order to actually use the generic model and to solve real scenarios, it is necessary
to specify in detail how to evaluate a given situation. One possible way to do this is
presented in Section 3, where we state how the defenders act in different situations.
A graphical example is found on page 130.

In Section 4 we present a Non-Linear Integer Programming model adapted to the
rules defined in Section 3, followed by a Mixed Integer Linear Programming model
in Section 5 where the non-linear objective function is approximated using piece-wise
linear functions. In Section 6 we present some results on small and midsized scenarios,
involving 2-6 units.

To solve bigger scenarios in practice, involving 5 to 20 units, Section 7 looks into
different heuristic approaches who cannot guarantee optimality but find high quality
solutions within a reasonable time frame. Sections 8 and 9 contain tests and results
for the different heuristics considered in Section 7. Finally, in Section 10, we present
some remarks and conclusions together with suggestions on future work.
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2 The problem

Imagine a big wide open area, like a desert, where a number of interesting targets are
positioned. It could be radar stations or other surveillance equipment, with or without
defensive capabilities, which the attacker wishes to destroy. Moreover, the targets are
possibly guarded by defending units, like Surface-to-Air Missile (SAM) units.

The positions of all units, targets and defenders, are known. The set of all units is
denoted S, and the subset S̄ denotes those units with defensive capabilities defined
by radius of defense and armament. Each unit is given a specified reward rs, where
important units get high values and the other units are given low values.

This is the problem of the attacker, where the objective is to maximize the expected
outcome of a joint attack against the enemy, subject to a limited amount of resourcesR,
for example tanks and aircraft.

Figure 3: A possible attack scenario. Some units, here shown in black, are air defense
units. The other units are radar stations or similar surveillance units who are
valuable to destroy.

Each unit s ∈ S should be assigned an attack plan which specifies the number of
resources to be used against it, and also from which direction.

As seen in Figure 3, some units does not have a defensive system of their own, but
depends on the defense of other units. Also, the radius of defense for different units
might overlap. A unit will always protect itself primarily, and then engage resources
passing by inside its radius of defense towards other units.

2.1 Tactics

Each unit s, if attacked, is done so by a predefined tactic t, chosen from a set of
tactics T . Each such tactic have its own features, such as the number resources
needed (nt) and the number of attacking directions involved (Vt).
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More important, each tactic t gives rise to a probability of success, for each of the nt
resources, against an isolated unit s. This probability is denoted pst and might vary
between each unit s ∈ S, depending on their respective defensive capabilities.

X

1.

X

2.

X

3.

4.

X X

5.

w
w

Figure 4: A graphical description of the 5 tactics considered.

At the moment, we limit ourselves to the set of tactics T described graphically in
Figure 4. The idea behind these tactics is to overload the defensive system of a single
unit. This is done by either sending multiple resources from the same direction (tactics
1-3), or by attacking simultaneously from multiple, evenly spread, angles (tactics 4-5).

In real life there is obviously an unlimited number of ways to perform an attack. The
reason for limiting the attacks to predefined tactics is related to the difficulty of finding
input data to the problem, in this case the probability of success for different attacks.

Each tactic t ∈ T is associated with a reference angle of attack, w, which defines from
which direction the attack is launched. Since we only consider evenly spread angles of
attack, one reference angle is enough.

2.2 Angle of attack

For tactics which involve more than one angle of attack, Vt > 1, multiple angles w
might give rise to exactly the same attack since we consider evenly spread angles. To
avoid such symmetries, we introduce a subset Wst which contains all valid reference
angles w to be used together with tactic t against unit s.

In this paper, we consider a coarse angle discretization, consisting of evenly spread
angles v defined by the set V. For tactics involving multiple angles, we define

wj = w + (j − 1) · 2π

Vt
, j = 1, . . . , Vt

We also introduce the concept of an engagement path (s, v), which is the line emanating
from unit s at angle v. In total, there are |S| · |V| different engagement paths. For a
certain tactic and angle, though, only a few of these paths will be used. If there is at
least one resource on the path, we call it an active path.
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w1 = ww2

w3

X X

Figure 5: To the left, all possible engagement paths (s, v) toward a unit for a given angle
discretization, here 12 evenly spread angles. To the right, the unit is attacked
using tactic number 5 and reference angle of attack w. This gives rise to three
active engagement paths toward the unit.

For the given angle discretization V shown in Figure 5, the set Wst for tactic t = 5
would consist of only the first four angles in order to avoid redundant attacks (sym-
metry). Although Ws5 = {1, 2, 3, 4}, engagement paths along all angles v ∈ V become
active as multiple angles are involved for this tactic.

Throughout this paper, a reference angle of attack is always denoted w and defined
by the set Wst, whereas an angle v refers to an individual angle in V used for general
discussions involving engagement paths (s, v).

2.3 The objective

The essence of this problem is to decide, for each unit s, which tactic t that should
be used (if any) and specify a reference angle of attack w. We introduce the binary
variable zstw to be one if unit s should be attacked by tactic t from reference angle w.

zstw =

{
1 if unit s is attacked using tactic t from angle w.

0 otherwise

A collection of such decisions, at most one for each unit s, is defined as an attack
plan z. Let pkill

stw(z) be the probability of successfully incapacitate unit s when attacked
by tactic t from reference angle w. As will be clear from the upcoming analysis, this
probability depends on the overall attack plan z, a fact which complicate things.

The objective is to maximize the expected reward of the attack, found by multiplying
the probability of success of an attack against a unit with its reward. Since we want
to optimize the whole attack, these expected values should be added. The objective
becomes

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs

where rs is the associated reward (or price) for each unit s ∈ S.
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The probability of success

In order to define the expression for pkill
stw(z), let us analyze the situation in Figure 6.

Unit 2 is attacked with tactic t = 2, i.e. two resources from the same angle of attack w2.
This engagement path (s2, w2) does not intersect the area of defense for unit 1, hence
the only threat for our resources is the defense of unit 2. For a single resource, pkill

stw(z)
is the given probability pst.

p
1

w
1

w
2

p
2

1

2

Figure 6: A possible attack situation. Unit 2 is attacked by two resources from the same
angle, i.e. tactic 2. Unit 1 is attacked using tactic 5, i.e. one resource from
three different angles.

For two resources, the probability of incapacitating the unit is equal to 1 minus the
probability that neither resource survives the defense of unit 2. That is,

pkill = 1− (1− pst)2 for s = 2, t = 2

The case for unit 1 is more complicated since one of the active engagement paths
intersects the area of defense for unit 2. The probability for our resource to survive
this defense will vary depending on how busy unit 2 is defending itself, since we assume
that a unit always defend itself primarily.

The probability for a resource to survive the defense of a unit i which it passes by on
its way towards the target s on path (s, v) depends on the attack plan z, i.e. what
tactics are used against the surrounding units. We denote this dependence by pisv(z).

In all, the probability of success using the tactic in Figure 6 against unit 1 is equal to
1 minus the probability that none of the three resources survive. That is,

pkill = 1− (1− pst)2 · (1− pst · pisv)

Two of the engagement paths only intersect the area of defense for unit 1 and the third
path intersects also the area of defense for unit 2, which is reflected in the expression
above.
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We now generalize this way of calculating the probability of success for a certain tactic
and reference angle of attack. For a given unit s, tactic t and angle of attack w the
probability of successfully eliminating unit s is:

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S
i 6=s

piswj (z)
]mt

(1)

For the given tactic t, the number of resources that is launched from each of the angles
Vt is denoted by mt. Naturally, whenever an engagement path (s, v) doesn’t intersect
the area of defense for unit i, we set pisv(z) = 1.

The expression for pkill
stw(z) is very complex, since it needs to incorporate many things.

The success of an attack against a certain unit depends on

1. the number of resources used against the unit (nt = Vt ·mt).

2. the units ability to defend itself against incoming resources (pst).

3. the probability of successfully survive the defense of every other unit
which the resource pass by on its way towards the target (piswj ).

Both nt and pst are given data for the problem, so they pose no problem. It is the
third one, piswj , which makes this problem very complicated.

That is, everything is connected since the probability of success for a tactic t and
angle w against a unit s depends on which tactics are applied against every other unit.
This dependence is the core of the problem and is very troublesome.

2.4 A generic model

Let pkill
stw(z) be the probability of successfully incapacitate unit s when attacked by

tactic t from reference angle w, defined as in (1). The probability for a resource to
survive as it passes by unit i towards unit s on path (s, v), denoted pisv(z), depends
on the attack plan z, but for the generic model we make no assumptions on the exact
nature of this dependence.

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs [GENERIC]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)

∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

zstw ∈ {0, 1} ∀ s ∈ S, t ∈ T , w ∈ Wst

Notice that it is not necessary to attack all units. Depending on the rewards specified
for each unit, this might not be optimal. Constraint (1) states that we cannot use
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more resources than we have. Constraint (2) makes sure that each unit is attacked at
most once. Both constraints are linear, but the objective is definitely not. In Section 5,
we present a way to approximate it using some clever rewriting and piecewise linear
approximations. In all, we manage to present a linear model which approximates the
nasty objective arbitrarily well.

2.5 Optimistic model

It is possible to construct two auxiliary problems, providing an upper and lower bound
to the generic problem. Let us analyze (1), the expression for pkill

stw(z), under two
specific assumptions.

Assume that no unit will shoot against resources passing by towards other units, just
against resources towards themselves. This means that pisv(z) ≡ 1 for all units s ∈ S,
and pkill

stw(z) collapses to

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S̄
i6=s

1
]mt

= 1− (1− pst)nt

This expression does not depend on the angle w anymore, hence we only have to decide
which tactic t to use against each unit s, if any tactic at all.

The most important thing is that the probabilities of success no longer depend on the
overall attack plan z. Since pkill

stw(z) only depends on the given probabilities pst, they
are also (implicitly) given as input data. The probabilities are now separable in s.

We define Pst = 1− (1− pst)nt , and the optimization model becomes

max
∑
s

∑
t

rs · Pst · zst [OPTIMISTIC]

s.t.
∑
s

∑
t

nt · zst ≤ R (1)∑
t

zst ≤ 1 ∀ s ∈ S (2)

zst ∈ {0, 1} ∀ s ∈ S, t ∈ T

This linear binary problem is easily solved using CPLEX.

Solutions to this optimistic model are valid upper bounds for the original problem
since the values of all coefficients in the objective are systematically increased. Even
more, this is a valid upper bound for all choices of discretization V.

The solution found is also a feasible solution to the original problem, if complemented
with an arbitrary reference angle of attack for each tactic used. It means that we can
easily calculate the “true” objective value and also get a lower bound. This bound is
only valid for the considered discretization V though.
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2.6 Pessimistic model

It is also possible to find a pessimistic model, generating lower bounds to the original
problem. By assuming that each unit will shoot against all resources passing by
towards other units with full force, one can find a pessimistic value for the probability
of surviving the defense of other units, pisv(z) ≡ p̃isv.

The expression for pkill
stw(z) thus become

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S̄
i6=s

p̃iswj

]mt

Using Pstw = pkill
stw(z) as above, the optimization model becomes

max
∑
s

∑
t

∑
w∈Wst

rs · Pstw · zstw [PESSIMISTIC]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

zstw ∈ {0, 1} ∀ s ∈ S, t ∈ T , w ∈ Wst

and is easily solved using CPLEX.

The values of p̃isv might become unrealistically pessimistic, since the assumption is
extreme, and hence the solution will probably provide bad lower bounds on the optimal
objective value.

Hopefully, though, the structure of the solution (the attack plan z) is close to the
optimal one, and by evaluation in the real objective one can find a better pessimistic
bound.

3 Simulation details

In order to actually solve the generic model presented in Section 2.4, one needs to
specify how the probability pisv(z) depends on the attack plan z. It is obviously an
impossible task to model a fully realistic case, and not very meaningful in practice due
to the amount of input data needed for such a model.

We will analyze the different factors that affects pisv(z), the probability for a resource
to survive the defense of a unit as it passes by toward its target, and how it depends
on z. To do this, we look into the details of the defensive systems of the units and
define their rules of engagement.

Some factors are the amount of defensive capacity, distance between the unit and the
engagement path as well as limitations in the defensive systems.
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3.1 Residual Defensive Capacity

To start with, each unit s has a specified number of defensive channels, i.e cannons
and anti-missile systems, denoted Cs. We define the set S̄ as the set of units with
Cs > 0, i.e. units with any defensive capability. Units in S̄ will be indexed by i from
now on, and their radius of defense is denoted ρi.

For each unit i ∈ S̄ and defined tactics t ∈ T , the parameter dit states how many of
these defensive channels will be occupied when unit i takes on the incoming resources
defined by tactic t.

Since a unit always defend itself primarily, we define the residual defensive capacity Di
for each unit i ∈ S̄ as the number of defensive channels available after the allocation
of dit channels required to handle the incoming attack.

These residual channels should be used to defend the other units, by engaging resources
passing by inside their area of defense. So for each unit i ∈ S̄, we introduce integer
variables uisv to decide how many defensive channels that should be allocated against
the resources on each active path (s, v) passing by.

3.2 Active Paths and Distance Measure

The number of active engagement paths passing by a unit i is denoted Bi and defined
as the number of active paths that intersect the area of defense for each unit i ∈ S̄,
i.e. possible targets for the unused defensive channels. The area of defense for each
unit i is the circle defined by its defense radius ρi.

The number of resources on each path, denoted Nsv, also affects the probability of
success. We define K = maxt∈T {nt : Vt = 1} to be the maximum number of resources
traveling on a single engagement path. Hence, Nsv is in the range k = 0, . . . ,K.

We define parameter disv to be the orthogonal distance between unit i and the en-
gagement path (s, v). For units with positions inside the area of defense of unit i, the
distance to the mid-point of this path is used. This is illustrated in Figure 7.

3.3 Ranking

Each active path is given a rank number, where the path closest to unit i gets rank 1,
second closest path is ranked 2 and so on. Closest path refers to the smallest distance
disv and is thus relative to each unit i. This ranking will be used when the defense
units need to prioritize, i.e. when they cannot engage all paths passing by.

3.4 Introducing pkisv

The probability pisv is a function of the distance disv and the number of resources on
the path Nsv, who are both a direct consequence of the attack plan z. The obvious
way to model this dependence would be to demand values for all such combinations
as input data, but this is not possible in practice. We introduce an analytical function
instead, based on both disv and Nsv.
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Figure 7: To the left, an illustration on how the distance between a unit and the active
engagement path is measured. To the right, an example on how the design
parameters βik and θik affects the probability pkisv.

We define pkisv to be the probability for a resource to successfully pass by one defensive
channel of unit i, which also depends on k = Nsv, the number of resources that are
traveling on the active path (s, v).

These probabilities are derived from the values of pst, for tactics t ∈ T where all k = nt
resources are sent from the same angle (Vt = 1). Since this is only relevant for units
in S̄, we denote this pik for all i ∈ S̄, k = 1, . . . ,K.

pkisv = 1−
(

1− disv
ρi

)βik
· (1− θik · pik) (2)

Here, βik and θik are design parameters used to model the defensive capacities of each
unit i against different number of resources k.

In Figure 7, one can see in the left picture how the distance between a unit and an
active engagement path is defined. This distance, denoted disv, is then used to derive
a value for pkisv. The rightmost plot in Figure 7 shows the probability pkisv on the
y-axis as a function of the distance disv on the x-axis.

For this example, probability pik = 0.7 is used, and the black line corresponds to
parameter values βik = 1 and θik = 1. The dash-dotted line (blue) illustrates the
effect of parameter θik, as its value is set to 0.95. The two dashed curves (blue)
correspond to the values of 1.5 and 2 respectively for parameter βik.

In all, this analytical function shows a natural behaviour. For disv = 0, its value
becomes θik ·pik and for disv = ρi the probability becomes 1. For distances in between,
the parameter βik is used to control the effectiveness of the defensive system of unit i.

3.5 Specifications of the defense system

Since we consider the problem of the attacker, we need to assume and specify a set of
deterministic engagement rules for the defenders. We make the following assumptions
for each unit i ∈ S̄:
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1. A unit i will primarily defend itself.

2. If there are some residual defensive channels, Di > 0, they will be evenly
allocated against the active engagement paths that pass by the unit.

3. At most Fi channels might be used against a single engagement path.

4. At most Gi different engagement paths might be engaged.

5. All defensive channels should be used if there is something to shoot at.

6. If there are more active paths than defensive channels, one defensive
channel is allocated to each path as long as possible with respect to
their ranking, i.e. starting with the path closest to the unit.

To make sure that variables uisv follow these rules, we need to introduce auxiliary
variables and numerous logical constraints. These are found in Section 4 where we
present a mathematical model for this problem.

3.6 Defining pisv(z)

Now finally, we are able to define pisv, the probability for a resource to survive as it
passes by unit i ∈ S̄ towards unit s ∈ S on path (s, v):

pisv =

K∏
k=1

(
pkisv

)ukisv
(3)

Variable ukisv is an auxiliary integer variable, equal to uisv if k = Nsv and zero other-
wise. This construction is necessary in order to keep all constraints linear. A mathe-
matical model is presented in the upcoming Section 4.

Since uisv, and thus also ukisv, might be greater than one the probability of success
decreases with the number of defensive channels assigned to the engagement path. This
is realistic as the defensive channels can be seen as independent, and the probability
for a resource to survive two channels should be equal to the probability of surviving
them both.

3.7 Illustrative Example

In this example, we focus on a unit i with some given defensive radius. Assume that
we name all paths (s, v) intersecting the area of defense in accordance with their rank,
i.e. the path with rank 1 is also named path 1 (and so on).

Furthermore, we assume defensive parameters Gi = 4 and Fi = 3, and that the number
of residual defensive channels Di = 5.

The situation is illustrated in Figure 8. Notice that one of the engagement paths never
intersect the area of defense. This path is never considered when the residual defensive
channels are assigned.
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Figure 8: A situation where multiple engagement paths intersect the area of defense for
a unit i. There is also one path that does not affect unit i.

Case I, all paths are active

Consider the case where Bi = 4, i.e. all four paths passing by unit i are active (at
least one resource travelling on the path). Since Bi ≤ Gi all paths should be engaged.
Also, since Di > Bi, each path get at least one defensive channel locked against them.
The remaining one is assigned to the path closest to unit i, i.e. path 1 with rank 1.
The variables uisv for unit i becomes ui1 = 2, ui2 = 1, ui3 = 1 and ui4 = 1.

Case II, three active paths

In the case where either Bi or Gi (or both) decreases to 3, unit i can only engage 3
engagement paths.

For Bi = 4 and Gi = 3, the path with highest rank (most far away) will no longer
be engaged. The residual defensive channels are then distributed as follows: ui1 = 2,
ui2 = 2, ui3 = 1 and ui4 = 0.

If Bi = 3 and Gi = 3 (or 4), it means that only three engagement paths are active.
Depending on which path that is not active, the other paths are assigned defensive
channels like before, with respect to rank. Assume that for example path 2 (with rank
2) is not active, then we get: ui1 = 2, ui2 = 0, ui3 = 2 and ui4 = 1.

Case III, only one active path

Finally, if Bi < 2, all defensive channels cannot be assigned to an engagement path
since Fi = 3. With only one (or none) active path, at most Bi ·Fi ≤ 1 · 3 = 3 channels
could be assigned. For example, if only path 3 is active, we get: ui1 = 0, ui2 = 0,
ui3 = 3 and ui4 = 0.

In the mathematical model, a slack variable is introduced to handle these cases.
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4 Mathematical Model

In this section, we introduce the mathematical model and describe the constraints
whom are divided into five groups. This should improve the readability of the model,
and also ease the comparison of the different model versions that will be described. In
most cases some groups are unchanged or just slightly modified, whereas other groups
are changed drastically.

It should be stated that if one aims at solving the problem using some meta-heuristic,
it suffices to consider constraints (1) and (2), i.e. the generic problem described on
page 125. These are the only real constraints of the problem, all the rest are used to
model the behaviour of the units with defensive capabilities and are uniquely defined
for a given attack plan z.

4.1 Notation

Variables

integer

Bi number of active engagement paths (s, v) passing by unit i.

Di residual defensive capacity for unit i.

Si slack variable for the residual defense quota for unit i.

Ni help variable, Ni = min{Bi, Gi}.
uisv number of defensive channels that unit i will use against

resources on path (s, v).

ukisv equal to uisv if nsvk = 1, zero otherwise.

Nsv number of resources on path (s, v).

binary

zstw 1 if unit s is attacked using tactic t and angle w, where w ∈ Wst.

xsv 1 if any resource travels toward unit s on path (s, v).

nsvk 1 if Nsv = k, zero otherwise.

yi 1 if Bi ≥ Di for each unit i.

qi 1 if Di ≤ Fi ·min{Gi, Bi} for each unit i.

zi 1 if Bi ≥ Gi for each unit i.

Uisv 1 if unit i will use any defensive channel against path (s, v).

Definitions

engagement path (s, v) := the line emanating from unit s at angle v.

attack plan z := a collection of z-variables, one for each unit s,

which defines a tactic t and angle w.
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Sets

given

S, T , V set of units S, tactics T and angle discretization V.

S̄ set of units with defensive capabilities. Subset of S.

pre-processed

Wst set of feasible angles w for tactic t against unit s.

∆i set of paths (s, v) that passes by unit i ∈ S̄.

Ri set of triplets (i, sv, s̄v̄) where risv < ris̄v̄.

Parameters

given as input data

R total resource available, the amount of resources.

rs reward (value/price) of unit s.

nt # resources used by tactic t.

Vt # angles used by tactic t.

mt # resources/angle used by tactic t.

Ci number of defensive channels for unit i ∈ S̄.

Fi maximum number of defensive channels against a path.

Gi maximum number of paths that unit i can engage.

ρi radius of defense for unit i.

dit # defensive channels used by unit i when attacked by tactic t.

pst probability that a resource survives the defense of unit s when

part of tactic t.

pre-processed, i.e. derived from the given parameters

K maximum number of resources/angle, i.e. max{mt, t = 1, . . . |T |}.
Mi maximum number of engagement paths that passes by unit i.

Avtw 1 if path (s, v) is active when the combination of tactic t

and angle w is used against some unit s, where w ∈ Wst.

disv distance from unit i to center point of path (s, v) inside ρi.

δisv 1 if disv < ρi. Indicates which paths unit i might engage.

Used to define set ∆i.

risv ranking of paths (s, v) passing by each unit i, where δisv = 1.

The shorter distance disv, the closer to the unit and lower ranking.

pik probability pst, defined only for units i ∈ S̄, where Vt = 1

and mt = k, for k = 1, . . . ,K.

pkisv probability of surviving the defense of unit i for a resource

on path (s, v) who is part of an attack t where mt = k.
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4.2 The Non-Linear Integer Programming Model

In this general model we assume limiting values for both parameter Fi and Gi. Al-
though, since it is possible to find out in advance if Mi ≤ Gi or Ci ≤ Fi, or both, for
each unit i ∈ S̄, many constraints are redundant and some variables are unnecessary.
In these cases, it is possible to reformulate some of the constraints in order to avoid
unnecessary work.

All constraints are linear, it is the nasty objective which makes the problem non-linear.
Constraints (1) and (2), found already in the generic model, make sure we use no more
resources than available and that each unit s is attacked at most once.

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs [NLIP ]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)

∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

The rest of the constraints are divided into five groups and presented in the following
subsections. The full NLIP model can be found on page 166.

The Objective

The non-linear function pkill
stw(z) is part of the objective, and defined below. Since it is

only units i ∈ S̄ that can defend other units, the general formula from Section 2.3 is
now altered somewhat.

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S̄
i6=s

K∏
k=1

(
pkiswj

)ukiswj ]mt

The values of variables ukisv are dependent on the entire attack plan z, which makes the
problem very difficult. Once their values are known, it is straight forward to evaluate
the objective.

Group I

The constraints in this first group are mostly constraints used to define auxiliary
variables and might actually be removed, but are kept for the sake of readability.
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∑
t

∑
w∈Wst

Avtw · zstw = xsv ∀ s ∈ S, v ∈ V (3)

Ci −
∑
t

∑
w∈Wit

dit · zitw = Di ∀ i ∈ S̄ (4)

∑
(s,v)∈∆i

xsv = Bi ∀ i ∈ S̄ (5)

∑
s

∑
v

uisv + Si = Di ∀ i ∈ S̄ (6)

Constraints (3) − (5) defines help variables xsv, Di and Bi. Variable Di defines the
number of residual defensive channels for each unit i. Variable xsv keeps track of which
engagement paths that are active for the current attack plan z. Variable Bi defines
the number of active paths (s, v) which pass by unit i.

Constraint (6) forces each unit i to allocate the correct number of residual defensive
channels Di. Also, in order to handle the case where no engagement paths (s, v) are
active, and hence all uisv will become 0, a slack variable Si is introduced. Further
constraints are introduced in order to make sure that variable Si is used only when
this is the case.

Group II

The second group of constraints defines all logical variables and implications.

Di − Fi ·Ni + (FiMi) · qi ≥ Si ∀ i ∈ S̄ (7a)

Di − Fi ·Ni ≤ Si ∀ i ∈ S̄ (7b)

Ci · (1− qi) ≥ Si ∀ i ∈ S̄ (7c)

Fi ·Ni + Ci · (1− qi) ≥ Di ∀ i ∈ S̄ (8a)

Di − 1 + (FiMi + 1) · qi ≥ Fi ·Ni ∀ i ∈ S̄ (8b)

Di +Mi · yi ≥ Bi ∀ i ∈ S̄ (9a)

Bi + Ci · (1− yi) ≥ Di ∀ i ∈ S̄ (9b)

Gi ≥ Ni ∀ i ∈ S̄ (10a)

Bi ≥ Ni ∀ i ∈ S̄ (10b)

Gi −Mi · (1− zi) ≤ Ni ∀ i ∈ S̄ (10c)

Bi −Mi · zi ≤ Ni ∀ i ∈ S̄ (10d)
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Constraints (7a)− (7c) are used to assign the correct value to the slack variable Si. If
variable qi = 0, the slack becomes Si = Di − Fi · Ni which is exactly the number of
channels that cannot be assigned. Otherwise, it means that no slack is necessary and
forces Si = 0.

Constraints (8a)− (8b) defines the value of qi. Either Di ≤ Fi ·Ni which means that
it is possible to assign all channels to active engagement paths, and hence the slack
should be zero. Otherwise it is not possible to assign all residual defensive channels
and the slack variable should become active.

In a similar way, constraints (9a)− (9b) defines the value of yi. If Bi ≥ Di variable yi
is forced to become 1, which in upcoming constraints might restrict variable uisv to
either 0 or 1. Constraints (10a)− (10d) defines the value of Ni, which is a linear way
of rewriting the constraint Ni = min{Bi, Gi}.

Group III

Constraints (11) − (17) make sure that each unit i allocate their residual defensive
channels Di according to the set of rules defined and motivated in Section 3.5.

Fi · Uisv ≥ uisv ∀ i, (s, v) ∈ ∆i (11a)

Fi · xsv ≥ uisv ∀ i, (s, v) ∈ ∆i (11b)

1 + (Fi − 1) · (1 + zi − yi) ≥ uisv ∀ i, (s, v) ∈ ∆i (12)

uisv + Fi · (1− xsv) ≥ uis̄v̄ ∀ i, (sv, s̄v̄) ∈ Ri (13a)

Uisv + (1− xsv) ≥ Uis̄v̄ ∀ i, (sv, s̄v̄) ∈ Ri (13b)

uis̄v̄ + 1 + (Fi − 1) · (1− Uis̄v̄) ≥ uisv ∀ i, (sv, s̄v̄) ∈ Ri (14)

Fi · (Uisv − qi) ≤ uisv ∀ i, (s, v) ∈ ∆i (15)

Uisv ≤ xsv ∀ i, (s, v) ∈ ∆i (16)∑
(s,v)∈∆i

Uisv = Ni ∀ i ∈ S̄ (17)

Since we assume Mi > Gi it means that we might need to limit the number of en-
gagement paths to which we assign defensive channels. This is taken care of by con-
straint (17) where we limit the number of Uisv that can be set to one.

Constraint (16) states that if a path is not active, we cannot assign defensive channels
to it. Constraint (11a) forces uisv to be zero if the corresponding Uisv is zero, i.e. no
defensive channels will be assigned. Otherwise, uisv is limited by Fi. Constraint (11b)
is actually redundant and should probably be removed.

136



Effect Oriented Planning

Constraint (15) forces the value of uisv to Fi if all paths that we decide to engage
should be engaged fully. For this case to happen, Uisv = 1 and qi = 0, which means
that the path should be engaged and there is more residual defensive capacity than
could be used. This is a redundant constraint.

Constraint (12) limits the value of uisv to zero or one, depending on the values of yi
and zi. In the case where yi = 1 and zi = 0, there are more active engagement paths
than defensive channels, but not more than Gi, and hence each path should get at
most one defensive channel assigned to it.

Finally, constraints (13)− (14) are precedence constraints which forces the assignment
of resources to be done according to the rules from Section 3.5. That is, shoot against
engagement paths in decreasing order with respect to distance. Hence, the further
away from unit i, the less likely to be shot at.

Group IV

Constraints (18) − (22) are used to model how pisv, the probability for a resource to
survive as it passes by unit i on path (s, v), is affected by the number of resources on
the active path.

∑
t

∑
w∈Wst

Avtw ·mt · zstw = Nsv ∀ s ∈ S, v ∈ V (18)

K∑
k=1

k · nsvk = Nsv ∀ s ∈ S, v ∈ V (19)

K∑
k=1

nsvk ≤ 1 ∀ s ∈ S, v ∈ V (20)

K∑
k=1

ukisv = uisv ∀ i, (s, v) ∈ ∆i (21)

Fi · nsvk ≥ ukisv ∀ i, (s, v) ∈ ∆i

k = 1, . . . ,K (22)

Constraint (18) defines Nsv, the number of resources on path (s, v), and in constraint
(19) the appropriate nsvk is set to 1. These two constraints can of course be combined,
and hence eliminating variable Nsv. Constraint (20) makes sure that for example
Nsv = 3 is not represented as 1 + 2.

Constraint (21) in combination with constraint (22) assigns the correct number of
defensive channels to the correct variable ukisv, i.e. the one corresponding to nsvk = 1.
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Group X

Defines all variables. In an upcoming section, there will be a fifth group of constraints,
used to linearize the objective. This is the reason for the strange numbering of con-
straints in Group X.

Bi, Di, Ni, uisv, u
k
isv, Nsv, Si ∈ Z+ ∀ i, s, v, k (30)

zstw, xsv, yi, qi, zi, nsvk, Uisv ∈ {0, 1} ∀ i, s, t, v, w, k (31)

5 A Mixed Integer Linear Model

In this section, we present a way to linearize the objective, which results in an overall
linear model. It is possible to get arbitrarily good approximations, both optimistic
and pessimistic, but at the cost of more variables in the model.

The reason and justification for doing this is to be able to find optimal solutions
for small and mid-size problems, needed to evaluate and validate the meta-heuristic
approaches proposed in Section 7.

5.1 Linearization of the objective

In order to linearize the objective, we dissect it into smaller components and approxi-
mate them separately. Recall the nasty structure of the objective

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs

where pkill
stw(z) is found by combining (1) and (3).

pkill
stw(z) = 1−

Vt∏
j=1

[
1− pst

∏
i∈S̄
i6=s

K∏
k=1

(
pkiswj

)ukiswj ]mt

We note that if a certain zstw is zero then obviously pkill
stw(z) should also be zero,

independent of what happens to other units. By introducing a new variable Pstw and
two extra constraints, we present an equivalent formulation

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

Pstw

]
· rs

s.t. Pstw ≤ zstw

Pstw ≤ pkill
stw(z)

This is valid since Pstw represents a probability and hence limited to values between
zero and one. The objective is now linear, but pkill

stw(z) is still not, now part of the new
constraint instead.
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To linearize an expression like pkill
stw(z), which includes products, the key observation

is that one needs to use logarithms in order to transform them into sums (i.e. linear).

Here follows a mathematically equivalent expression of pkill
stw(z). First we define the

following auxiliary variables:

Ystw = log
( Vt∏
j=1

[
1− pst

∏
i∈S̄
i 6=s

K∏
k=1

(
pkiswj

)ukiswj ]mt)

= mt ·
Vt∑
j=1

log
(

1− pst
∏
i∈S̄
i6=s

K∏
k=1

(
pkiswj

)ukiswj )

Each angle wj corresponds to an angle v ∈ V, and we define:

Xstv = log
(
pst
∏
i∈S̄
i 6=s

K∏
k=1

(
pkisv

)ukisv)

= log(pst)︸ ︷︷ ︸
LPst

+
∑
i∈S̄
i6=s

K∑
k=1

ukisv · log(pkisv)︸ ︷︷ ︸
LPkisv

We note that since pst and pkisv are parameters to the model, hence known in advance,
we can save the logarithm of these values in the new LPst and LP kisv parameters. The
expression for pkill

stw(z) can now be written as:

pkill
stw(z) = 1− eYstw (I)

Ystw = mt ·
Vt∑
j=1

Y stwj

Y stv = log(1− eXstv ) (II)

Xstv = LPst +
∑
i∈S̄
i 6=s

K∑
k=1

LP kisv · ukisv

Apart from equations (I) and (II), who define non-linear functions, the expression
for pkill

stw(z) consists of linear relations. To get an overall linear expression, we need
to approximate (I) and (II) somehow, using only linear relations. Lets analyze these
equations in detail.

5.2 Function (I)

Equation (I) defines a relationship between pkill
stw(z) and the new variable Ystw. It is

straightforward to show that all feasible values of Ystw must be non-positive, hence we
are interested in an approximation of the function p(y) = 1− ey, y ≤ 0.
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The idea is to approximate p(y) using a piecewise linear function, composed of LY
pieces. With an increasing number of linear pieces, this approximation can be made
arbitrarily good. There exist standard methods for modeling piecewise linear approx-
imations, and we will utilize SOS-constraints.

As seen in Figure 9, function p(y) is concave with function values between 0 and 1
for non-positive arguments. Using the fact that our objective is to maximize the
probability of success, and that p(y) is concave, it is sufficient to use so called SOS1-
constraints. Even if not forced, the approximation will be tight. The approximation in
Figure 9 is an outer approximation, hence giving optimistic estimates of the function.

−6 −5 −4 −3 −2 −1 0
0

0.2

0.4

0.6

0.8

1

p = 1 − e
y

Figure 9: The concave function p(y) = 1 − ey. The piecewise linear approximation is
seen in black, based on the sample points represented by the black circles.
This coarse approximation uses only 4 line segments. Using more segments, it
is possible to get arbitrarily good approximations.

Let ỹ and p̃ denote the sample points and function values respectively. The new
variables 0 ≤ λstwl ≤ 1 are defined by the first equation, since Ystw is the given
argument, and used to find the linear approximation of pkill

stw(z).

Ystw = ỹ0 +

LY∑
l=1

(ỹl − ỹl−1) · λstwl = ȳ0 +

LY∑
l=1

ȳl · λstwl (4)

Pstw = p̃0 +

LY∑
l=1

(p̃l − p̃l−1) · λstwl = p̄0 +

LY∑
l=1

p̄l · λstwl (5)

Note that the same constants ȳl and p̄l, l = 0, 1, . . . , LY can be used for all (s, t, w)
combinations since it is the same function that is approximated, only evaluated with
different arguments.

How to choose the points ỹl where the function is sampled is itself a difficult optimiza-
tion problem, where the objective is (for example) to minimize the maximum error.
But once done, we only need the points and corresponding function values in order to
do this approximation.
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5.3 Function (II)

Equation (II) defines a relationship between variable Y stv and the argument Xstv,
which is an auxiliary variable. It is straightforward to show that for a feasible solutions,
variable Xstv will be non-positive. Hence, as seen in Figure 10, we are interested in
an approximation of the concave function y(x) = log(1− ex), x < 0.

The objective is to maximize the probability of success, which depends on the auxiliary
variable Ystw. We see from Figure 9 that a smaller value of Ystw is preferable, hence
we want to minimize the concave function y(x) which is not a convex problem.

−8 −7 −6 −5 −4 −3 −2 −1 0
−5

−4

−3

−2

−1

0

y = log( 1 − e
x
 )

Figure 10: The concave function y(x) = log(1−ex). The piecewise linear approximation
is seen in black, based on the sample points represented by the black circles.
This is an inner approximation, resulting in slightly pessimistic function val-
ues, i.e. more negative than they should.

Once again, we wish to approximate y(x) using a piecewise linear function (LX pieces).
This time, we need to use so called SOS2-constraints and add some extra constraints
in order to force the approximation to be tight.

Xstv = x̃0 +

LX∑
l=1

(x̃l − x̃l−1) · αstvl = x̂0 +

LX∑
l=1

x̂l · αstvl (6)

Y stv = ỹ0 +

LX∑
l=1

(ỹl − ỹl−1) · αstvl = ŷ0 +

LX∑
l=1

ŷl · αstvl (7)

αstvl ≤ πstvl l ∈ LX = {1, . . . , LX}

πstv(l+1) ≤ αstvl l ∈ L−1
X = {1, . . . , LX − 1}

Like before, x̂ and ŷ denote sample points and function values of y(x). The new
variables 0 ≤ αstvl ≤ 1 and πstvl ∈ {0, 1} are defined by the first equation, since Xstv
is the given argument, and then used to find the linear approximation of Y stv. Again,
the same constants x̂l and ŷl, l = 0, 1, . . . , LX can be used for all (s, t, v) combinations.
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5.4 Optimistic and pessimistic estimates

It is possible to construct both an optimistic estimate and a pessimistic estimate of the
objective function, depending on the combination of inner and outer approximations
of the functions (I) and (II). We use the following terminology:

P = Function (I) I = Inner approximation
Y = Function (II) O = Outer approximation

The following combinations yield valid estimates:

PO + YI =⇒ Optimistic estimate
PI + YO =⇒ Pessimistic estimate

All these approximations can be done arbitrarily accurate, at the cost of more line
segments, i.e. more variables in the model.

5.5 A MILP model

With the general model presented in Section 4 in mind, where the only non-linear
part is the objective, we are now ready to present a mixed integer linear model for the
problem.

Using the approximation steps described in the previous section, together with the fact
that all constraints are linear, the result is a linear model which approximates the real
problem arbitrarily well. Also, using inner and outer approximations in the suggested
combinations, the linear approximation can be either optimistic or pessimistic.

Notation, such as parameter names, are kept from Section 4, we just extend the
model with the new auxiliary parameters and variables introduced for the linearization
process. These constraints are found in the new Group V.

The full MILP model can be found on page 168.

Objective function

The new objective includes the auxiliary variables Pstw, the approximated contribution
of each attack.

max
∑
s

∑
t

∑
w∈Wst

rs · Pstw [MILP ]

The objective does not involve variable zstw anymore, which is instead taken care of
by constraints (23) and (24) in the new Group V. This is a valid reformulation since
we want to maximize Pstw.
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Group V

Constraints (1) − (22) are the same as before. The NLIP model is augmented with
Group V, where the approximation of the non-linear objective is taken care of in
constraints (24)− (27).

V

zstw ≥ Pstw ∀ s, t, w (23)

LY∑
l=1

p̄l · λstwl + p̄0 ≥ Pstw ∀ s, t, w (24a)

LY∑
l=1

ȳl · λstwl + ȳ0 = Ystw ∀ s, t, w (24b)

Vt∑
j=1

mt · Y stwj = Ystw ∀ s, t, w (25)

LX∑
l=1

ŷl · αstvl + ŷ0 = Y stv ∀ s, t, v (26a)

LX∑
l=1

x̂l · αstvl + x̂0 = Xstv ∀ s, t, v (26b)

αstvl ≤ πstvl ∀ s, t, v, l ∈ LX (26c)

πstv(l+1) ≤ αstvl ∀ s, t, v, l ∈ L−1
X (26d)

∑
i∈S̄
i6=s

K∑
k=1

LPkisv · ukisv + LPst = Xstv ∀ s, t, v (27)

Constraint (23) makes sure we get no contribution to the objective as soon as the
corresponding zstw is zero. Otherwise, variable Pstw is limited above by the linear
approximation.

Finally, constraints (32) − (34) are added to Group X, which defines the variables
needed for the linearization.

Pstw, λstwl, αstvl ∈ [0, 1] ∀ s, t, v, w, l (32)

Ystw, Y stv, Xstv ≤ 0 ∀ s, t, v, w (33)

πstvl ∈ {0, 1} ∀ s, t, v, l ∈ LX (34)
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Group VI, strengthening the model

In order for computer software to solve the mathematical models efficiently, one often
need to add redundant constraints to strengthen the model. This means that although
the extra constraints are redundant, when considering the LP relaxation of the MILP
problem, these constraints will push solutions towards integer solutions.

Our first observation is that as soon as any zstw is zero, the corresponding probability
Pstw will also become zero. In this case, all the extra equations that linearizes the
objective are unnecessary, and we wish to speed up this process.

In our linearization of the function y(x) = log(1− ex), independent of the number of
line segments we wish to use, we add the extreme sample point (x = −10, y = 0).
Although this is not true strictly mathematical, y(−10) is in practice equal to zero.

We do the following changes and additions to our model:

∑
i∈S̄
i6=s

K∑
k=1

LPkisv · ukisv + LPst ≥ Xstv ∀ s, t, v (27)

VI

(1− zstw) ≤ λstwl ∀ s, t, w, l ∈ LY (28)

−10 · (1− zstw) ≥ Xstwj ∀ s, t, w, j ∈ Vt (29)

Constraint (27) is changed from an equality into an inequality. This is valid since
we wish to maximize the objective, and the larger Xstwj is the greater becomes the
probability Pstw. Hence, the objective makes sure that our X variables attains the
correct value. This change is necessary in order to add constraints (28) and (29),
which forces all λstwl = 1 and Xstwj = −10 as soon as zstw is zero.

6 Model validation

To validate the MILP model and test its efficiency, a small benchmark with 6 cases
were set up and solved. The smallest test case include 2 defender units and 2 target
units, and the largest test case include 4 defender units and 3 target units. Rewards
are set to 1 for defender units and 2 for target units. All test cases are shown in
Figures 11–12 on page 145, and one unit in the pictures correspond to 1000 meters.

In the tests, a pessimistic estimation is used, that is an inner approximation for Func-
tion I and an outer approximation for Function II. Hence all objective values found by
the model are somewhat lower than the true objective values.

To get accurate and sound linear approximations, 15 line segments were used for
Function I and 25 line segments for Function II. The reason for using so many segments
is due to the nature of probabilities, they are bounded between zero and one, hence
in order to get trustworthy solutions one need to use a good approximation.
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Figure 11: To the left: Test case 1 with 2 defender units and 2 target units.
To the right: Test case 2 with 3 defender units and 2 target units.
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Figure 12: To the left: Test case 3 with 4 defender units and 3 target units.
To the right: Test case 4 with 4 defender units and 3 target units.

The optimal solutions found by the MILP model are evaluated using the true objective,
and these objective values are compared with the ones from the MILP model. The
tests were performed on a HP DL160 server with two 6-core Intel Xeon CPUs and 72
GB of RAM memory, running Linux, and the MIP solver used were CPLEX/12.2 for
64 bit environment.

The results of the benchmark are presented in Table 1, and one can see that the model
is correct and finds optimal solutions. The MILP objective value is correct up to the
second digit, compared to the real objective value. The number of constraints (rows),
variables (columns) and binary variables (bins) reported are taken from the CPLEX
output, which is the size of the reduced model after various presolve steps from both
CPLEX and AMPL.

The size of the model do increase drastically for each additional unit and the time
required for solving the model grows drastically, hence this approach is not tractable
for cases involving even as few as 5–6 units. For the largest test instance, including
7 units, CPLEX ran out of memory (72 GB) after 20 hours. A good feasible solution
was available, but the duality gap were still as big as 2%.
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Table 1: Results for the evaluation of the MILP model. Number of constraints (rows) and
variables (cols), as well as number of binary variables, are stated together with
solution time and objective value. The units column state number of defender
units and target units respectively.

Case units rows cols bins objective real obj. time

1 2/2 13145 8344 2579 5.60474 5.6249 28 min

2 3/2 23571 12031 3928 6.55110 6.5854 11 h

3 3/3 32629 15024 5014 8.83264 8.8454 19 h

4 4/3 48025 18541 6240 - - -

Further tests were done, using less line segments for Function I and Function II, 8
and 17 respectively, at the loss of good approximation of the objective function. The
number of constraints, variables and binary variables did decrease, but without any
major effect on solution times.

It is possible for AMPL to represent these linear approximations in such a way that
CPLEX will treat them explicitly as SOS constraints. It seems reasonable that it
would increase the efficiency of CPLEX, as many auxiliary variables can be skipped,
but the result turned out to be the opposite. The upper bound became worse, making
it even tougher to close the duality gap, hence prolonging the solution times. The
explanation is probably due to the extra constraints (28) and (29), found in Group VI,
as they disappear together with the auxiliary variables. These constraint strengthen
the model, and without them the LP relaxation is much weaker, hence affecting the
upper bound.

7 Meta-Heuristics

A problem like this, with only a few natural constraints (one attack per unit and
shared resources) and a nasty non-linear objective function (non-costly though), is
well suited for meta-heuristics.

Throughout this section, we base our work on the following assumptions:

1. The number of available resources is limited, i.e. it is not possible to use the
maximum number of resources against all unit.

2. It is optimal to use all available resources.

The first assumption is reasonable, otherwise the problem is reduced to choose between
tactics 3 and 5, either assigning all resources on the same path or split them on 3
different paths. One would still need to figure out the optimal combination of tactics
and angle of attack for each unit, so it would still be a non-trivial problem though.

The second assumption is very reasonable and simplifies the work of defining neigh-
bourhoods and setting up heuristic schemes.
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7.1 Neighbourhoods

Regardless of the meta-heuristic one wishes to use, we need to define a neighbour-
hood for a solution z. Under the assumptions stated above, all we need is to work
with feasible attack plans z that uses all available resources. Hence we define five
neighbourhoods of an attack plan z, denoted Nk(z), in the following ways:

N1. The angle of attack w is changed for one unit s and tactic t in the attack plan,
that is zstw → zstw̄.

N2. The tactic against one unit is changed by switching between one angle and
multiple angles, that is zstw → zst̄w̃. If necessary, the reference angle w is
adjusted. For example, instead of two resources attacking from the same angle,
they attack from different angles. Notice that the number of resources involved
in the attack is still the same though.

N3. Pick two units at random and switch their tactics and angle of attack. For
example, variables zs1t1w1 and zs2t2w2 become zs1t2w2 and zs2t1w1 instead.

N4. Pick two units at random and exchange their angle of attack. For example,
variables zs1t1w1 and zs2t2w2 become zs1t1w2 and zs2t2w1 instead.

N5. Pick two units at random, which does not use the same number of resources,
and change to new tactics which increase/decrease the number of resources used
respectively. For example, one unit is changed to be attacked by two resources
instead of one, while another unit is attacked by two resources instead of three.

By continuously changing between these neighbourhoods, all feasible solutions can be
reached. Notice that neighbourhood N5 is crucial, since without it the number of
resources allocated against each unit would remain fixed to that of the initial solution
throughout the search.

7.2 Simulated Annealing

One popular meta-heuristic, which is easy to implement, is Simulated Annealing (SA).
The basic idea, which makes it a meta-heuristic and not a local search method, is to
accept solutions which are non-improving in order to escape local optima. This is done
by chance, where the probability to accept the non-improving value is connected to
the difference in objective values between the new solution and the current one.

Also, in order to assure a local optimum, the probability of accepting worse solutions
decrease over time. This is done by parameter T, the so called temperature, which
decreases as the iterations goes by. A Simulated Annealing approach is successfully
used for a Weapon Target Allocation Problem in [1], further motivating this section.

SA algorithm

In Algorithm 1 we describe the implemented SA heuristic to be used later on in the
Benchmark. Iteration counter t represents the outer iteration, and at the end of this
loop the temperature T is updated (decreased). Inside each outer iteration loop, we
cycle through the different neighbourhoods, defined in the user-given NBH sequence.
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For each neighbourhood, we generate 100 new solutions who are evaluated and possibly
saved as the current solution. The use of multiple neighbourhoods provide diversity
to the search, and we also keep track of the overall best found solution.

Algorithm 1 Simulated Annealing (SA)

Define Neighbourhood sequence: NBH := {5, 2, 1, 3, 4, 1, 5, 2, 1}.
Define Initial Temperature T = 0.9. Cooling factor COOL = 0.7.
Generate Initial solution z (randomly) with objective value f .
Initialize Best found solution zb = z with objective value fb = f .

1: for t = 1 . . . 8 do
2: for k = 1 . . . 9 do
3: for n = 1 . . . 100 do
4: Get new solution: zn = Nk(z) with objective value fn.
5: If fn > fb, update best found solution.
6: Calculate diff: ∆ = fn − f . Generate random number: r ∈ [0, 1].
7: if r < exp(∆/T ) then
8: f = fn
9: z = zn

10: end if
11: end for
12: end for
13: Update temperature: T = T · COOL.
14: end for

7.3 Post Processing

For a problem like this, it is natural to consider some sort of post processing. Given
a solution z, found by some heuristic scheme, one should definitely try to improve it
locally, i.e. perform a local search.

For this problem, where a solution z states which tactic t and angle w to be used for
each unit s, it is straightforward to test all feasible angles w ∈ Wst for the assigned
tactic t, one unit at a time, and save the best improvement (if any). Then, if there
were some improvement, one could repeat the same process again (since one unit is
now attacked from a different angle, and further improvements might be possible) until
the process converges.

At the same time as one tries all angles, one could also test to switch between all
tactics using the same number of resources in total, hence conserving the overall usage
of resources (assumed to be at its upper limit). We present the local search procedure
in Algorithm 2.

This has proven to be a very powerful tool, often providing good solutions for almost
any starting solution with an allocation of resources close to the optimal one. This is
crucial since the number of resources are never shifted throughout the post processing.
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Algorithm 2 Post Processing (PP)

Given Starting solution z0 with objective value f0.
Initialize Best found solution zb = z0 with objective value fb = f0.

1: for s ∈ S do
2: Get t̃ = Tactic currently used against unit s.
3: Find Ts := {t ∈ T : nt = nt̃}.
4: for t ∈ Ts do
5: for w ∈ Wst do
6: Set zn = z0, but with tactic t and angle w used against unit s.
7: Evaluate zn. If fn > fb, update best found solution (zb = zn).
8: end for
9: end for

10: end for

11: if fb > f0 then {Check if any improvement has been found}
12: Set z0 = zb and call the PP algorithm again.
13: end if

7.4 Augment Solution

Another intuitive strategy is to iteratively augment a previous solution, adding one
extra resource in each iteration. It seems plausible that the optimal solution using,
lets say, 8 resources is close to the optimal solution for 7 resources.

Provided a solution using k resources, denoted zk, we seek a solution zk+1. This is
done by considering one unit at a time in the solution zk, adding one resource if not
K = 3 resources are already in use, and then performing a local search. The best
such augmentation is saved and returned as the new solution zk+1. The Augmented
Solution procedure is described in Algorithm 3.

As a bonus, this approach will generate a Pareto-like solution, stating the expected
outcome of the attack for a given number of resources. Such a solution is very useful
as a decision support for choosing the number of resources to use for an attack. As will
be seen in the forthcoming results, the gain in expected outcome when augmenting an
additional resource decreases as a function of the number of resources already in use.

Algorithm 3 Augmented Solution (AS)

Given Starting solution zk, using k resources, with objective value fk.
Initialize Best found solution zb = zk with objective value fb = fk.

1: for s ∈ S do
2: Find Ms, the number of resources used against unit s in zk.
3: if Ms < K then
4: Let zk+1 = zk but add one resource against unit s.
5: Perform a Post Processing step. zPP = PP(zk+1).
6: If fPP > fb, update best found solution (zb = zPP ).
7: end if
8: end for
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This procedure can be applied to any feasible solution zk using k resources and will
produce a locally optimal solution zk+1 using k + 1 resources. It is thus possible to
find good solutions in the following manner. Initially find a really good solution zk,
which is efficient for very small k, and then use Algorithm 3 to find zk+1. Repeat the
process to find a solution zk+2, and so on until a requested upper limit.

The algorithm performs |S| post processing searches, one for each unit. The time
needed will therefore increase with respect to the number of enemy units. Even so,
Algorithm 3 should spend less time than the Simulated Annealing.

8 Benchmark

In order to test the SA approach, we define a set of problems to be part of a benchmark.
In these tests we like to cover some different characteristics like the number of defending
units and targets units, as well as some different reward settings for these two kinds of
units. A coarse angle discretization of 12 angles, as in Figure 5, is used for all problems
in the benchmark.

It is also interesting to perform a sensitivity analysis with respect to the number of
available resources. Hence all problem instances are solved having from 1 up to 30
resources available. In all, a total of 1080 problem instances are solved.

We also test some other methods to compare with the Simulated Annealing heuristics.
All these features of the benchmark are described in more detail in the upcoming
sections.

8.1 Scenarios and Cases

A total of three different scenarios are considered, where the number and positions
of the defender units differ. Also, for each of these scenarios, four different versions
of positions and number of target units are solved. In all cases, one unit step in the
pictures corresponds to 1 km.

Scenario 1

The first scenario includes two defender units positioned 10 km apart, each with a
defensive radius of 10 km. In the different cases, we consider 5, 7, 8 and 14 target
units respectively, positioned in a fashion similar to Figure 13. The distance between
the target units is 300-500 meters.

Scenario 2

The second scenario includes five defender units positioned in an x-shaped formation
as in Figure 14. In the different cases, we consider 5, 8, 12 and 16 target units
respectively. The distance between the target units is 300-500 meters.
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Figure 13: Test case 114. 2 defender units and 14 target units.
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Figure 14: Test case 216. 5 defender units and 16 target units.
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Scenario 3

The third scenario includes four defender units positioned as in Figure 15. In the
different cases, we consider 5, 8, 12 and 16 target units respectively, and like before
the distance between them is 300-500 meters.
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Figure 15: Test case 316. 4 defender units and 16 target units.

8.2 Rewards

To make sure our model responds to the reward of each unit, we define three different
reward settings. As seen in Table 2, the first setting only premiere target units. It
might still be optimal to attack the defender units though, in order to reduce their
defensive capabilities and thus increase the overall profit.

Table 2: The different reward settings.

Reward

Setting Defender units Target units

1 0 1

2 1 2

3 1 5

In the second setting, defender units are now also considered valuable but only second
to the target units. The third setting is just a different version where the two groups
of units are differentiated even more.
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8.3 Tests

Here follows a short description of all tests performed in the benchmark.

Optimistic and pessimistic model

The Optimistic and Pessimistic models presented in Sections 2.5 and 2.6 are easily
solved using some linear IP solver, in our case CPLEX. These solutions provide an
upper and lower bound on the objective value and are found in fractions of a second.
In order to improve the lower bound, the pessimistic solution provided by the solver
is simply evaluated using the real objective. This simple action improves the bound
significantly and is also done instantly.

Moreover, if a local search is performed from the pessimistic solution, an even better
(at least as good) solution is found. This comes with the cost of one local search, which
might take up to half a minute depending on the size of the instance and depending on
how many improvements that are done. The Post Processing (PP) procedure described
in Algorithm 2 is used. In all, this is fairly inexpensive and improves the bound even
more in most cases.

Random solutions with and without local search

These experiments generate feasible solutions in a random fashion. Each solution is
evaluated and the best found solution is returned. In the first test, 5000 solutions are
generated and evaluated. This is fairly inexpensive timewise, which can be seen in the
results later on.

The second test generates 100 feasible solutions and a local search (Post processing)
is performed from each solution. Compared to first test, this is a quite expensive
approach. The time used to perform 100 local searches widely exceeds the time for
generating and evaluating 5000 feasible solutions, but superior solutions are expected.

Simulated Annealing

The SA heuristic has already been described in detail in Section 7.2 and Algorithm 1.
This is a fairly expensive method, but should generate the best quality solutions of all
methods.

Augmented Solution

Using the locally improved pessimistic solution for k = 2 resources, this test simply
applies Algorithm 3 to augment one resource at a time, finally solving the problem
with the maximum number of resources. The procedure should generate near-optimal
solutions to the cost of a Post processing step for each new resource.
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9 Results

In this section, we present some results and conclusions for the different approaches
discussed in Section 8. A limited but representative number of graphs are shown.

9.1 Case 105

To analyse the results of the benchmark, we take a closer look at Case 105 where we
have 2 defender units and 5 target units, positioned as in Figure 16.
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Figure 16: Test case 105. 2 defender units and 5 target units.

In the upcoming sections, we present and analyze the result for the different reward
settings.

A typical solution

In Figure 17 we see a graphical representation of the best found solution for Case 105
with reward setting 3 and 14 resources available. Both defender units, numbers 1
and 2, are attacked by tactic 5 which means 3 resources from different directions.
Target units 5 and 6 are attacked using tactic 4, were 2 resources attack from opposite
directions. Target unit 3 is attacked using tactic 2, i.e. 2 resources from the same
direction, indicated by the dashed line. Finally, target units 4 and 7 are attacked by
a single resource respectively.

The solutions are not always intuitive at first glance. For example, one of the attack
paths toward unit 1 intersects the defensive area of unit 2 for a long distance, and vice
versa. Is it not better to attack with all 3 resources from the same angle and avoid
the defense of the other defender unit?

The explanation is logical. Consider the resource attacking defender unit 1. By trav-
eling inside the defensive area of defender unit 2, some of the defensive capabilities of
unit 2 will be allocated against this resource. As one of three resources taking part
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of the attack against unit 1, the total expected probability of success will be quite
high even though this specific resource face great danger. In this way, the defensive
capabilities available for unit 1 to use against other resources are reduced, and the
overall objective will gain from it.
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Figure 17: Test case 105. 2 defender units and 5 target units. The solution requires 14
resources, who are used in different ways, according to the tactics used.

Figure 18 shows a graphical representation of the best found solution for the same case
but with 17 resources available. The objective is improved somewhat, but not much.
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Figure 18: Test case 105. 2 defender units and 5 target units. The solution requires 17
resources, who are used in different ways, according to the tactics used.
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Reward setting 1

The use of reward setting 1, i.e. reward 0 for all defender units and reward 1 for all
target units, render the result seen in Figure 19. The x-axis represents the number of
resources available and the y-axis the corresponding objective values.

The blue lines represent the upper and lower bounds found by CPLEX, where the
pessimistic solutions have been evaluated using the real objective function. The green
dots represent the pessimistic value given by CPLEX.

The black dots, found in between the blue lines, are the locally improved pessimistic
solutions. We can see that for most of the instances, this improvement is substantial.
The black line with crosses indicate the best found solutions from the SA heuristic.

The red line with dots show the result of the Augmented Solution approach. The
solutions are in general the best ones found for all instances, sometimes coinciding
with the Simulated Annealing solutions. The magenta colored lines show the range
for the 100 local searches performed, together with a cross indicating the best objective
of the 5000 solution generated in the other test.

Reward settings 2 and 3

Similar results compared with reward setting 1. The same behaviour can be observed
in Figure 20 and Figure 21 respectively. Obviously, the objective value itself differs
due to the different reward settings, but the overall trend is the same.

Time Case 105

In Figure 22, we find the solution times in minutes for the different tests. The results
are the mean over the three different reward settings, as they were all very similar.

The time needed for CPLEX to find all optimistic and pessimistic solutions are less
than a second, even though each problem is solved 30 times. The local search for each
pessimistic solution do take some time, but varies from a few seconds as for this case
up to at most 30 seconds for big instances where 12-16 units are involved. This is
found in Figure 22 as the small red bars, not even visible for some of the instances.

To generate and evaluate 5000 feasible solutions take about 5-15 seconds, seen as
the blue bars. Even though the solution time is relatively quick, the results are not
very promising as seen in Figures 19-21. For some of the instances (5,10,15 and 20
resources), 100 feasible solutions have been generated and evaluated, followed by a
local search. Solution times are represented by the yellow bars, and as seen, this
approach is quite time consuming.

The pink (magenta) bars represent solution times for the SA heuristic, and are around
1.5 minutes. Although considerably more expensive than the first two approaches, SA
provides in general very good solutions. The difference in objective value is sometimes
significant compared with the other methods, and the additional time might be well
spent. It is also possible to stop the SA heuristic at any time, opening up for the
alternative of running it as long as time permits.
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Figure 19: Test case 105. 2 defender units and 5 target units. To get a better view, the
lower picture provides a zoom of the black box from the upper picture, the
area of interest.
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Figure 20: Test case 105. 2 defender units and 5 target units.
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Figure 21: Test case 105. 2 defender units and 5 target units.
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Figure 22: Test case 105. 2 defender units and 5 target units.

Finally, the green bars show the solution time for the Augmented Solution algorithm
which provides the best solutions. Since this method builds a solution recursively, the
solution times are accumulated over the number of resources. So even though each
step is time efficient, the total time to find a solution for many resources, say R, do get
expensive, but at the same time all solutions using up to R resources are generated.

All implementations are done in MATLAB at the moment. If implemented in a more
efficient language, the computation times would most certainly decrease significantly.

9.2 Remarks Case 105

The behaviour is very similar for the different reward settings. The upper and lower
bounds found by CPLEX are not extremely tight for 1-15 resources, but improves after
the local search. For this small case, involving a total of 7 units, using more than 15
resources is not very interesting. As seen in the graphs, the optimistic and pessimistic
bounds are tight.

For larger instances, with 10-20 units involved, the situation is somewhat different.
We do suspect that the lower bound is near optimal for up to 10 resources, and that
the strength of the upper bound improves with an increasing number of resources. For
instances where 10-20 resources are available, none of the bounds seems to be tight.
This can be seen in the results for Case 212, found in the Appendix on page 190.

The random generation of 5000 feasible solutions is not very successful, most of the
time far worse than the locally improved pessimistic solution. The best found solutions
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of 100 local searches are on the other hand quite impressive, ranging from comparable
with the lower bound up to the overall best found solution, even better than the
solution provided by Simulated Annealing.

The Simulated Annealing algorithm performs very well, and provide solutions compa-
rable with the Augmented Solution approach, but requires comparable long time for
moderate number of resources. The Augmented Solution approach do find the best
found solutions most of the time, only beaten by the SA method on single occasions,
but requires even more time than the SA algorithm when considering many resources.

9.3 Summary of Benchmark Results

The analysis of Case 105 is representative for all scenarios and cases. To compare
results for the 12 different scenarios, the objective values are normalized with respect
to the optimistic value found for each instance. The mean objective for each method is
then presented in Figure 23, and also in Table 3 for some specific number of resources.
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Figure 23: Mean of normalized objective values for all methods.

The Augmented Solution approach is the most stable of all solution methods, providing
top quality solutions for all different scenarios and reward settings. The Simulated An-
nealing method is also very successful, with a clear second place after the Augmented
Solution approach.

The random generation of a large number of feasible solutions is not successful at all,
even beaten by the locally improved pessimistic solutions when using few resources.
The 100 local search approach, Heavy Statistic, do provide excellent results but is very
time consuming. This approach is 100% parallelizable though, so if computer power
is no issue Heavy Statistic is a good and straightforward alternative.

160



Effect Oriented Planning

Table 3: Mean objective values for each method. Best values are boldfaced and second
best values are emphasized.

Resources

Method 5 10 15 20 25 30

Opt. CPLEX 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000

Pess. Exact 0.6702 0.7691 0.8399 0.8894 0.9209 0.9463

Pess. Post 0.6893 0.8300 0.9023 0.9522 0.9737 0.9834

Sim. Ann. 0.6845 0.8545 0.9369 0.9840 0.9918 0.9940

Aug. Sol. 0.6999 0.8599 0.9382 0.9852 0.9941 0.9988

Stat. Light 0.6185 0.7786 0.8771 0.9472 0.9506 0.9696

Stat. Heavy 0.6793 0.8514 0.9338 0.9824 0.9882 0.9926

Because of the long calculation times required for a single run of the SA method,
it is only competitive with the Augmented Solution approach when seeking a single
solution for one specific number of resources, which also needs to be quite large.
Otherwise, the Augmented Solution approach provides both better calculation times
and solution quality, with the extra feature of providing a whole set of solutions. In
all, the Augmented Solution is the clear winner.

For a comprehensive list of results, we refer to Section 12 on page 171, found in the
Appendix.

10 Conclusions and Future Work

In this paper, we have introduced and defined a mission planning problem. The
mathematical model of the problem is presented, and the complex objective function
is analyzed in detail. This results in a generic model, later used to derive optimistic
and pessimistic models. Such models are an important tool since they provide upper
and lower bounds on the objective value, hence limiting the uncertainty of the quality
of solutions.

However, in order to solve real life problem sizes, it is necessary to use heuristic meth-
ods. We have proposed a Simulated Annealing heuristic and an Augmented Solution
method to solve this difficult problem. The methods were tested on a benchmark of
problems, along with some other methods, and the results are very promising.

Solution times are quite slow for the SA algorithm, but a more professional imple-
mentation of the heuristic will surely improve them substantially. The Augmented
Solution method has good solution times as it is, but they can surely be improved
as well. All methods are generic and can handle different objective functions. It is
actually sufficient to provide a black-box function to call whenever the objective needs
to be evaluated. Hence, if the assumptions in Section 3 are inadequate, or needs to be
modified in any way, the given framework will still be applicable.
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Future Work

Consequently, this paper has focused on the development of a planning system only
considering target scene parameters such as unit location and defense system descrip-
tion, and how they react upon attack. Resource performance is certainly included in
the analysis but just in the sense of a static set up of effect-on-target as a function of
tactics, and the ability to survive in a surface-to-air defense system environment.

This approach is carefully chosen to comply with future command and control doc-
trines which promote a separation of effect planning and resource allocation planning.

To extend the mission scope we can include planning aspects of the platform. Route
planning can be conducted in a flexible way with its own objectives to conclude the
overall mission success. Obvious aspects are minimizing radar cross section exposure
during route phase, and minimize time to target, i.e. explore hiding possibilities or by
clever surveillance tactics during the cruise phase.

Also, since there is a strong separation, firing platforms must not be given in advance,
instead maximizing the effect of the target area can be the driver to find the best
platforms from a larger set.

Based on this fact, future work could address at least two obvious scenarios:

- The first case is when the target scene is known and there are a predefined
number of platforms where route planning is included in the overall mission.

- A second case consider when several platforms are available. In this case we
must allocate good firing units from a set of platforms but also decide firing
position and route planning.

An obvious continuation from our work within this paper, is to investigate the coupling
between route and effect planning. If this is solved properly a large step is taken to
control and comprise vital aspects of ground attack planning.
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Appendix

The appendix consists of two parts. In the first section, the full NLIP and MILP
mathematical models are given, and in the second part a comprehensive collection of
benchmark results are presented.

11 Mathematical Models

In this section, we introduce the full NLIP and MILP mathematical models.

It should be stated that if one aims at solving the problem using some meta-heuristic,
it suffices to consider constraints (1) and (2), i.e. the generic problem described on
page 125. These are the only real constraints of the problem, all the rest are used to
model the behaviour of the units with defensive capabilities and are uniquely defined
for a given attack plan z.

11.1 The Non-Linear Integer Programming Model

For the general model presented here we assume limiting values for both parameter Fi
and parameter Gi. Although, since the parameters Mi, Gi, Ci and Fi are known in
advance, it is possible to check whether Mi ≤ Gi or Ci ≤ Fi, or both, for each unit
i ∈ S̄. If so, many constraints are redundant and some variables are unnecessary, and
it is possible to reformulate some constraints in order to avoid extra work.

All constraints are linear, it is only the nasty objective which makes the problem
extremely non-linear. Constraints (1) and (2), found already in the generic model,
make sure we use no more resources than available and that each unit s is attacked
at most once. All other constraints are divided into five groups, and a thorough
description of each group can be found in Section 4.2.

11.2 The Mixed-Integer Linear Programming Model

Using the linear approximations derived in Section 5, the nasty objective is reformu-
lated and a Mixed Integer Linear Programming (MILP) problem is presented. All
constraints from the NILP model is kept, but the objective function is reformulated
and additional constraints and variables for the piecewise linear approximations are
added.
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11.3 Notation

Parameters

given

R total resource available, the amount of resources.

rs reward (value/price) of unit s.

nt # resources used by tactic t.

Vt # angles used by tactic t.

mt # resources/angle used by tactic t.

Ci number of defensive channels for unit i ∈ S̄.

Fi maximum number of defensive channels against a path.

Gi maximum number of paths that unit i can engage.

ρi radius of defense for unit i.

dit # defensive channels used by unit i when attacked by tactic t.

pst probability that a resource survives the defense of unit s when

part of tactic t.

LY number of linear pieces in the approximation of Function (I).

LX number of linear pieces in the approximation of Function (II).

pre-processed

K maximum number of resources/angle, i.e. max{mt, t = 1, . . . |T |}.
Mi maximum number of engagement paths that passes by unit i.

Avtw 1 if path (s, v) is active when the combination of tactic t

and angle w is used against some unit s, where w ∈ Wst.

disv distance from unit i to center point of path (s, v) inside ρi.

δisv 1 if disv < ρi. Indicates which paths unit i might engage.

Used to define set ∆i.

risv ranking of paths (s, v) passing by each unit i, where δisv = 1.

The shorter distance disv, the closer to the unit and lower ranking.

pik probability pst, defined only for units i ∈ S̄, where Vt = 1

and mt = k, for k = 1, . . . ,K.

pkisv probability of surviving the defense of unit i for a resource

on path (s, v) who is part of an attack t where mt = k.

Definitions

engagement path (s, v) := the line emanating from unit s at angle v.

attack plan z := a collection of z-variables, one for each unit s,

which defines a tactic t and angle w.
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Sets

given

S, T , V set of units S, tactics T and angle discretization V.

S̄ set of units with defensive capabilities. Subset of S.

pre-processed

Wst set of feasible angles w for tactic t against unit s.

∆i set of paths (s, v) that passes by unit i ∈ S̄.

Ri set of triplets (i, sv, s̄v̄) where risv < ris̄v̄.

linearization

LX the set {1, . . . , LX}.
L−1
X the set {1, . . . , LX − 1}.

Variables

integer

Bi number of active engagement paths (s, v) passing by unit i.

Di residual defensive capacity for unit i.

Si slack variable for the residual defense quota for unit i.

Ni help variable, Ni = min{Bi, Gi}.
uisv number of defensive channels that unit i will use against

resources on path (s, v).

ukisv equal to uisv if nsvk = 1, zero otherwise.

Nsv number of resources on path (s, v).

binary

zstw 1 if unit s is attacked using tactic t and angle w, where w ∈ Wst.

xsv 1 if any resource travels toward unit s on path (s, v).

nsvk 1 if Nsv = k, zero otherwise.

yi 1 if Bi ≥ Di for each unit i.

qi 1 if Di ≤ Fi ·min{Gi, Bi} for each unit i.

zi 1 if Bi ≥ Gi for each unit i.

Uisv 1 if unit i will use any defensive channel against path (s, v).

linearization

Pstw linearized approximation of pkill
stw(z).

Ystw input argument to the approximation of Function (I).

Y stv function value of the approximation of Function (II).

Xstv input argument to the approximation of Function (II).

λstwl weight of each linear piece for Function (I).

αstvl weight of each linear piece for Function (II).

πstvl binary variable used to force certain αstvl to zero or one .
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The Non-Linear Integer Programming Model

max
∑
s∈S

[∑
t∈T

∑
w∈Wst

pkill
stw(z) · zstw

]
· rs [NLIP ]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)

∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

I ∑
t

∑
w∈Wst

Avtw · zstw = xsv ∀ s, v (3)

Ci −
∑
t

∑
w∈Wit

dit · zitw = Di ∀ i ∈ S̄ (4)

∑
(s,v)∈∆i

xsv = Bi ∀ i ∈ S̄ (5)

∑
s

∑
v

uisv + Si = Di ∀ i ∈ S̄ (6)

II

Di − Fi ·Ni + (FiMi) · qi ≥ Si ∀ i ∈ S̄ (7a)

Di − Fi ·Ni ≤ Si ∀ i ∈ S̄ (7b)

Ci · (1− qi) ≥ Si ∀ i ∈ S̄ (7c)

Fi ·Ni + Ci · (1− qi) ≥ Di ∀ i ∈ S̄ (8a)

Di − 1 + (FiMi + 1) · qi ≥ Fi ·Ni ∀ i ∈ S̄ (8b)

Di +Mi · yi ≥ Bi ∀ i ∈ S̄ (9a)

Bi + Ci · (1− yi) ≥ Di ∀ i ∈ S̄ (9b)

Gi ≥ Ni ∀ i ∈ S̄ (10a)

Bi ≥ Ni ∀ i ∈ S̄ (10b)

Gi −Mi · (1− zi) ≤ Ni ∀ i ∈ S̄ (10c)

Bi −Mi · zi ≤ Ni ∀ i ∈ S̄ (10d)
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III

Fi · Uisv ≥ uisv ∀ i, (s, v) ∈ ∆i (11a)

Fi · xsv ≥ uisv ∀ i, (s, v) ∈ ∆i (11b)

1 + (Fi − 1) · (1 + zi − yi) ≥ uisv ∀ i, (s, v) ∈ ∆i (12)

uisv + Fi · (1− xsv) ≥ uis̄v̄ ∀ i, (sv, s̄v̄) ∈ Ri (13a)

Uisv + (1− xsv) ≥ Uis̄v̄ ∀ i, (sv, s̄v̄) ∈ Ri (13b)

uis̄v̄ + 1 + (Fi − 1) · (1− Uis̄v̄) ≥ uisv ∀ i, (sv, s̄v̄) ∈ Ri (14)

Fi · (Uisv − qi) ≤ uisv ∀ i, (s, v) ∈ ∆i (15)

Uisv ≤ xsv ∀ i, (s, v) ∈ ∆i (16)∑
(s,v)∈∆i

Uisv = Ni ∀ i ∈ S̄ (17)

IV ∑
t

∑
w∈Wst

Avtw ·mt · zstw = Nsv ∀ s ∈ S, v ∈ V (18)

K∑
k=1

k · nsvk = Nsv ∀ s ∈ S, v ∈ V (19)

K∑
k=1

nsvk ≤ 1 ∀ s ∈ S, v ∈ V (20)

K∑
k=1

ukisv = uisv ∀ i, (s, v) ∈ ∆i (21)

Fi · nsvk ≥ ukisv ∀ i, (s, v) ∈ ∆i

k = 1, . . . ,K (22)

X

Bi, Di, Ni, uisv, u
k
isv, Nsv, Si ∈ Z+ ∀ i, s, v, k (30)

zstw, xsv, yi, qi, zi, nsvk, Uisv ∈ {0, 1} ∀ i, s, t, v, w, k (31)
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The Mixed Integer Linear Programming Model

max
∑
s

∑
t

∑
w∈Wst

rs · Pstw [MILP ]

s.t.
∑
s

∑
t

∑
w∈Wst

nt · zstw ≤ R (1)

∑
t

∑
w∈Wst

zstw ≤ 1 ∀ s ∈ S (2)

I ∑
t

∑
w∈Wst

Avtw · zstw = xsv ∀ s, v (3)

Ci −
∑
t

∑
w∈Wit

dit · zitw = Di ∀ i ∈ S̄ (4)

∑
(s,v)∈∆i

xsv = Bi ∀ i ∈ S̄ (5)

∑
s

∑
v

uisv + Si = Di ∀ i ∈ S̄ (6)

II

Di − Fi ·Ni + (FiMi) · qi ≥ Si ∀ i ∈ S̄ (7a)

Di − Fi ·Ni ≤ Si ∀ i ∈ S̄ (7b)

Ci · (1− qi) ≥ Si ∀ i ∈ S̄ (7c)

Fi ·Ni + Ci · (1− qi) ≥ Di ∀ i ∈ S̄ (8a)

Di − 1 + (FiMi + 1) · qi ≥ Fi ·Ni ∀ i ∈ S̄ (8b)

Di +Mi · yi ≥ Bi ∀ i ∈ S̄ (9a)

Bi + Ci · (1− yi) ≥ Di ∀ i ∈ S̄ (9b)

Gi ≥ Ni ∀ i ∈ S̄ (10a)

Bi ≥ Ni ∀ i ∈ S̄ (10b)

Gi −Mi · (1− zi) ≤ Ni ∀ i ∈ S̄ (10c)

Bi −Mi · zi ≤ Ni ∀ i ∈ S̄ (10d)
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III

Fi · Uisv ≥ uisv ∀ i, (s, v) ∈ ∆i (11a)

Fi · xsv ≥ uisv ∀ i, (s, v) ∈ ∆i (11b)

1 + (Fi − 1) · (1 + zi − yi) ≥ uisv ∀ i, (s, v) ∈ ∆i (12)

uisv + Fi · (1− xsv) ≥ uis̄v̄ ∀ risv < ris̄v̄ (13a)

Uisv + (1− xsv) ≥ Uis̄v̄ ∀ risv < ris̄v̄ (13b)

uis̄v̄ + 1 + (Fi − 1) · (1− Uis̄v̄) ≥ uisv ∀ risv < ris̄v̄ (14)

Fi · (Uisv − qi) ≤ uisv ∀ i, (s, v) ∈ ∆i (15)

Uisv ≤ xsv ∀ i, (s, v) ∈ ∆i (16)∑
(s,v)∈∆i

Uisv = Ni ∀ i ∈ S̄ (17)

IV ∑
t

∑
w∈Wst

Avtw ·mt · zstw = Nsv ∀ s ∈ S, v ∈ V (18)

K∑
k=1

k · nsvk = Nsv ∀ s ∈ S, v ∈ V (19)

K∑
k=1

nsvk ≤ 1 ∀ s ∈ S, v ∈ V (20)

K∑
k=1

ukisv = uisv ∀ i, (s, v) ∈ ∆i (21)

Fi · nsvk ≥ ukisv ∀ i, (s, v) ∈ ∆i

k = 1, . . . ,K (22)
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V

zstw ≥ Pstw ∀ s, t, w (23)

LY∑
l=1

p̄l · λstwl + p̄0 ≥ Pstw ∀ s, t, w (24a)

LY∑
l=1

ȳl · λstwl + ȳ0 = Ystw ∀ s, t, w (24b)

Vt∑
j=1

mt · Y stwj = Ystw ∀ s, t, w (25)

LX∑
l=1

ŷl · αstvl + ŷ0 = Y stv ∀ s, t, v (26a)

LX∑
l=1

x̂l · αstvl + x̂0 = Xstv ∀ s, t, v (26b)

αstvl ≤ πstvl ∀ s, t, v, l ∈ LX (26c)

πstv(l+1) ≤ αstvl ∀ s, t, v, l ∈ L−1
X (26d)

∑
i∈S̄
i6=s

K∑
k=1

LPkisv · ukisv + LPst ≥ Xstv ∀ s, t, v (27)

VI

(1− zstw) ≤ λstwl ∀ s, t, w, l ∈ LY (28)

−10 · (1− zstw) ≥ Xstwj ∀ s, t, w, j ∈ Vt (29)

X

Bi, Di, Ni, uisv, u
k
isv, Nsv, Si ∈ N+ ∀ i, s, v, k ∈ K (30)

zstw, xsv, yi, qi, zi, nsvk, Uisv ∈ {0, 1} ∀ i, s, t, v, w, k (31)

Pstw, λstwl, αstvl ∈ [0, 1] ∀ s, t, v, w, l (32)

Ystw, Y stv, Xstv ≤ 0 ∀ s, t, v, w (33)

πstvl ∈ {0, 1} ∀ s, t, v, l ∈ LX (34)

170



Effect Oriented Planning

12 Comprehensive Results

Here follows a complete set of graphs for all Scenarios and Cases considered in the
benchmark. In all result graphs, the x-axis represents the number of resources avail-
able, while the y-axis correspond to objective values or solution times in minutes.

Defender Unit Settings

For this benchmark, all defender units have identical defensive capabilities. They have
a 10 km defensive radius in which they can defend themselves, and other units, using
one or more of their 8 defensive channels. Table 4 defines the probability of success
for each resource part of the considered tactics, along with the number of defensive
channels occupied.

Table 4: Full characteristics of all considered tactics.

Defenders Targets Tactics

t pit dit pst nt Vt mt

1 0.700 2 0.999 1 1 1

2 0.736 3 0.999 2 1 2

3 0.753 4 0.999 3 1 3

4 0.776 3 0.999 2 2 1

5 0.830 6 0.999 3 3 1

At most Gi = 3 number of active paths might be engaged and no more than Fi =
4 defensive channels can be used against a single engagement path. Further, the
defensive parameters θik = 0.7 and βik = 2 for all units i ∈ S̄ and k = 1, . . . ,K.

Objective value graphs

Starting with result graphs for the objective, the upper and lower blue lines represent
the optimistic and pessimistic bounds found by CPLEX, where the pessimistic solu-
tions have been evaluated using the real objective function. The green dots represent
the pessimistic value given by CPLEX.

The black dots, found in between the blue lines, are the local search improved solutions.
We can see that for most of the instances, this improvement is substantial. The black
line with crosses indicate the best found solutions from the SA heuristic. The red line
with dots show the result of the Augmented Solution approach.

The magenta colored lines show the range for the 100 local searches performed, to-
gether with a cross indicating the best objective of the 5000 solution generated in the
other test.
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Solution Time graphs

Solution times for CPLEX to find all the optimistic and pessimistic solutions are
instant. The local search for each pessimistic solution do take some time, and the
solution times are represented by the small red bars, not even visible for some of the
instances.

The blue bars represent the time needed to generate and evaluate 5000 feasible solu-
tions. Solution times for generation and evaluation of 100 feasible solutions, followed
by a local search, are represented by the yellow bars. Since this is extremely time
consuming for most instances, they are only found for 5, 10, 15 and so on up to 30
resources for the biggest scenarios.

The magenta bars represent solution times for the SA heuristic. Finally, the green
bars show the solution time for the Augmented Solution algorithm.

The MILP formulation

The MILP model, presented in the previous section, is not very helpful in practice.
Even for a small sized problem including 5 units, it takes CPLEX considerable time
(hours) to solve the model to optimality. Although good solutions are found quickly,
the duality gap is closed slowly, and memory becomes an issue as well. Even if one
had several hours or days at hand, the memory requirements would be substantial.

In order for the linearization to be accurate enough to be helpful, at least 10 to 15
line segments are needed for each of the approximations. This yields a lot of extra
variables to the model, where some of them are binary, which introduces even more
branching possibilities than before.

It would be interesting to tailor a restricted model, for situations where there are few
resources compared to the number of units with positive reward. For such cases, it is
most probable that only tactic 1 will be used in the optimal solution. And even if this
is not optimal, such a model still provides valid pessimistic solutions.

Scenarios

A total of three different scenarios are considered, where the number and positions of
the defender units differ. Also, for each of these scenarios, four different versions of
positions and number of target units are solved.

Each of these 12 cases are solved for many different number of resources, ranging from
1 to 30 available resources. The distance between the target units is between 300-500
meters.
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Scenario 1

The first scenario includes two defender units positioned 10 km apart, each with a
defensive radius of 10 km. One unit in the picture corresponds to 1 km. In the
different cases, we consider 5, 7, 8 and 14 target units respectively.
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Case 107:   2 Defender units  and  7 Target units
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Case 114:   2 Defender units  and  14 Target units

Figure 24: Scenario 1 and the 4 different cases. The top left figure presents Case 105
with 5 target units, represented by the blue dots, followed by Case 107 to the
right. The bottom left figure is Case 108 and to the right Case 114.
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Scenario 2

The second scenario includes five defender units positioned in an x-shaped formation,
each with a defensive radius of 10 km. One unit in the picture corresponds to 1 km.
In the different cases, we consider 5, 8, 12 and 16 target units respectively.
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Case 205:   5 Defender units  and  5 Target units
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Case 208:   5 Defender units  and  8 Target units
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Case 212:   5 Defender units  and  12 Target units
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Case 216:   5 Defender units  and  16 Target units

Figure 25: Scenario 2 and the 4 different cases. The top left figure presents Case 205
with 5 target units, represented by the blue dots, followed by Case 208 to the
right. The bottom left figure is Case 212 and to the right Case 216.
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Scenario 3

The third scenario includes four defender units, each with a defensive radius of 10 km.
One unit in the picture corresponds to 1 km. In the different cases, we consider 5, 8,
12 and 16 target units respectively.
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Case 305:   4 Defender units  and  5 Target units
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Case 308:   4 Defender units  and  8 Target units
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Case 312:   4 Defender units  and  12 Target units
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Case 316:   4 Defender units  and  16 Target units

Figure 26: Scenario 3 and the 4 different cases. The top left figure presents Case 305
with 5 target units, represented by the blue dots, followed by Case 308 to the
right. The bottom left figure is Case 312 and to the right Case 316.
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12.1 Case 105
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Figure 27: Test case 105. 2 defenders and 5 targets.
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Figure 28: Test case 105. 2 defenders and 5 targets.
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Figure 29: Test case 105. 2 defenders and 5 targets.
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Figure 30: Test case 105. 2 defenders and 5 targets.
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12.2 Case 107
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Figure 31: Test case 107. 2 defenders and 7 targets.
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Figure 32: Test case 107. 2 defenders and 7 targets.
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Figure 33: Test case 107. 2 defenders and 7 targets.
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Figure 34: Test case 107. 2 defenders and 7 targets.
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Figure 35: Test case 108. 2 defenders and 8 targets.
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Figure 36: Test case 108. 2 defenders and 8 targets.
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Figure 37: Test case 108. 2 defenders and 8 targets.
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Figure 38: Test case 108. 2 defenders and 8 targets.
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Figure 39: Test case 114. 2 defenders and 14 targets.
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Figure 40: Test case 114. 2 defenders and 14 targets.
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Figure 41: Test case 114. 2 defenders and 14 targets.
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Figure 42: Test case 114. 2 defenders and 14 targets.
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Figure 43: Test case 105. 2 defenders and 5 targets.
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Figure 44: Test case 107. 2 defenders and 7 targets.
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Figure 45: Test case 108. 2 defenders and 8 targets.
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Figure 46: Test case 114. 2 defenders and 14 targets.
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Figure 47: Test case 205. 5 defenders and 5 targets.
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Figure 48: Test case 205. 5 defenders and 5 targets.
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Figure 49: Test case 205. 5 defenders and 5 targets.
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Figure 50: Test case 205. 5 defenders and 5 targets.
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Figure 51: Test case 208. 5 defenders and 8 targets.
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Figure 52: Test case 208. 5 defenders and 8 targets.
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Figure 53: Test case 208. 5 defenders and 8 targets.
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Figure 54: Test case 208. 5 defenders and 8 targets.
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Figure 55: Test case 212. 5 defenders and 12 targets.
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Figure 56: Test case 212. 5 defenders and 12 targets.
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Figure 57: Test case 212. 5 defenders and 12 targets.
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Figure 58: Test case 212. 5 defenders and 12 targets.
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Figure 59: Test case 216. 5 defenders and 16 targets.
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Figure 60: Test case 216. 5 defenders and 16 targets.
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Figure 61: Test case 216. 5 defenders and 16 targets.
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Figure 62: Test case 216. 5 defenders and 16 targets.
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Figure 63: Test case 205. 5 defenders and 5 targets.
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Figure 64: Test case 208. 5 defenders and 8 targets.

194



Effect Oriented Planning

Time Case 212

0 5 10 15 20 25 30
0

5

10

15

20

25

30

35

40

Resources

T
im

e
 (

m
in

)

Case 212:   5 Defender units  and  12 Target units

 

 

Heavy Stat

Simulated Annealing

Light Stat

Pessimistic Post

Augmented Solution

Figure 65: Test case 212. 5 defenders and 12 targets.
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Figure 66: Test case 216. 5 defenders and 16 targets.
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Figure 67: Test case 305. 4 defenders and 5 targets.
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Figure 68: Test case 305. 4 defenders and 5 targets.
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Figure 69: Test case 305. 4 defenders and 5 targets.
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Figure 70: Test case 305. 4 defenders and 5 targets.
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Figure 71: Test case 308. 4 defenders and 8 targets.
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Figure 72: Test case 308. 4 defenders and 8 targets.
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Figure 73: Test case 308. 4 defenders and 8 targets.
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Figure 74: Test case 308. 4 defenders and 8 targets.
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Figure 75: Test case 312. 4 defenders and 12 targets.

Reward setting 1

0 5 10 15 20 25 30
0

2

4

6

8

10

12

Resources

E
x

p
e

c
te

d
 R

e
w

a
rd

Case 312:   4 Defender units (r=0),  12 Target units (r=1)

 

 

Optimistic CPLEX

Pessimistic CPLEX

Pessimistic Exact

Pessimistic Post

Simulated Annealing

Augmented Solution

Statistic Light Maximum

Statistic Heavy

Statistic Heavy Median

Figure 76: Test case 312. 4 defenders and 12 targets.
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Figure 77: Test case 312. 4 defenders and 12 targets.
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Figure 78: Test case 312. 4 defenders and 12 targets.
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Figure 79: Test case 316. 4 defenders and 16 targets.
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Figure 80: Test case 316. 4 defenders and 16 targets.
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Figure 81: Test case 316. 4 defenders and 16 targets.
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Figure 82: Test case 316. 4 defenders and 16 targets.
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Figure 83: Test case 305. 4 defenders and 5 targets.
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Figure 84: Test case 308. 4 defenders and 8 targets.
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Figure 85: Test case 312. 4 defenders and 12 targets.
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Figure 86: Test case 316. 4 defenders and 16 targets.
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Aircraft Mission Planning

Nils-Hassan Quttineh∗, Kristian Lundberg∗

Kaj Holmberg∗, and Torbjörn Larsson∗

Abstract This paper deals with a Military Aircraft Mission Planning Problem, where
the problem is to find time efficient flight paths for a given aircraft fleet that should
attack a number of ground targets. Due to the nature of the attack, two aircraft need
to rendezvous at the target, that is, they need to be synchronized in both space and
time. At the attack, one aircraft is launching a guided weapon, while the other is illu-
minating the target. Each target is associated with multiple attack and illumination
options. Further, there may be precedence constraints between targets, limiting the
order of the attacks. The objective is to maximize the outcome of the entire attack,
while also minimizing the mission time span. We present two mathematical models for
this problem and compare their efficiency on some small test cases. We also provide
some heuristic approaches since direct application of a general MIP solver to the math-
ematical model is only practical for smaller scenarios. The heuristics are compared
and they successfully provide solutions to a number of scenarios.

Keywords: Aircraft Routing, Generalized Vehicle Routing Problem, Precedence,
Synchronization, Military Operations Research, Decision Support.

1 Introduction

Military Mission planning is a complex task with a lot of interactions and prerequisites
in both time and space. A mission plan shall be seen upon as a proposed sequence of
actions that fulfills mission requirements from a higher hierarchical instance, and the
smooth cooperation with own forces and other missions. Essential mission require-
ments are also provided by the rules of engagement, which in short refers to general
permissions under the employment of military action.

As a consequence a mission plan holds the fundamental information for success and
act as a ’map’ in the phase of conduction. Objectives and constraints in the plan must
be strictly met in order to synchronize and keep safety of own troops and equipment as
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Linköping, Sweden.
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well as a clear situation assessment throughout the mission. A lot of ’pieces’ must work
together like a clockwork and when they don’t actions must be taken to coordinate and
re-plan the mission or parts of the mission. As a high hierarchy commander, situation
awareness is critical as well as fast and effective planning/replanning capability. He or
she gets valid information about ongoing actions in time and space and when needed,
replanning is ordered based on a best knowledge of what to do and when. So, solid
intelligence and robust planning are the backbone of successful mission conduction.

In an analogous manner an Air-to-Ground mission plan can also be seen as a syn-
chronizer. Single aircraft missions with sets of tasks shall encountering a common
time frame, and synchronization with other troops and weapon platforms, avoiding
no-fly zones and finally cope with general rules of engagements. At a first sight the
complexity of all these factors can easily become overwhelming. How can we carry
out a mission space parametrization? How can aircraft interact tactically with each
other and with other instances, and how can we formulate a mathematical model and
a solution method to cover and solve this scope in a reasonable time frame?

The following paper will systematically work through these questions and eventually
formulate a framework for an Air-to-ground mission decision support tool, including
target sequencing, allocation and routing.

Strategic

Go / NoGo

Air−Force
Planning Division

ATO:

Timing

Target allocation

Figure 1: Planning hierarchy where an Air Traffic Order (ATO) is pushed down to the
operative level.

Initially as described in Figure 1 the operational planning phase begins upon the re-
ceipt of a mission order that includes a detailed description of the target scene, required
target effect objectives (e.g. destroyed or neutralized) and exact timing requirements.
Tactical information is also described as Forward Line of Own Troops (FLOT), Target
scene entrance- and exit points and known surface-to-air missile sites (SAM-sites) as
well as protected objects not to be touched by the attacks, like hospitals and schools.

All this information is collectively given in a so called ATO — an Air Task Order. The
planning task is now to effectively sequence, allocate and route aircraft according to the
ATO with a Go/NoGo feedback and produce plans with high fulfillment of objectives.
If an ATO is badly stated the planning activity shall reveal that and return a ’NoGo’.
A replanning becomes necessary at the strategic level and eventually a new, more well
stated ATO is constructed and delivered. It is a strong must that operational planning
not becomes a time lag. Functions and IT systems for fast operational planning is
therefore of utmost importance to effectively link the operational and tactical level.
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Figure 2: A description of how an ATO can be the main frame of a mission interfaced
with the pre mission (en-route) and the post mission (re routing) phases.

Figure 2 shows the target scene, the proposed routing from a deployment Base 1
and the final mission destination at Base 2, the ATO holds data of the target scene,
and timing constraints. In order to make an overall plan we will use Effect Oriented
Planning (EOP) as a planning doctrine, which means that the effect of a mission is
the primary and first planning step. Our objective is to maximize the effect within the
target area, hence routing towards and from the target scene is done in an secondary
step and will not be analyzed further in this study. However it is straightforward to
interface all mission phases based on a successful EOP of the target scene.

1.1 Target Scene

The geographic area of interest, where targets, defenders and protected objects are
situated, is referred to as the target scene, which is also defined by a line of entrance
and a line of exit for the aircraft. A target can be categorized as a specific type
such as a house, a bunker, infrastructure or other ground based military objects. The
aircraft fleet is deployed from a base positioned on ground or from hangar ships, usually
situated far away from the target scene. They enter the scene at the entry line, and
when the mission has been carried out, they leave the scene at the exit line and turn
back to the base (or some other base). An example of a small target scene, including
three targets and multiple SAMs and protected objects, is found in Figure 3.

The mission time is defined as the time of the first aircraft passing the line of entry until
the last aircraft passes the exit line. The diameter of a target scene is usually of the
order of 100 km, the distances between targets are of the order of a few kilometers, and
the time span of a mission is of the order of one hour. A large attack would involve 6–8
targets and 4–6 aircraft, and would require several hours, at least, of manual planning
just to find a feasible attack plan.
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Entrance Exit

SAM

SAM

SAM

SAM

Figure 3: An example of a target scene, including three targets (red triangles) and nearby
SAMs and hospitals. The entry line is to the left and the exit line to the right.

Figure 4 shows a target protected by several SAM sites and in a close distance of
a protected object. A protected object is an object which must be left untouched
during an attack, so risk scenario calculations must be derived due to possible debris
or collateral effects in order to “guarantee” safety. Note that terrain, ground and
weather (except wind) conditions are left out of this description due to simplicity.
Introducing them as effect contributing parameters are of course possible but they
will not change the basic principles of how the planning problem is set up and solved.

Figure 4: Left: A detailed picture of the target area including primary targets, threats,
protected objects and the boundary of the engagement zone. Right: Discrete
attack positions and a compatible illumination action. Collateral footprint -
does it interfere with protected objects?

To handle outer and an inner firing ranges for a specific weapon type, we have param-
eterized an engagement zone. An outer radius defines the maximum firing range at
a specific speed and altitude. An inner radius is related to a too short lock on time
for the target seeker. In our description and for simplicity, when firing we assume a
standard aircraft cruising speed which makes the engagement zone physically fixed as
the geometry of a hollow cylinder.
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In order to parameterize the target scene, attack positions are arranged in sectors in
accordance with an attack direction. Moreover since a particular weapon system needs
guidance to designate a target, specific illumination points are added and tied to each
sector. An illuminator is an aircraft with an illumination laser pod system consistently
pointing at the target during missile en route and impact.

As mentioned previously collateral damage must be considered. In Figure 4, a collat-
eral footprint is overlayed. In this case the protected object have some clearance and
the proposed attack position can be used. In any case where an attack position causes
collateral impact on protected objects these points will be discarded from the possible
solution.

In our parameterized engagement zone, our objective is to find the best attack positions
with the optimal probability of destroying a target. Basically, effect is measured in
each attack position by taking geometric and dynamic considerations.

1.2 Target Effect

Target effect is based on distance, aircraft speed, angle at impact and the degrading
fact that a missile path can pass a hostile SAM site zone with an obvious probability
of being shot down before impact, see Figure 5. A collateral footprint is defined as
an elliptic shape due to fixed angles of deviation which corresponds to an erroneous
missile performance.

Figure 5: Effect on target as a function of distance, altitude and speed.

An illumination point holds no measure but is the geometric specification of an illu-
mination task as well as it connects the mission path between different tasks. Our
mission objective is to destroy a number of targets in a given time frame and with
a low risk exposure. Therefore we must strive to find a combination of safe routing
and the good choice of high effect attack positions. Thus this is a routing problem
with multiple resources and can be addressed as a special case of a Vehicle Routing
Problem.

The above discussion provides an understanding of the vital aspects and building
blocks of a mission planning scenario. To make the big picture complete, sequencing
should be mentioned briefly as the requirements due to some cooperative effect between
the targets or due to weather conditions of attacking targets in a specific order.
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In this paper it will be seen as preprocessing but the scope can be extended consider-
ably as indicated in Section 1.3.

Figure 6: Overall description of functional blocks in the Air-to-Ground Aircraft mission
planning problem.

As a summary Figure 6 shows the functional blocks in Air to Ground Aircraft mission
planning: Sequencing, Weaponeering, Routing and Deconfliction. Weaponeering is the
set up of the target scene with effect measures and collateral effects. Routing is the
creation of a network and solving the related routing problem and finally deconfliction
holds functionality to make the resulting mission plan conflict-free in time and space.

Since our formulation certainly shows a modular property with distinct and clear
interfaces, different parts of the problem can be modeled with different ambitions
and granularity. For instance we can thoroughly investigate the sequencing problem
putting less effort on the actual mission plan in detail. On the other hand we can dis-
regard sequencing as a forcing constraint and put focus on weaponeering and routing.
The last block, Deconfliction covers the task of resolving conflicts in time and space
for all resources during the mission plan.

1.3 Sequencing Aspects

Precedence, or the fact that targets has to be orderly processed comes from tactical
aspects. In our case we will cover precedence in the whole range from no precedence
up till a predefined target sequence. In this precedence span, what are the tactical
aspects to consider? First, in order to use illumination guidance, a target must be
fully visible. If debris and dust are stirred up by preceding attacks and transported
by wind, the whole attack may fail. As a consequence, wind direction and wind speed
is important to consider as well as the expected ’stir-up’ effect from an attack. Wind
is indicated in Figure 4.

Further there might be connections between targets in a more cooperative manner. In
Figure 7-a) a number of SAM sites have been identified as hostile targets, but they
cover each other in a way that one sequence might be better than another. If an attack
shall be performed with missile paths crossing connected SAM site zones we will be
less likely to succeed. So, for the instance in Figure 7-a), a successful strategy is to
first remove target I and then target II which removes all sheltering possibilities in any
preceding target sequence. This understanding would produce a mission plan with a
higher probability of success.
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Figure 7: Cooperative sequence dependencies

Another case with sequence dependent costs can be seen in figure Figure 7-b) where a
powerful central firing control radar is the backbone for the three SAM sites and their
responsiveness and efficiency. If the central radar station is removed first, the three
SAM sites will only rely on their own, representing their inner circles, and becomes
less agile. Thus, also in this case the analyze of a good sequence is the key to success.
There is an obvious possibility of having a target scene including all three of the above
types of precedence constraints. In such a mixed environment a thorough sequence
analysis is preferred. However in this paper we will make sure that we can process
and calculate mission plans based on any kind of sequence constraints, not how these
sequences have been identified. Analytical modeling of sequence dependency is referred
to as future work. One may mention the most intuitive and simple rule for sequencing
in the case of considering wind direction. If we assumes a strong impact from wind
drift we can state a main direction of the sequence in the opposite direction, then we
will be certain to avoid effect of dust and debris.

1.4 Tactics

Tactics is about how to manage own forces considering both mission objective and
outer circumstances. In this paper we have implemented tactics in the model to a
certain level and with focus to let the planning personal decide how to operate the
mission. Our implementation of models and functions into a mission planning toolkit,
promotes tactical decisions in the following cases:

- Sequence: As described in Section 1.3 sequencing and target ordering is a tac-
tical decision. We can handle any kind of sequencing by invoking precedence
constraints, any order can be chosen.

- Roles: How each aircraft shall act during a mission is a tactical decision. An
aircraft can be dedicated to a certain role such as illumination or attack or both.
This can also be decided by the planning personal in the set up of the mission
planning tool.

- Tuning the objective: The objective function contains a mix of two mission
properties, mission time and hit and destroy probability. How these two mission
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quantities are emphasized is easily specified by weights and chosen based on
tactical aspects.

As can be seen, our mission planning tool handles a range of tactical aspects. However,
there are tactical issues that haven’t been addressed, but we believe that they can be
implemented in a similar way as the previous mentioned.

Additional tactics can be tossing missiles or lobbing missiles, opens tactical flexibility
when no air supremacy is the general condition. In that case an aircraft can hide by
terrain following or low altitude flight followed by an attack with a lobbed missile path
instead of attacking at a higher altitude with an increased risk exposure. Tossing as
an attack alternative is implemented by extended the attack positions in the network,
one for each attack type.

Other tactical aspects are referred to as future work.

1.5 Outline

The paper is structured in the following way. In Section 2, we present a problem
overview and put this work into context. The preprocessing and post processing steps
are described on a more general level, while the optimization parts are presented in
more detail.

In Section 3 we present the actual problem at hand in more detail, and discuss some
modeling issues and problem limitations. In Section 4 we introduce notations and
present a mathematical model and point out the relationship to the Generalized Vehicle
Routing Problem (GVRP). An alternative model formulation is also given, which
require less binary variables.

In order to validate the mathematical models, Section 5 provide solutions to a small
test case scenario. A comparison in runtimes between the two formulations are also
presented.

Section 6 give a possible transformation of a Generalized multiple Traveling Salesmen
Problem (GmTSP) into a standard Traveling Salesman Problem (TSP). There is also
information on the Lin-Kernighan algorithm, a powerful and efficient heuristic for
TSP problems that can be used to find near-optimal solutions. These transformations
are used in the upcoming sections, where efficient heuristics for the aircraft mission
planning problem are discussed.

Sections 7 and 8 present two heuristic approaches for the problem at hand. The first
heuristic is a two-step constructive heuristic, based on the transformations of GmTSP
problems into standard TSP problems discussed in the previous section. The second
heuristic is inspired by column generation, but is also close to a total enumeration
method. Due to the limited number of targets in a target scene, it is possible to
generate optimal solutions for all subsets of targets, and then finding near-optimal
solutions by fitting these “optimal columns” together. The master problem becomes
a Set Partitioning Problem (SPP) with a limited number of columns.

Section 9 present a benchmark for the proposed heuristics, together with results from
the mathematical model, followed by conclusions and future work in Section 10.
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2 Problem Overview

In order to put our work into a context, Figure 8 provides a flow chart with depen-
dencies and subproblems for the three main parts: Preprocessing, Optimization and
Post processing.

All parts are equally important for this kind of work, military mission planning, if it
is to be used in practice. If we do not model reality good enough, the solutions are
not meaningful. In the same way, even though we are able to find optimized solutions,
they are not very interesting if impossible to use in practice. With that said, the
optimization process is the most interesting and most challenging part, and thus our
main focus in this paper.

Each box in the flow chart is by itself a challenging problem, and we have not dealt
with all of them. Dashed lines indicate parts that are subject to future work, while
full lines indicate parts that are described in more detail.

Geometry

Paths & Airspace

4 D − resolution

Model

Full

Constructive

Heuristics Generation

Column

Local

Search Relaxation

Lagrange

Collision

Tossing &

Height Disc.

Partitioning

If not OK

PROCESSINGPROCESSING

POST
OPTIMIZATION

PRE−

Decon−

fliction

Attack Space

Feasible

Sequencing Tactics

Supremacy

No Airspace

Figure 8: A flow chart of the problem structure. The main three boxes contain several
sub-boxes, each an interesting problem, and dashed lines indicate parts not yet
implemented.

We only consider the Feasible Attack Space-box in the preprocessing step, as it provides
input data for the model. The other boxes are complex enough for a full paper each,
hence set aside at the moment. For the work in the optimization step, it is important to
point out that we assume airspace supremacy at the moment, focusing on the routing
aspects. It should be straightforward to extend the mathematical model for the non-
supremacy case, at the cost of more variables and constraints. The Post processing
box is not available at the moment.

2.1 Preprocessing

The preprocessing step is necessary in order to generate the data needed for a math-
ematical model, and is broken down into smaller parts in accordance with Figure 8.
Here follows a short description of each box.
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Feasible Attack Space

This is a vital part of the preprocessing, where the so called feasible attack positions
are located and evaluated. For an attack position to be feasible, there cannot be any
risk of collateral damage for the protected objects in the vicinity of the target. Ingoing
details are found in Section 3.3, where the attack space is discretized and a network
representation of the problem is created.

Partitioning

Geometry is a big part of the problem nature, and for any problem instance, targets
are clustered based on their geographical locations. The only criteria for these clus-
ters should be that all distances between clusters widely exceeds that of inter-cluster
targets, hence making it uninteresting to solve the mission planning problem for all tar-
gets at once. For the example shown in Figure 9, the ten targets have been partitioned
into three clusters, each posing a smaller problem that can be solved independently of
the others.

Figure 9: An a priori partitioning of targets into smaller problems to be solved indepen-
dently.

The aircraft sometimes need to return to their base for refueling and rearmouring in
between the clusters, but otherwise one can solve a small traveling salesman problem
problem to decide in which order the clusters should be attacked. Alternatively, the
resources are split up in order to attack all clusters simultaneously. It is also possible
that an attack order is decided manually for other reasons.

Sequencing and Tactics

Sequencing is an important preprocessing step. Due to strong wind conditions, a
natural sequence might be necessary in order to avoid stirring up dirt which will drive
away and cover other targets, making it impossible to illuminate and attack them.
Other factors might be the result of an analysis of mutual dependencies, allowing for
much greater effect towards targets or increased survival rate. See Section 1.3 for a
more detailed discussion about sequencing.
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Tactics involve issues that are difficult to model and quantify, like experience and
human opinions, and hence must be settled before the mathematical framework can
be used. A thorough discussion is found in Section 1.4.

2.2 Optimization

The optimization box is the main focus of the paper and ingoing details are found
throughout Sections 3–8. At this point, we assume airspace supremacy, which means
that no enemy aircraft is present. This allows for only considering flight paths on
relatively high altitude, high enough to avoid all threats on the ground. It means that
we only need to consider one altitude layer, i.e. making the problem 2-dimensional.
Future work is to adjust the proposed methods to handle the situation where airspace
is not secured.

Another thing that becomes relevant in the situation of no airspace supremacy is the
tactical aspect for the attacker. If airspace is not secured, a resource would want to
take advantage of the surroundings by approaching the target from a direction where
for example high hills and tall buildings protect it from being detected. This could
mean flying at low altitude, and if so the missile should be “tossed in” towards the
target rather than being launched straight towards it.

A full mathematical model is presented in Section 4 together with a discussion about
possible extensions and ways to strengthen the model. The model is validated in
Section 5 which includes illustrative examples of typical solutions. Direct solution with
a general purpose MIP solver is efficient only for problems of moderate size though, and
we propose and implement two heuristic approaches, Constructive Heuristics described
in Section 7 and a Column Generation inspired approach found in Section 8.

2.3 Post processing

The post processing consists of a deconfliction step, which is necessary in order to see
if the proposed flight paths are realizable, i.e. safe and sound from a pilots view. Any
collision courses should be resolved, either by separating the conflicting paths in space
(altitude) or delay one of the paths in time.

The deconfliction step is very important in order to actually use the attack plan
proposed by the optimization procedures. Details are discussed more thorough in
Section 9.9, but this part is mainly on a more theoretical level at the moment and
subject to future work.

3 Modeling Issues

In order to model the complex reality of the problem, we need to do some assumptions
and simplifications. In this section we describe how different aspects of the problem
formulation is handled.
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3.1 Attack and illumination

An attack requires two aircraft to team up, where one of them illuminates the target
with a laser beam and the other launches the weapon (bomb or missile). We assume
that the flight direction of the aircraft is directed towards the target at the time of
the launch.

The illumination is required in order to guide the weapon towards its target, providing
high accuracy of the impact, and it needs to be continuously visible for the weapon.
This means that the aircraft need to rendezvous not only in time, but also in such
a way that the illumination is visible for the attacker at the launch of the weapon.
Hence, the illumination begins shortly before the launch of the weapon and has to
continue until impact. A typical flight path for an attacker, and a flight path for an
aircraft illuminating a target, can be found in Figure 10.

XX

Figure 10: Left: Attack path. The aircraft flies towards the target, launches the weapon,
and makes an evasive maneuver. Right: Illumination path. From its start-
ing position, the aircraft flies in a parabolic path and illuminates the target
continuously.

When a target is attacked, the air around it will be filled with dust and debris, and
due to the prevailing wind conditions this might reduce the visibility of nearby targets,
hence it is realistic to assume that some precedence constraints are given, specifying
which targets that are not allowed to be attacked before other targets.

3.2 Restrictions and limitations

The expected effect of an attack depends, of course, of the kind of weapon being
used, which is decided in advance, but also of the direction of the impact and its
kinetic energy. The latter factors depend on the velocity and altitude of the aircraft
at the time of the launch. Further, if the weapon passes through defended airspace,
its expected effect is reduced.

No matter how accurate the attack can be performed, the neighbouring area of the
target is always subject to a certain risk of collateral damage, because the weapon can
miss its target. This can be due to for example loss of visibility of the illumination,
malfunction of the weapon or defense measures.
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We refer to the area of unacceptably high risk for collateral damage as the footprint of
the attack, visualized in Figure 11, and it depends on the altitude and velocity of the
attacker. The footprint is in our description of the problem simply given by a straight
line from the attack position towards the target, and an angle of maximal deviation
from this line. This construction gives an ellipsoid-shaped footprint on the ground.

Figure 11: Footprint of an attack position. The black line represents the correct path
of the missile, and the dotted lines its maximum deviations.

We define an attack position to be feasible if no protected object is inside its foot-
print. For a given target, and an aircraft with specified characteristics such as velocity,
altitude and armament, one can derive a region of feasible attack positions, referred
to as the feasible attack space for that target. Each attack position in this space is
associated with a number of feasible illumination positions, where one illumination
position can be compatible with multiple attack positions.

Each aircraft has a limited armament capacity, meaning that it cannot carry more
than a certain amount of weapons, which limits the number of attacks it can perform.
In addition to the armament, an aircraft can also carry an illumination laser pod.
Without the illumination pod, an aircraft can only perform attacks. An aircraft might
also be equipped with the illumination laser pod only, hence only capable of performing
illumination.

Note that once the planning of the mission has been made, it is also known how each
and one of the aircraft shall be equipped in order to be able to fulfill its tasks during
the mission.

3.3 Feasible Attack Space

For a specific type of aircraft and a target requiring a specific type of weapon, one
can derive the feasible attack space against the target, here represented by an inner
and an outer radius of attack plus an upper and a lower altitude, that is, an attack
space that can be visualized as a hollow cylinder. A two-dimensional projection of this
cylinder onto the ground is found in Figure 12.
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Figure 12: Upper left: The feasible attack space as a hollow cylinder, divided into sectors.
Lower left: A coarse discretization of feasible attack positions in each sector.
Right: Compatible illumination alternatives for each sector. Each illumination
alternative is compatible with all attack positions in the same sector.

This hollow cylinder is divided into altitude layers and into a number of sectors, in
which we discretize feasible attack positions. For each and one of these we create
compatible illumination positions. Since only feasible attack positions are included,
and these depend on the presence of protected objects and air defense, the number of
such positions in each sector might vary.

We have chosen to introduce three discrete attack positions in each sector and on each
altitude. For these three positions we introduce two common illumination alternatives.
For both illumination alternatives, the illumination of the aircraft goes on during the
flight from a starting position to an ending position. The two illumination alternatives
are obtained by interchanging the roles of these two positions and reversing the flight
direction. The two positions are chosen so that the illuminating aircraft is flying
essentially clockwise or counter-clockwise in relation to the target. See Figure 12 for
an illustration of this.

3.4 Network representation

By performing a discretization of the feasible attack space around each target, repre-
senting attack and illumination positions by nodes, and aircraft movements by arcs,
the mission planning problem can partly be represented by a network. A dummy
origin and a dummy destination are introduced to represent the crossing of the entry
and exit lines of the target scene, respectively.

Each target shall be attacked and illuminated exactly once, and an aircraft can not
both attack and illuminate a target. Hence, the network only contains arcs between
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nodes corresponding to different targets, or from the dummy origin or to the dummy
destination. The exception are arcs connecting the starting and ending nodes of each
illumination alternative, which are also included in the network although they cor-
respond to the same target. Moreover, no arcs should violate any given precedence
constraints between targets. Hence there might be arcs from attack nodes for target 1
towards attack and illumination nodes for target 2, but not the other way around,
depending on the given precedence relations.

On a more abstract level, nodes in the network can be clustered and represented as in
Figure 13, where each target is associated with two clusters, one containing all attack
nodes (A) and the other containing illumination nodes (I). The exact structure of these
clusters is found in Figure 14.

I

I

A

I

A

A

BASE

ENTRY

EXIT

1

2

3

Figure 13: Given a base and three targets, the aircraft fleet should visit each cluster
(A=attack and I=illumination) exactly once. One aircraft is not allowed to
both attack and illuminate the same target though.

A I

Figure 14: Structure of the clusters. An attack cluster consists of many attack positions,
and exactly one should be visited. The same goes for the illumination clusters.
Also, the visited attack and illumination positions need to belong to the same
sector.
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3.5 Arc costs

For calculating the arc costs in the network representation of the problem, we must
find flight distances between all candidate positions. A feasible path between two
positions (nodes) is a path where the restrictions of the aircraft dynamics is taken into
account, such as turning radius and other physical limitations. The path also needs
to be safe, meaning that the aircraft cannot pass through defended airspace.

In the literature, the problem of finding an optimal flight path from a given starting
point to a given destination, while avoiding obstacles, such as defended airspace, is
referred to as the Aircraft Routing Problem. This is in itself a difficult optimization
problem, not addressed in this paper, and we refer to [13] and [2] as examples of
algorithms that can be used to solve this problem. A closely related routing problem
is described in [5] and [12], which gives rise to a shortest-path problem with side
constraints.

In our numerical experiments we used a flight path generator provided by our industrial
partner. It takes aircraft dynamics into account and is based on a discretization of the
airspace and a calculation of a shortest path.

Figure 15: An example of aircraft routing. The problem is to find a flight path from
a given starting point to a given destination point, avoiding obstacles and
defended airspace.

The result of each such routing problem is a feasible path, with a certain length, which
can be converted into a time required to traverse it. Note that the arc lengths and
traveling times obtained are not symmetric. In our network representation, the nodes
are associated with both a location and a flight direction at the location. Because of
these flight directions and the flight dynamics, the path lengths and path times will
in general be asymmetric.

In addition to the time attribute, each arc leaving an attack position also has an
attribute that states the expected effect against the target associated with the attack
position.
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4 Mathematical Description

4.1 Notation

Given is an aircraft fleet R, and a set of targets M to be attacked. Each target
m ∈ M is associated with a feasible space of attack positions, discretized into attack
positions NA

m, and their compatible illumination positions, NI
m. Furthermore, each

feasible attack space is divided into G sectors, and we let G denote the set of all
sectors for all targets while Gm is the set of sectors that belong to target m ∈M.

Let Ag and Ig denote the set of arcs (i, j) such that position j is an attack position
and illumination position respectively in sector g, for all sectors g ∈ G. Further, let
AIg denote the set of arcs (i, j) such that position j is either an attack position or an
illumination position for all sectors g ∈ G.

Furthermore, let N denote all positions in the graph, including dummy origin and
dummy destination, while N∗ denotes the set of all positions except the origin and
the destination. Also, let A denote all arcs in the network. Each aircraft r ∈ R is
limited to carry at most Γ weapons, and let qm denote the number of weapons needed
towards target m ∈M.

Let S denote the set of ordered pairs (m,n) of targets such that target m cannot be
attacked before target n. If no precedence relations are given a priori, the set S is
empty.

Let crij denote the cost of arc (i, j) for aircraft r. For arcs leaving attack positions, that
is i ∈ NA

m, m ∈ M, the value of crij is the expected effect of the attack. Otherwise,
crij takes the value zero. Further, let T rij denote the time needed for aircraft r ∈ R to
traverse arc (i, j) ∈ A. We also introduce Tmax, either as a pessimistic estimate of the
total mission time or as a given upper time limit for the duration of the mission.

We introduce two types of variables, the binary routing variables xrij and the contin-
uous time variables tri , t

A
m, tIm, and tF . The routing variable xrij equals one if aircraft

r ∈ R traverses arc (i, j) ∈ A, otherwise it is zero. Variable tri is the time at which
aircraft r ∈ R visits node i ∈ N and it is equal to zero if the aircraft does not visit the
node. Variables tAm and tIm are the times of the attack and illumination, respectively,
of each target m ∈M, and tF is the time of the last aircraft to exit the target scene.

4.2 The Model

The mathematical model for the Military Aircraft Mission Planning Problem (MAMPP)
is given below.

max
∑
r∈R

∑
(i,j)∈A

crijx
r
ij − µtF [MAMPP ]

s.t.
∑

(o,j)∈A
xroj = 1, r ∈ R (1a)

∑
(i,d)∈A

xrid = 1, r ∈ R (1b)
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∑
(i,k)∈A

xrik −
∑

(k,j)∈A
xrkj = 0, r ∈ R, k ∈ N∗ (2)

∑
r∈R

∑
g∈Gm

∑
(i,j)∈Ag

xrij = 1, m ∈M (3)

∑
r∈R

∑
g∈Gm

∑
(i,j)∈Ig

xrij = 1, m ∈M (4)

∑
r∈R

∑
(i,j)∈Ag

xrij −
∑
r∈R

∑
(i,j)∈Ig

xrij = 0, g ∈ G (5)

∑
g∈Gm

∑
(i,j)∈AIg

xrij ≤ 1, r ∈ R, m ∈M (6)

∑
m∈M

∑
g∈Gm

∑
(i,j)∈Ag

qmxrij ≤ Γ, r ∈ R (7)

tri + T rijx
r
ij − Tmax(1− xrij) ≤ trj , r ∈ R, (i, j) ∈ A (8)

tri − Tmax
∑

(i,j)∈A
xrij ≤ 0, r ∈ R, i ∈ N (9)

tro = 0, r ∈ R (10)

∑
r∈R

∑
i∈NAm

tri = tAm, m ∈M (11)

∑
r∈R

∑
i∈NIm

tri = tIm, m ∈M (12)

tAm = tIm, m ∈M (13)

tAm ≥ tAn , (m,n) ∈ S (14)

tF ≥ trd, r ∈ R (15)

xrij ∈ {0, 1}, r ∈ R, (i, j) ∈ A (16)

tri ≥ 0, r ∈ R, i ∈ N (17)

tAm, t
I
m ≥ 0, m ∈M (18)

tF ≥ 0, (19)
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The objective is to maximize the expected effect against all targets, weighted against
the total mission time, that is the time of the last aircraft to pass the exit line, by
parameter µ ≥ 0. Constraints (1) and (2) ensure that each aircraft enters and leaves
the target scene via the dummy nodes, and (3) ensures that each target m ∈ M is
attacked by exactly one aircraft, and (4) does the same for illumination.

Constraint (5) ensures that the attack and the illumination against each target are
compatible, that is, that the nodes belong to the same sector. In a sector where no
attack is performed, no illumination can be performed either, and vice versa.

Constraint (6) states that each aircraft can visit each target at most once. This
constraint is actually redundant since the time propagation constraint (8) together
with the synchronization constraint (13) make it impossible for one resource to both
attack and illuminate the same target, but it results in a model with a more tight
linear programming relaxation. Constraint (7) is the armament capacity constraint
and limits each aircraft to utilize at most Γ missiles.

Constraint (8) propagates time for each aircraft, making sure that if aircraft r traverses
arc (i, j), node j is visited no earlier than the time of the visit to node i plus the
time needed to traverse the arc. Note that constraint (8) also eliminates subtours.
Constraint (9) enforces that tri = 0 holds if node i is not visited by aircraft r, and (10)
states that all aircraft start from the origin at time zero.

Constraints (11) and (12) assign the correct times of attack and illumination, respec-
tively, for each target m, and constraint (13) states that these times need to coincide,
that is synchronization in time. Constraint (14) makes sure that targets are attacked
in the prescribed precedence order. It is possible to eliminate variables tAm and tIm
from the model, but they are kept for the sake of readability.

Note that although the network does not contain arcs that violate the precedence
relationships, constraint (14) is still needed to fully prevent violation of these relation-
ships. This is so because the attack sequences of two aircraft might together violate
precedence, even though each of them does not. Finally, constraint (15) finds the
maximum time of return to the destination node among all aircraft, to be used in the
objective.

4.3 Characteristics of the model

The model presented above belongs to the class of Vehicle Routing Problem (VRP).
Attack and illumination points are nodes, and paths between such positions are arcs.
The aircraft fleet correspond to resources with capacity constraints on their weapon
load, and targets correspond to customers. The model has the following non-standard
characteristics.

i) It is generalized in the respect that exactly one node in each cluster shall be
visited.

ii) Since the attack and illumination positions for a target need to be compatible,
the visits to attack and illumination clusters are coupled by side constraints.

iii) The visits to the compatible attack and illumination nodes for a target are
required to be exactly synchronized in time.
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iv) The order in time of the visits to the pairs of attack and illumination clusters
of all targets are constrained by precedence relations.

In the Generalized Traveling Salesman Problem, the nodes are partitioned into clusters
and the salesman shall visit exactly one node in each cluster, at minimum cost. This
problem has been studied to some extent, see for example [8] and [11]. The correspond-
ing generalization of the Vehicle Routing Problem (GVRP) has been studied much less.
To our knowledge, the first to discuss this problem are Ghiani and Improta [6], who
give a transformation to the Capacitated Arc Routing Problem (CARP). Baldacci
et al. [1] discuss some applications of the GVRP. Formulations and branch-and-cut
algorithms for the GVRP are given in the recent paper [4].

To the best of our knowledge, the military aircraft mission planning problem presented
here have not earlier been modeled as a generalized vehicle routing problem with
compatability of visits, synchronization in time, and precedence relations.

4.4 Extending the model

Due to the presence of Tmax in constraints (8) and (9), the linear problem relaxation
is weak. For the specific instances of the problem we want to solve, it is possible to
strengthen the model. Since scenarios including eight targets are considered to be large
instances, one can introduce an extra binary variable, urmn, that equals one if aircraft r
travels directly from target m to target n, and zero otherwise. These variables are
defined on the set of ordered pairs AM = (M×M) \ S. The xrij and urmn variables
are coupled by ∑

i∈Nm,j∈Nn

xrij = urmn, r ∈ R, (m,n) ∈ AM

where Nm denotes all nodes connected to target m.

Even for a scenario with ten targets, there are only K = 210 − 1 = 1023 nonempty
subsets of targets Sk, used to define subtour eliminating constraints with respect to
the new variables urmn. By adding them all, the model is strengthened significantly.∑

m∈Sk,n∈Sk

urmn ≤ |Sk| − 1, r ∈ R, k = 1, . . . ,K

Also, as always in VRP problems where resources are identical, symmetry is an issue.
It is possible, without loss of generality, to add constraints stating that the first target
is attacked by a specific aircraft and illuminated by another specific aircraft. For the
special case of only two aircraft, one can also add constraints forcing them to traverse
the targets in the same order, i.e. enforcing u1

mn = u2
mn.

The aircraft fleet can of course be required to be utilized in different ways. For example,
an aircraft r1 can be specified to operate pairwise with another aircraft r2 throughout
the mission, which is now easily modeled as ur1mn = ur2mn. An aircraft r can also be given
a specified role throughout the mission, that is, performing attacks or illuminations
only. This is modeled by xrij = 0 for all (i, j) ∈ Ig, g ∈ G and xrij = 0 for all
(i, j) ∈ Ag, g ∈ G respectively. Both assumptions, working pairwise and specified
roles, can be utilized simultaneously.
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4.5 MIP Model v2

A second MIP model for the MAMPP problem has been developed. Instead of routing
variable xrij between all nodes, it consists of routing variable urmn, as defined earlier,
and binary variables yri that is equal to one if node i is visited by resource r, and zero
otherwise. This reduces the number of binary variables drastically.

We introduce the following notation. For each sector g ∈ G, denote its attack posi-
tions NA

g , and their compatible illumination positions, NI
g . We also need to find tuples

(i, j,m, n) such that node i and node j belongs to target m and target n, respectively,
as well as arc (i, j) exist and aircraft are allowed to go directly from target m to
target n.

IDX := {(i, j,m, n) | (m,n) ∈ AM, (i, j) ∈ A : i ∈ Nm, j ∈ Nn}

This model is formulated as a minimization problem, although the objective is of
course still to maximize the expected effect against all targets, weighted against the
total mission time. A new auxiliary variable αij is also needed in order to model an
equivalent objective function. This variable becomes nonzero exactly when a resource r
travels between targets m and n, and one variable yri is active at both targets, that
is, equivalent to our old variable xrij .

min
∑

(i,j)∈Ar

αij + µtF [MAMPPv2]

s.t.
∑

(o,n)∈ArM

uron =
∑

(m,d)∈ArM

urmd = 1 r ∈ R (1)

∑
(m,k)∈ArM

urmk −
∑

(k,n)∈ArM

urkn = 0 r ∈ R, k ∈M (2)

∑
m∈Sk,n∈Sk:
(m,n)∈AM

urmn ≤ |Sk| − 1 r ∈ R, k ∈ K (3)

∑
r∈R

∑
i∈NAm

yri = 1 m ∈M (4a)

∑
r∈R

∑
i∈NIm

yri = 1 m ∈M (4b)

∑
r∈R

∑
i∈NAg

yri −
∑
r∈R

∑
i∈NIg

yri = 0 g ∈ G (5)

∑
i∈Nm

yri ≤ 1 r ∈ R, m ∈M (6)

∑
m∈M

∑
i∈Nm

qmyri ≤ Γ, r ∈ R (7)

∑
(m,k)∈ArM

urmk =
∑

(k,n)∈ArM

urkn =
∑
i∈Nk

yri r ∈ R, k ∈M (8)
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yrk = 1 r ∈ R, k ∈ {o, d} (9)

tri + T rij · (yri + yrj + urmn − 2)

−Tmax · (3− yri − yrj − urmn) ≤ trj r ∈ R,
(
i ,j
m,n

)
∈ IDX (10)

tri − Tmax · yri ≤ 0 r ∈ R, i ∈ N (11)

tro = 0 r ∈ R (12)

crij · (yri + yrj + urmn − 2) ≤ αij r ∈ R,
(
i ,j
m,n

)
∈ IDX (13)∑

r∈R

∑
i∈NAm

tri = tAm m ∈M (14)

∑
r∈R

∑
i∈NIm

tri = tIm m ∈M (15)

tAm = tIm m ∈M (16)

tAm ≥ tAn (m,n) ∈ S (17)

tF ≥ trd r ∈ R (18)

urmn ∈ {0, 1} r ∈ R, (m,n) ∈ AM (19)

yri ∈ {0, 1} r ∈ R, i ∈ N (20)

zg ∈ {0, 1} g ∈ G (21)

tri ≥ 0 r ∈ R, i ∈ N (22)

tAm, t
I
m ≥ 0 m ∈M (23)

tF ≥ 0, (24)

αij ≥ 0 (i, j) ∈ A (25)

Constraints (1) and (2) ensure that each aircraft enters and leaves the target scene
via the dummy nodes, and (3) is the subtour eliminating constraints. Constraint (4a)
ensures that each target m ∈ M is attacked by exactly one aircraft, and (4b) does
the same for illumination. Constraint (5) ensures that the attack and the illumination
against each target are compatible, that is, that the nodes belong to the same sector.

Constraint (6) states that each aircraft can visit each target at most once, and (7) is
the armament capacity constraint and limits each aircraft to utilize at most Γ missiles.
Constraint (8) couples variables urmn and yri , and (9) states that each aircraft must
leave the origin and return to the destination. Constraint (10) propagates time for
each aircraft, making sure that if aircraft r visits node i at target m directly followed
by a visit at node j at target n, node j is visited no earlier than the time of the visit
to node i plus the time needed to travel between the nodes. Note that constraint (10)
also eliminates subtours. Constraint (11) enforces that tri = 0 holds if node i is not
visited by aircraft r, and (12) states that all aircraft start from the origin at time zero.
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Constraint (13) defines the value of the auxiliary variable αij , so that it becomes
equal to the cost of traveling between nodes i and j exactly when a resource r travels
between targets m and n, that is, variables urmn, yri and yrj are all active. Constraints
(14) and (15) assign the correct times of attack and illumination, respectively, for
each target m, and constraint (16) states that these times need to coincide, that is
synchronization in time. Constraint (14) makes sure that targets are attacked in the
prescribed precedence order. It is possible to eliminate variables tAm and tIm from the
model, but they are kept for the sake of readability.

Constraint (17) prevent violation of the precedence relations, and (18) finds the max-
imum time of return to the destination node among all aircraft, to be used in the
objective. This second model is interesting since it contains much less binary variables
than the first model.

5 Empirical Testing

In this section we present some numerical results for a small-size test case scenario,
in order to verify the mathematical models presented in the previous section, and to
illustrate characteristics of solutions. The scenario described in Figure 3 is solved for
two aircraft, using the MAMPP model, based on the network representation shown
in Figure 13. All numerical data used in the scenario was provided by our industrial
partner.

We use one altitude layer, divided into G = 6 sectors, with three attack positions
and two illumination positions in each, that is, the clusters shown in Figure 14, which
results in a network model including 67 nodes and 2830 arcs. (Some nodes are removed
due to protected objects, hence all sectors are not used.) We use µ = 0.1 in the
objective, and parameter value qm = 1 for all targets. The model was implemented
using AMPL, and the tests were performed on a HP DL160 server with two 6-core
Intel Xeon CPUs and 72 GB of RAM memory, running Linux, and the MIP solver
used were CPLEX/12.2 for 64 bit environment.

5.1 Default settings

In the baseline case, there are no given precedence constraints, and Γ = 3, allowing
one resource to attack all three targets. After AMPL and CPLEX preprocessing, the
problem consists of 4468 rows, 4273 columns and 4155 binary variables, and it was
solved in 359 seconds. The result is presented in Figure 16.

The attack sequence becomes 2–1–3, where one aircraft performs all attacks and the
other aircraft illuminates the targets, which results in a total mission time of tF = 289
seconds. The expected effect of the attacks against targets 2 and 3 are maximal,
among the available attack positions for these targets, while the attack position against
target 1 is non-optimal in this respect. The use of an attack position with maximal
effect against target 1 would require a longer tour for both aircraft, and thus this
alternative is non-optimal.
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Figure 16: Optimal solution to the example scenario for two aircraft with default settings.

5.2 At most two attacks

With the setting Γ = 2, a single aircraft is not able to attack all targets. As seen in
Figure 17, the new solution uses the same attack and illumination positions as before,
with the same attack sequence, but the aircraft switch roles against target 2. The
total mission time becomes tF = 294 seconds, and the expected effect of the attacks
against each target is the same as before.

BASE

3

ENTRY

EXIT

2

1

Figure 17: Optimal solution to the example scenario, here for two aircraft with at most
two attacks each.

After AMPL and CPLEX preprocessing, the problem consists of 4037 rows, 3841
columns and 3723 binary variables, and it was solved in 341 seconds.

5.3 Precedence

For the third case, we set Γ = 3 again, but impose precedence constraints stating
that target 1 must be attacked before both targets 2 and 3. The result is presented
in Figure 18. The attack sequence now becomes 1–2–3, which fulfills the precedence
relations. Note that the aircraft switch roles even though not forced to do so.
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Figure 18: Solution to the example scenario, here with precedence constraints stating
that target 1 must be attacked before both targets 2 and 3.

The total mission time becomes tF = 295 seconds, and the expected effect of the at-
tacks against targets 1 and 3 are the same as before, while the expected effect against
target 2 is lower than before. Comparing the attack position against target 2 in this
solution with the one in previous solutions, one can see that this is due to stronger
defense of the SAMs from this direction of attack. After AMPL and CPLEX prepro-
cessing, the problem consists of 3581 rows, 3398 columns and 3278 binary variables,
and was solved in 308 seconds.

5.4 Specified roles

For the fourth case, we specify that one aircraft can only perform attacks, and hence
the second aircraft can only illuminate targets. The precedence constraints are the
same as for the previous case, so that target 1 must be attacked before both targets 2
and 3. The result is presented in Figure 19.
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ENTRY

EXIT

2

1

Figure 19: Solution to the example scenario, here with both precedence constraints and
specified roles.

The attack sequence is still 1–2–3, but the aircraft do not switch roles anymore. The
total mission time is again tF = 295 seconds, and the expected effect of the attacks
against each target is the same as in the previous case. Targets 1 and 3 are attacked
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from the same positions, while target 2 is attacked from another position, when flight
paths are optimized with respect to the specified roles. After AMPL and CPLEX pre-
processing, the problem consists of 1281 rows, 1158 columns and 1090 binary variables,
and was solved in 14 seconds.

5.5 Model comparison and Conclusions

Although the two models presented in Sections 4.2 and 4.5 are mathematically equiva-
lent, their performance can vary significantly. The problem size and runtimes presented
for the test case is based on the first model, and in Table 1 we present a comparison
between the two models for the same scenario and settings, plus some additional ones.

The number of rows, columns and binary variables after AMPL and CPLEX prepro-
cessing is reported, together with run times (done) and when the optimal solution is
found (opt). The given optimal objective value is obviously the same for both models.

Table 1: Model comparison of the two mathematical models. Emphasized numbers are
the results for the second model. The columns rows, cols and bins are the result
of the AMPL and CPLEX preprocessing. Column opt state the time when the
optimal solution was found, and column done is the total run time.

AMPL/CPLEX TIME (s)

SETTINGS rows cols bins opt done obj

Default 4468 4273 4155 2 359 75.38

R = 2 8463 3088 140 19 47

Capacity 4037 3841 3723 2 341 75.93

Γ = 2 8028 3088 140 3 66

Precedence 3581 3398 3278 240 308 77.90

{1|2,3} 6696 2248 128 13 13

Precedence 1281 1158 1090 14 14 77.92

+ S.R. 2260 1208 76 2 2

Default 6029 5705 5515 6 628 69.59

R = 4 12307 3276 244 90 171

Precedence 5688 5357 5153 396 398 71.42

{1|2,3} 10591 2507 238 10 81

Default 6101 5748 5536 360 743 69.28

R = 6 12420 3319 265 75 124
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From the results of the scenarios presented here, the second model seems superior in
every sense, even though the first model finds the optimal solution faster for a few
instances. The significantly smaller number of binary variables for the second model
clearly has a positive effect on the total run time, as well as the time for finding the
optimal solution, and its behaviour on larger instances will be investigated later on in
Section 9.8.

Finding an optimal solution through direct application of a general MIP solver to the
mathematical model is only practical for smaller scenarios. Even for problem instances
including only five targets, it takes CPLEX several hours to verify optimality, although
it is able to find feasible and near-optimal solutions much earlier. Hence, efficient
heuristics will be needed in order to meet the needs and expectations of real world
applications.

In the upcoming Section 7 we focus on a constructive heuristic where the underlying
VRP structure is utilized to provide near-optimal solutions, and in Section 8 we outline
a column generation inspired approach which exploits the limited number of targets
involved in real world scenarios.

6 Underlying Problem Structure

The problem structure of the military aircraft mission planning problem yields a math-
ematical model that is recognized as a generalized vehicle routing problem with several
side constraints. As a foundation for the forthcoming heuristic methods, as they will
all utilize the structure of the problem, this section describe an efficient way of trans-
forming the generalized traveling salesman problem for multiple salesmen into the
standard traveling salesman problem.

A nice survey of transformations for the multiple salesman problem into the standard
traveling salesman problem can be found in [3], together with a description of exact and
heuristic procedures for that problem. It is pointed out that transformations to the
standard traveling salesman problem results in a highly degenerate problem, which is
troublesome when solved in a branch-and-bound setting. The intention here is to solve
the traveling salesman problem using a state-of-the-art heuristic, hence this drawback
is not crucial.

6.1 The Traveling Salesman Problem

The traveling salesman problem, TSP, is a very well-known problem in optimization.
Its first formulation was that a salesman should visit a number of cities, and the
question is how he should travel, and in what order he should visit the cities. The
objective is to minimize the cost, and the constraints state that each city should be
visited exactly once. A nice reference is the book [9].

This problem occurs in many different circumstances, most of them having nothing
to do with salesmen. In our case, we can think of an aircraft visiting a number
of positions. Efficient solution methods have been developed for the TSP, so if we
manage to formulate our problem as a TSP, this may lead to an efficient solution
method.
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6.2 Generalized multiple TSP

Since both attack and illumination nodes can be seen as clusters of nodes, where
exactly one node should be visited in each cluster, we have a Generalized TSP. Such
problems are possible to transform into equivalent standard TSP problems though,
and the details will be described.

Moreover, if we assume a homogeneous aircraft fleet, the problem becomes a multiple
TSP (mTSP), meaning that instead of one salesman we have m salesmen who should
visit all nodes in an overall optimal fashion. The mTSP can also be transformed into
an equivalent standard TSP.

This special kind of TSP problem, the Generalized TSP for multiple salesmen, will be
referred to as the Generalized multiple Traveling Salesmen Problem (GmTSP). In order
to model these problems as ordinary TSP problems, we will utilize and couple the two
transformations. For deeper insight and more information on these transformations,
we refer to Noon and Bean [10].

The following notation will be used throughout the section. We consider a directed and
asymmetric graph G = (N ,A) where each node belongs to one of K clusters, denoted
by C1, C2, . . . , CK and containing n1, n2, . . . , nK nodes respectively. The graph has in
total N = |N | nodes.

6.3 Generalized TSP into TSP

First consider a TSP where each node belongs to exactly one of K clusters, and
exactly one node from each cluster should be visited. Such a Generalized TSP can be
transformed into a standard TSP in a few steps.

1. Define a parameterM to be equal to the sum of the costs of theN most expensive
arcs.

2. For each cluster Ck, label its nodes arbitrarily by cki, where i = 1, . . . , nk. Add
zero-cost directed arcs between all nodes so that a cycle is formed, (ck,nk , ck1)
and (cki, ck,i+1) for i = 1, . . . , nk − 1.

3. Replace each outgoing arc (cki, clj), from cluster k to another cluster l, by a new
arc (ck,i−1, clj) with arc cost equal to the old arc cost plus M . This is necessary
in order to guarantee that all nodes within a cluster are visited consecutively.

4. All other arcs and costs remain unchanged.

A solution for the new TSP can easily be interpreted in terms of the original problem.
Consider the optimal tour and look at an arc entering a cluster. By construction, the
following arcs in the tour are all the zero-cost intercluster ones, except the last one as
this arc leaves the cluster.

So by only looking at arcs entering and leaving each cluster, it is straightforward to
reconstruct the Generalized TSP solution. An example is found in Figure 20.
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Figure 20: Transformation of a Generalized TSP into a standard TSP. Nodes within a
cluster are connected with directed arcs of cost 0, and all outgoing arcs are
shifted one step back with respect to the dashed zero cost arcs.

237



Paper V

6.4 mTSP into TSP

An mTSP is a standard TSP problem but with the distinction that the nodes should
be visited by m equivalent resources, that is, the nodes should be partitioned between
m salesmen whom then should be given a TSP tour each. The mTSP can also be
transformed into a standard TSP in a few steps.

If each salesman is connected to some fixed initialization cost, this can also be handled
by the transformation. Assume that the network includes a home city, or depot, labeled
node 0, and a set of n− 1 customer cities.

1. Add dummy nodes, labeled −1,−2, . . . ,−(m− 1), one for each additional sales-
man.

2. Add directed arcs (−i, j) and (j,−i) between all dummy nodes and customers,
with the same costs as for arcs (0, j) and (j, 0).

3. Add directed zero cost arcs (−i,−(i − 1)) for each pair of consecutive dummy
nodes.

An example of this transformation is found in Figure 21. Any fixed costs associated
with the salesmen are put on the directed zero cost arcs between the dummy salesmen
nodes, in increasing order, so that the last salesman is also the most expensive one.

The last step is optional, and if omitted, then all m salesmen are forced to leave
the depot. Using a single salesman is usually the most cost efficient way to visit all
customers, and thus the point of having multiple salesmen is not utilized. Hence it is
useful to be able to force all salesmen to participate.

10

2

3

10

2

3

−1

−2

Figure 21: Transformation of an mTSP into standard TSP. One dummy node for each
extra salesman is added, plus some new arcs.

A solution for this new TSP can easily be interpreted in terms of the original problem.
Without any loss of generality, assume the optimal tour starts at node 0. As soon as
the tour visits one of the dummy nodes, this is interpreted as the current salesman is
done and the next one starts his tour.

For example, the tour 0-2-3-(-2)-(-1)-1-0 in the transformed problem above should
be interpreted as the first salesman goes from the depot to visit node 2 and then
node 3, and the second salesman goes from the depot to node 1 and then back. The
third salesman is not used.
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6.5 GmTSP into TSP

We now put the two transformations together, hence giving a transformation from a
Generalized mTSP into a standard TSP problem.

In the first transformation, from Generalized TSP into TSP, the directed cycles be-
tween nodes inside each cluster are added, a total of N extra arcs. Besides this, the
only change is the coupling of arcs between already existing nodes. Assuming that
nodes within each cluster are numbered consecutively, this recoupling can be seen as
a simple shift of rows. Consider a Generalized TSP problem consisting of K clusters,
each containing n1, n2, . . . , nK nodes, and N nodes in total. The node-node adjacency
matrix for this problem is described in a N × N block matrix A with empty main
diagonal blocks, since there are no intercluster arcs.

A =



A12 A13 . . . A1K

A21 A23 . . . A2K

A31 A32

. . .
...

...
...

. . . AK−1,K

AN1 AK2 . . . AK,K−1


Consider also a block permutation matrix P , where each block matrix Pk has the same
structure but depends on nk, the size of the cluster. Let In denote an identity matrix
of size n× n, then

P =


P1

P2

. . .

PK

 , Pk =

[
0 Ink−1

1 0

]

Let Ãkl = Pnk · Akl denote the rowshift for arcs leaving cluster k. The transformed
problem can now be described as

Ã =



Pn1 Ã12 Ã13 . . . Ã1K

Ã21 Pn2 Ã23 . . . Ã2K

Ã31 Ã32

. . .
. . .

...
...

...
. . . PnK−1 ÃK−1,K

ÃK1 ÃK2 . . . ÃK,K−1 PnK


= P (A+ IN ).

Hence the network structure for the transformed problem is found by adding an iden-
tity matrix to the main diagonal and then multiply by the permutation matrix P , with
the structure described above.

For the second transformation, assume that matrix Ã, still of size N × N , does not
include origin or destination nodes. For an instance with m salesmen, we add m extra
nodes (new rows and columns) with directed arcs to and from all previous nodes, that
is m(2N + 1) new arcs.
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The new adjacency matrix Â now include arcs to and from the origin and destination
nodes, described by matrix E of size N ×m with all entries equal to 1. Matrix Bm
corresponds to the extra arcs between the added dummy nodes.

Â =

[
Ã E
ET Bm

]
, Bm =

[
0 0

Im−1 0

]
In the case of forcing all salesmen to be active, matrix Bm consists of all zeros instead.
The structure makes it very easy to transform the GmTSP into a standard TSP, with
a moderate m extra nodes and 2mN +m+N extra arcs.

6.6 The LKH solver

The TSP problem is well studied, and although NP-hard there exist successful heuristic
approaches. One of the best available solvers is the LKH solver, an implementation
of the Lin-Kernighan heuristic for solving the traveling salesman problem, presented
in their paper [14] from 1973. The heuristic involves swapping pairs of sub-tours to
make a new tour.

The algorithm is a generalization of 2-opt and 3-opt, local search strategies that work
by switching two or three paths to make a given tour shorter. Lin-Kernighan is
adaptive and at each step decides how many paths between cities need to be switched
to find a shorter tour. The implementation of LKH has been made in the programming
language C by Keld Helsgaun. We recommend [7] for more information and details on
the implementation.

7 Constructive Heuristics

A great advantage with this problem is that, even though it is very hard to solve,
feasible solutions can be found rather easily. In this section, we present a constructive
greedy heuristic, which consist of four steps. Each step will be described in detail in
the upcoming sections, but a short overview is given here to outline the heuristic.

A heuristic solution will be denoted (x̄, t̄), where x̄ is short for the routing variables xrij ,
and t̄ represents the continuous time variables tAm, tIm, tri , and tF . Assume a fleet of
2m aircraft, working in pairs, that is m resource pairs.

1. Solve a GmTSP for m aircraft over clusters of attack nodes for each target, in
order to partition the targets and decide an attack sequence.

2. Solve m shortest path problems, one for each resource pair, in order to construct
a feasible routing solution x̄.

3. From step 1 and 2, we have created a partial solution in x̄, and now need to
find t̄. To do this, solve a Project Network problem.

4. Optionally, perform a local search on (x̄, t̄).
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7.1 Assumptions

For this heuristic to work, we need to introduce some assumptions and limitations.
The mathematical models presented in Section 4 are able to handle a heterogeneous
aircraft fleet, but in order to use the transformations described in Section 6 we must
restrict ourselves to a homogeneous aircraft fleet.

Further, if a problem instance contains precedence constraints, the target sequence
must be either partially or totally ordered. This limitation is acceptable for any real
case scenario, where wind conditions and other factors will implicate an ordering, and
hence is not an issue in practice.

Any precedence relations that fulfill this assumption are handled in step 1, where the
GmTSP network is adjusted by removing all arcs violating any precedence relation.
Hence each subproblem in step 2 will generate feasible paths, and in step 3 we add
dummy arcs to the project network in order to force the critical path to satisfy all
precedence relations.

To illustrate the necessity of this limitation, we present a small example in Figure 22
where the only precedence constraint is that target 2 must be attacked before target 3.
The solution from step 1 could possibly violate this, and hence the solution will not
be feasible. For any partially ordered set of targets, this cannot happen.

0

1

2

3 0

1

2

3

Figure 22: The aircraft should start and stop at node 0, and precedence states that
target 2 must be attacked before target 3. Even so, a feasible path in this
network is 0–3–1–2–0, which contradicts the precedence constraint.

At the moment, we also assume that the aircraft fleet have no armament capacity
constraints, that is, each aircraft is allowed to perform an unlimited number of attacks.

7.2 Step 1 and 2 - GmTSP and Shortest Path

Under the assumption that all resources work in pairs, it is possible to construct
GmTSP problems and utilize the method presented in Section 6.2 to solve them.
Hence, we assume an aircraft fleet of size 2m. In the first step, we construct clusters
which contain only attack nodes and set up a GmTSP for m aircraft, where arcs
are valid movements between these nodes like before. The solution to this GmTSP
provides a partitioning of all targets between the aircraft pairs, specifies an attack
sequence of the targets and which attack nodes to be used.
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In the second step we solve m small shortest path problems, one for each aircraft pair,
where each network is directed and acyclic, and consist of illumination nodes that are
compatible with the corresponding attack nodes chosen by step 1.

The result is probably suboptimal, since the path of the illuminator is likely to be
more time consuming than the path of the attacker due to the fact that illumination
is performed for 15 seconds while an attack is performed instantaneously. A small
example is found in Figure 23.

BASE

AAA

BASE

II I

331 2 1 2

Figure 23: An example with 3 targets and 2 aircraft pairs. In step 1, to the left, an
mTSP with attack nodes only. In step 2, to the right, one should solve a
Shortest Path problem for each aircraft pair, and find compatible illumination
nodes that match the solution from step 1.

Specified Roles

Instead of limiting the aircraft fleet to work in fixed pairs, assume we specify m aircraft
to be attackers and k aircraft to be illuminators. Step 1 can still be solved as a GmTSP
for clusters of attack nodes, but step 2 need some adjustment. The solution from
step 1 provides a partial ordering of the attacks against each target, which needs to
be satisfied when routing the k illuminating aircraft, as well as the given precedence
relations.

The subproblem is no longer a shortest path problem, instead we need to set up and
solve a second GmTSP. In the case of no given precedence relations, it is sufficient to
consider the partial ordering of step 1 when defining the underlying network for the
GmTSP. This can be done by ordering the targets with respect to earliest visit time
of the attackers. One can now solve the new GmTSP problem for the k illuminators,
on a network with illumination nodes compatible with the specified attack nodes from
step 1, and directed arcs not violating the fixed sequence. In the case of a totally
ordered attack sequence, the GmTSP problem can be solved directly.

With a partially ordered attack sequence, it is necessary to set up a Project Network
(see next section) and find a topological ordering of the targets. With this ordering at
hand, the GmTSP problem can be solved for the k illuminators as before.
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7.3 Step 3 - Project Network

So far we have a partial solution, as the first two steps have created a feasible routing
of our resources, i.e. the xrij variables. The third step consists of creating feasible
values for our time variables tri , t

A
m, tIm and tF , matching the routing. This can be

done in an elegant way, by constructing a Project Network and find its critical path.

Let each target be represented by an activity node in this network, and add directed
arcs wherever at least one resource goes directly from one target to another. If re-
sources work in pairs, they will obviously visit their targets in the same sequence.
Instead of adding two parallel arcs, it is sufficient to add the one with longest travel-
ing time, i.e. biggest Tij value. Precedence relations are handled by adding dummy
arcs, one for each pair (m,n) ∈ S.

By sorting the nodes in a topological order, the project network becomes a Directed
Acyclic Graph (DAG). The critical path can then be found directly by the Bellman
equation. Node prices for each target node will correspond to the tAm and tIm variables,
and the total mission time, tF , is the cost of the critical path.

s t1 54 2 3

Project Network:

A A A A A

I I I I I

s t

Routing:
1 32 4 5

Figure 24: Example with 5 targets and 4 aircraft. The upper picture shows the flight
paths of each aircraft. The lower picture is the corresponding project network
in which to find the critical path. The dashed lines correspond to dummy
arcs, used to impose precedence relations. Here target 1 must be attacked
before target 4, and target 2 before target 3.

An example from a more general setting is found in Figure 24, including four aircraft
that are not forced to work in pairs, and five targets with given precedence relations
(4, 1) and (3, 2). The project network problem will find the optimal values for the time
variables, even for the more general setting in this example, as long as the network it
is acyclic.
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7.4 Step 4 - Local Search

In a heuristic framework, a local search procedure can often be used to improve the
solution. For this problem, there exist a natural neighbourhood involving the attack
and illumination combinations, (A/I)-combinations, for the active sectors in a given
feasible solution (x̄, t̄). We define a neighbour solution as any solution where the
sectors are kept, but at least one attack or illumination node is changed.

As mentioned earlier, the path for the second aircraft in each pair is likely to become
more time consuming, since the first step is solved in a greedy manner. The local
search will try to compensate for this, as it will test solutions where the roles of
each aircraft against a target is switched. Assume there are nA attack nodes and nI
illumination nodes in each sector. Then there exist nAnI combinations, or neighbours,
given that the aircraft do not switch roles. With the possibility of changing attacker
and illuminator against a target, a factor 2 is added and there are 2nAnI combinations
in each active sector.

Our local search evaluates all (A/I)-combinations for the active sectors, and a problem
with M targets will have M active sectors, hence M ·(2nAnI) neighbouring solutions
where exactly one sector at a time is changed.

X X

Figure 25: Local Search Procedure. To the left, the active sector and the currently
used attack and illumination nodes are marked by a box. To the right, an
illustration of the 2 · 3 = 6 combinations of attack and illumination nodes to
be evaluated. If the aircraft can switch roles, there are 12 combinations.

For a wider search, more sectors can be changed simultaneously, and we extend the
neighbourhood to involve more than one change at a time. The neighbourhood of a
solution x̄, allowing k sectors to change simultaneously, is denoted Nk(x̄).

The size of neighbourhood Nk(x̄), i.e. the number of combinations when k out of M
sectors are changed at once, is

(
M
k

)
· (2nAnI)k with the extreme case of (2nAnI)

M

combinations for NM (x̄). Since the current combination is already evaluated, one
combination can always be removed.

Each such combination corresponds to a new solution x̄, and hence the t̄ variables
needs to be recalculated by the critical path routine described in the previous section.
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7.5 Extensions and Future Work

In this section, we present some alternative versions of the constructive heuristic,
together with some possible extensions and future work. To start with, it is not obvious
what arc costs should be used when solving the subproblems, and some alternative
versions are discussed. Further, in the first step of the heuristic, it is not necessary to
consider only clusters of attack nodes. Also, the heuristic cannot handle the armament
constraints at the moment, and a possible solution to this limitation is discussed.

Arc costs

It is not obvious what the arc costs should be when defining and solving the GmTSP
problem in step 1, and the shortest path problems in step 2. When routing attackers,
it seems natural to consider expected effect against the targets, hence using the crij
values. In this way, one can avoid finding solutions with low expected attack efficiency,
caused by focusing on minimizing time consumption.

On the other hand, if minimizing the mission time span is of great importance, it
is better to use T rij as arc costs. This will probably result in solutions with poor
expected attack efficiency though. One could of course consider only “good enough”
attack positions to start with, hence solving this issue in advance.

Another way to handle these conflicting goals is to specify weight parameters a and b for
crij and T rij respectively, and hence solve the problem with arc costs wrij = a·crij+b·T rij .
A possible extension is to create Pareto-optimal solutions by experimenting with the
values of a and b, and this is ongoing work at the moment.

Clusters

In the first step, it is possible to construct clusters with illumination nodes instead
of attack nodes for each target, emphasizing the fact that illumination is more time
consuming than an attack. The second step then involves compatible attack nodes
instead, and can be solved as before.

A third option is to consider one big cluster of nodes for each target, containing both
attack and illumination nodes. The solution of the first step will still consist of one
flight path for each aircraft pair, but with the possibility of visiting both attack and
illumination nodes. The second step is the same as before, but now with clusters of
attack or illumination nodes for each target, depending on the solution from the first
step. In all, both these options essentially give rise to the same subproblems as before,
just with different node sets. The most natural option is to consider attack nodes
though, since the objective is primarily to maximize the expected effect against.

There is an obvious side effect of considering clusters containing both attack nodes
and illumination nodes in step 1. As pointed out earlier, the paths from step 2 are
probably more time consuming, since the flight paths from step 1 are optimized with
respect to the first aircraft in each pair. When more alternatives are available in the
first step, the route of the first aircraft could become even tighter in time, and the
compatible flight paths found in step 2 probably give rise to waiting times, and the
overall solution is likely to become suboptimal.
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Armament Constraints

It is possible to extend the method to handle the armament constraint, that each
aircraft can attack at most Γ targets, but it is not straightforward. The problem is
that the GmTSP solutions from step 1 might generate paths where an aircraft visits
more than Γ targets, and it is not possible to incorporate such constraints into the
network formulation.

With an aircraft fleet of size r ≥ dM/Γe, this issue can be solved by considering a
partitioning of the targets into r subsets, where each subset consist of at most Γ targets.
By solving one Generalized TSP for each such subset of targets, and one shortest path
problem for the accompanying illuminator, the best partitioning will yield a solution
that is feasible with respect to the armament constraints.

The drawback is that the Constructive Heuristic needs to be applied to all subsets in
order to compare their solutions. As an example, for three targets, Γ = 2 and r = 2,
there are three feasible partitionings:

{1,2|3}, {1,3|2}, {2,3|1}

The number of feasible partitionings increase quickly though. For five targets, r = 3
and Γ = 2, there are 15 feasible partitionings.

8 Column Enumeration

Optimization problems can often be formulated in different ways, thereby enabling
different solution approaches. One quite special way is to use a so called “column”
formulation. The basic idea is that a solution is a combination of several simpler types
of solutions, for example, a solution may consist of several traveling salesman tours
combined in some way.

Then one might formulate the original problem so that each of the simpler solutions is
represented by a column in the “master” problem, and the task of the master problem
is to find the best combination of these columns. This leads to a master problem of
set covering or set partitioning type.

Column Generation

In the solution approach called column generation, one starts with a small set of
columns for which the master problem is solved. With the help of information from
this solution, like the dual solutions and reduced costs, one formulates an optimization
problem for generating the most promising column not yet included.

A somewhat simpler solution approach is to generate all possible columns, without
the use of an optimization problem which may be difficult to formulate, and instead
keep all columns in a pool. The master problem then operates on a subset of columns,
since it would be too difficult to solve if all these columns were included, and then
sequentially add columns that are needed. It is also possible to exclude columns from
the master problem in order to keep down the size of the subset.
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Columns for our problem

The problem size, with respect to the number of variables (nodes and arcs), depends
on the discretization of feasible attack positions and compatible illumination positions,
and increases exponentially. One thing that does not depend on the discretization,
and is very limited, is the number of targets.

With M = |M| targets, there exists K = 2M − 1 nonempty subsets Sk of targets. A
large problem scenario includes no more than 10 targets, hence in our worst case there
are K = 1023 subsets. Let K denote the set of all subsets Sk for a given M.

For each subset Sk, we find the optimal feasible path for one aircraft pair, that is a
sequence for the targets in Sk and which nodes each aircraft in the pair should visit.
Such a solution, also referred to as a column, visits all targets in Sk and provides a
mission time tk and an expected attack value ck.

With an optimal solution for each subset in K it only remains to decide which columns
to use in order to cover each target exactly once. In other words, the master problem
becomes a Set Partitioning Problem (SPP) with K sets.

8.1 Generate Columns

In order to solve the SPP, we need to generate columns, that is to find an optimal
solution for each subset Sk. We will formulate and solve shortest path subproblems
for one aircraft pair, and utilize the fact that a large scenario includes at most ten
targets. For a subset Sk and one aircraft pair, the targets must be visited in the same
sequence. Since each target is either attacked or illuminated by the first aircraft, the
actions of the second aircraft follows as a direct consequence. One must still make
sure that the attack and illumination are performed in the same sector though.

Assume that a target sequence for Sk is specified. For a given sector, and a specified
role of each aircraft for each target, the subproblem becomes a shortest path problem
on a small directed acyclic network for each aircraft, which is extremely easy to solve.
Even though there are many such combinations of sequence, sector and role, we propose
to test all of them due to the limited number of targets. Since a large problem include
at most M = 10 targets, the number of combinations are kept to a manageable size.

Combinations

For a given subset Sk, with m = |Sk| targets, there are at most m! target sequences.
Any precedence relations stated in S will reduce this number, and in the extreme case
of a totally ordered sequence there is exactly one combination. For a partially ordered
set, where n1 targets should be attacked before n2 targets, the number of combination
becomes n1! · n2!.

For m targets, each with G sectors, there is Gm sector combinations. This is also an
upper bound since all sectors does not have to be in use, for example due to protected
objects in the vicinity. More generally, let gi be the number of sectors in use for each
target i ∈ Sk, then there are

∏
i∈Sk

gi sector combinations.
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If no restrictions are imposed on the aircraft pair, the number of Attack and Illumi-
nation (A/I) combinations against m targets is given by 2m−1, as each target is either
attacked or illuminated by one aircraft and vice versa for the other aircraft. If each
aircraft has a specified role, either attacker or illuminator, there is obviously only one
A/I combination.

Under the assumption that each aircraft can perform at most Γ attacks, an aircraft
pair can visit at most 2Γ targets. For a value of Γ = 2, this limits the size of feasible
subsets to include m ≤ 4 targets. It also limits the number of A/I combinations for
an aircraft pair. For a subset with one or two targets, this restriction does not affect
the number of combinations, but for a subset with three or four targets there are
only three valid combinations: A-A-I, A-I-A, A-I-I for three targets, and A-A-I-I,
A-I-A-I, A-I-I-A for four targets, instead of 23−1 = 4 and 24−1 = 8 combinations.

Table 2 states the number of combinations of sectors, target sequences and (A/I)
combinations, that is the total number of subproblems to be solved for a subset of given
size. The different assumptions for (A/I) combinations are No Assumption (NA), at
most two attacks (M2) and Specified Roles (SR). Here we use G = 6 sectors for each
target, and the number stated in the rightmost column is an upper bound on the total
number of subproblems to be solved based on the M2 assumption.

Table 2: The total number of combinations to be tested in order to find the optimal
route for one aircraft pair against the m targets in subset Sk.

# Targets # A/I # Sector # Target Total #

in subset Combinations Combinations Sequences Subproblems

m = |Sk| NA SR M2 Gm m! For M2

1 1 1 1 6 1 6

2 2 1 2 36 2 144

3 4 1 3 216 6 3888

4 8 1 3 1296 24 93312

5 16 1 - 7776 120 -

Under the assumption of at most two attacks, it is only possible to consider subsets Sk
with at most four targets. As seen above, the number of combinations explode even for
such relatively small sets. For the case of no assumption, this number is even larger,
and for the specified roles assumption the number is decreased significantly.

Subproblems

We have now investigated how many combinations of A/I, sectors, and target sequences
that arise for a given subset of targets. Assume now that we have a problem with M
targets and that each aircraft can attack at most two targets, how many subproblems
do we need to solve in order to find the optimal columns?
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In general, there are
(
M
m

)
subsets with m targets, so for example with M = 4 targets

the following subsets exist; 4 including one target, 6 including two targets, 4 including
three targets and obviously only 1 set including all four targets. For each such subset,
there is a certain number of subproblems to be solved, as stated in Table 2.

In Table 3, the total number of subsets and subproblems for a given problem size is
presented, based on the assumption of at most two attacks. As an example, for M = 4
targets the total number of subproblems to be solved in order to find the optimal
columns is calculated to be 4 · 6 + 6 · 144 + 4 · 3888 + 1 · 93312 = 109752. Once again,
this is an upper bound on the number of subproblems to be solved, and depends on
the precedence constraints for the problem instance at hand.

Table 3: The total number of subproblems to be solved in order to find the optimal
columns for a problem with M targets. These numbers are based on a dis-
cretization of G = 6 sectors, and the M2 assumption.

# Targets # Subsets of size 1–4 # Subproblems # Columns

M = |M|
(
M
1

) (
M
2

) (
M
3

) (
M
4

)
TOTAL 2M − 1

1 1 - - - 6 1

2 2 1 - - 156 3

3 3 3 1 - 4 338 7

4 4 6 4 1 109 752 15

5 5 10 10 5 506 910 31

6 6 15 20 15 1 479 636 63

7 7 21 35 35 3 405 066 127

8 8 28 56 70 6 753 648 255

9 9 36 84 126 12 089 142 511

10 10 45 120 210 20 068 620 1023

The assumption that an aircraft can attack at most two targets limits the subsets to
include at most four targets, but even if the aircraft could perform more attacks, it is
still reasonable to only consider subsets of this size. For example, suppose a problem
includes 6 targets and 2 aircraft pairs. In theory one pair could engage five of the
targets and leave one target to the other pair, but it seems more reasonable that an
optimal solution would partition the targets more evenly between the aircraft pairs.

As seen in Table 3, the number of subproblems to solve increase quickly. It must be
stated that each subproblem is extremely small and trivial to solve, as seen in next
section, and the process of solving these subproblems is fully parallelizable. With
enough computer resources, the columns can be found in reasonable time.
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8.2 Solving subproblems

Although there are many combinations, and hence many subproblems, each of them is
extremely easy to solve. For specified sectors, target sequence and specified roles for
each aircraft against each target, the resulting subproblem is a Shortest Path Prob-
lem on a directed acyclic graph. Such problems can be solved directly by Bellman’s
equations.

When the optimal arcs are known, the time of attack and time of illumination against
each target is found by solving a Project Network Problem. But since the network is
decoupled for the two aircraft, the solution is simply found as the longest arcs between
each target.

S T

Figure 26: Each subproblem is a Shortest Path Problem on a directed acyclic graph.
In this example, one aircraft should perform the following tasks: Attack–
Illuminate–Attack. The other aircraft will obviously perform the opposite
action at each target.

Notice that these subproblems are solved very efficiently independently of the number
of attack and illumination positions in each sector. Hence a much denser discretization
of the feasible attack space will not affect the complexity of these subproblems. An
increased number of sectors, G, will on the other hand have an immediate effect on
the efficiency of this approach.

Each subproblem solution contains a flight path for each aircraft, it specifies which
nodes to visit and in what order, a mission value ck and an overall mission time tk.
When all subproblems have been solved for a subset Sk, these parameters correspond
to the optimal flight paths with respect to arc costs cij for one aircraft pair. If the
time aspect is just as important as the mission value, the subproblems can be solved
with arc costs Tij instead of cij , generating time efficient paths.

The use of Tij as arc costs may however result in solutions with low expected at-
tack efficiency, and one should find a reasonable trade off by weighting the two costs
together, similar to the ideas presented in Section 7.5.

Once the optimal columns have been found for all subsets in K, we are ready to
formulate the Master Problem, a Set Partitioning Problem where all targets should
be visited exactly once by the available aircraft fleet.
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Greedy column generation

The number of subproblems to be solved grow rapidly with the number of targets,
and becomes significant even for instances with as few as five or six targets. To keep
the method tractable for all problem sizes, one could generate columns for each sub-
set Sk in a greedy manner instead of evaluating all combinations, and we propose to
use the constructive heuristics from Section 7. By doing so, the columns are probably
suboptimal, but can be found within seconds instead of possibly hours. This is im-
portant if computer resources are limited. A possible extension would be to generate
Pareto-optimal solutions by using weighted arc costs as described in Section 7.5.

8.3 Master Problem

For a given set of subtours, K, each covering a subset of targets, we define parameter
akm to be one if target m ∈ M is covered by subtour k ∈ K. Each subtour k has
a value of ck, mission time tk and require nk resources. We introduce the binary
decision variables zk, one if subtour k should be used, and time variable tF denotes
the total mission time, i.e. when all resources are back. With R resources available,
the optimization problem becomes

max
∑
k∈K

ckzk − µtF [MASTER]

s.t.
∑
k∈K

akmzk = 1 m ∈M (1)

∑
k∈K

nkzk ≤ R (2)

tkzk ≤ tF k ∈ K (3)

zk ∈ {0, 1} k ∈ K (4)

tF ≥ 0 (5)

which is easily solved by a general MIP solver like CPLEX. Constraint (1) states that
each target should be part of exactly one subtour, and constraint (2) makes sure that
the required number of resources do not exceed the available fleet size. Constraint (3)
is used to calculate the total mission time.

With the optimal solution z∗ at hand, it is straightforward to construct the corre-
sponding (x̄, t̄) solution by using the indicated columns. If no precedence relations are
given, the achieved solution from the master problem is optimal with respect to the
generated columns, and the value of tF is correct.

Validate solution

The solution of the master problem is always feasible with respect to routing con-
straints. However, if there exist precedence relations, the mission times tk for each
separate subtour k ∈ K might not be realizable since these flight paths will probably
affect each other, as illustrated in Figure 27 on next page.
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In this example, three aircraft pairs are considered, and the solution of the master
problem consist of three subtours: s− 1− 4− t of length 35, s− 2− 3− t of length 45,
and s − 5 − t of length 25. The solution states that tF = 45, the longest of the
three subtours. However, with precedence relations stating that target 1 must be
attacked before targets 2 and 3, which in their turn must be attacked before targets 4
and 5, this is not realizable anymore. Notice that each of the three subtours satisfy
these constraints, but from the corresponding project network, found in Figure 27, the
length of the critical path states that tF = 56.
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Figure 27: The project network corresponding to three subtours. Due to the given prece-
dence relations, here indicated with dashed arrows, the critical path becomes
s− 2− 3− 5− t with a total length of 56.

Hence the master problem always provide a feasible solution, but likely with an op-
timistic value for the total mission time. If the time aspect is only secondary, this
poses no problem since the paths are still valid. It is possible to solve this problem
more accurately, by considering travel times and precedence relations in the master
problem. Such an extension of the master problem is presented in next section.

Pareto-optimal columns

If a solution, when validated, turns out to be extremely time inefficient due to the
precedence constraints, it is possible to handle this by iteratively adding constraints
that forbid certain column combinations in the Master Problem. For example, if
the MP solution suggests column k and column l to be used, we add the constraint
zk + zl ≤ 1 and solve it again. This strategy is reasonable since the solution time of
the master problem is neglectable.

The proposed approach is very crude though, since forbidding the combination of two
columns actually means forbidding that particular partitioning of the targets between
the two aircraft pairs. The reason for that combination of columns to result in a
bad solution is due to the sequence of the targets, not its partitioning. To add some
flexibility, we propose to save the best column with respect to each ordering of targets
within each subset Sk, instead of only the best one. This implies no additional work
since all combinations are tested anyway. For the Greedy column generation approach,
instead of one GmTSP for each subset, one Shortest Path problem needs to be solved
for each valid ordering. The process of adding constraints for pairwise columns could
be repeated until no better solution, with respect to the validated solution, is found.
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8.4 Extended Master Problem

In order to fully capture the precedence relations, as done in the full model, one must
consider the individual travel times for each arc included in the subtours. From the
generated subtours, a reduced network is constructed.

Let Ñ denote all nodes in the reduced graph, including dummy origin and destination
nodes. Each target m ∈ M is associated with attack nodes ÑA

m and compatible
illumination nodes ÑI

m. Also, let Ã denote all arcs in the reduced network, and T̃ij
the minimum time needed to traverse arc (i, j) ∈ Ã.

Most of the notation is kept from the basic MP, like the set of subtours K, variables zk
and tF , and parameters akm, ck and nk. We introduce the binary arc variables xij
and time variables ti, t

A
m and tIm like in the full model.

Arc variable xij is equal to one if arc (i, j) ∈ Ã is part of any chosen subtour, and zero
otherwise. The continuous time variable ti is the time at which some aircraft visits
node i ∈ Ñ and is zero if the node is not part of any chosen subtour. Variables tAm
and tIm are the time of attack and illumination, respectively, of each target m ∈M.

Let pk specify which arcs that are part of the nk paths defined by subtour k. Define
set Kij = {k : (i, j) ∈ pk} for each arc (i, j) ∈ Ã to describe which subtours k that
include arc (i, j). As before, let S denote the set of ordered pairs (m,n) of targets
such that target m cannot be attacked before target n. If no precedence relations are
given a priori, set S is empty. The Extended Master Problem becomes:

max
∑
k∈K

ckzk − µtF [Extended MASTER]

s.t.
∑
k∈K

akmzk = 1 m ∈M (1)

∑
k∈K

nkzk ≤ R (2)

∑
k∈Kij

zk = xij (i, j) ∈ Ã (3)

ti + T̃ijxij ≤ tj + Tmax(1− xij) (i, j) ∈ Ã (4)

ti ≤ Tmax
∑

(i,j)∈Ã

xij i ∈ Ñ (5)

to = 0 (6)∑
i∈ÑAm

ti = tAm m ∈M (7)

∑
i∈ÑIm

ti = tIm m ∈M (8)

tAm = tIm m ∈M (9)

tAm ≥ tAn (m,n) ∈ S (10)
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tF ≥ td (11)

zk ∈ {0, 1} k ∈ K (12)

xij ∈ {0, 1} (i, j) ∈ Ã (13)

ti ≥ 0 i ∈ Ñ (14)

tAm, t
I
m ≥ 0 m ∈M (15)

tF ≥ 0 (16)

Like before, constraint (1) states that each target should be part of exactly one subtour,
and constraint (2) makes sure that the required number of aircraft do not exceed the
available fleet size. Constraint (3) couples the zk and xij variables, making sure that
only arcs that belong to active tours are utilized.

Constraint (4) propagates time, constraint (5) make sure that ti = 0 if node i is not
visited, and constraint (6) set the mission starting time to zero. Constraints (7)–(9)
define the time of attack and illumination against each target, and make sure that
these times are synchronized. Constraint (10) takes care of the precedence relations
and finally constraint (11) is used to calculate the total mission time.

This extended master problem is more complicated than the basic master problem,
hence it might not be as easy to solve, but this model is still much smaller than the
full problem from Section 4.2. We have not implemented this yet, so no results are
available, but for the moderate problem sizes considered here, this new model should
not pose any real problem for an advanced MIP solver.

8.5 Resolving Conflicts

The Extended Master Problem can be modified to handle flight path conflicts. If a
solution does not pass the post processing check, due to an intersection or collision
between two paths, it is possible to add constraints that resolve this conflict by for-
bidding the current solution. Consider the example in Figure 28, where the two flight
paths intersect at some point X.
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Figure 28: Two aircraft with flight paths that intersect. In the current solution both
aircraft reach the intersection point X at the same time.
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Based on a solution (x̄, t̄), the post processing check creates a detailed flight path for
each aircraft, where each arc is broken down into smaller legs with check times, and
can specify the estimated time of arrival to the intersection point X. If the estimated
arrival times for the two aircraft to the intersection point are separated far enough in
time, more than some user specified number Tsep, there is no real problem. On the
other hand, if the difference in arrival times is small, the proposed solution is not OK
due to the risk of collision.

Assume now that we do have a conflict. If one of the intersecting flight paths were
changed in such a way that the actual time of intersection becomes acceptable, i.e.
separated more than Tsep, the problem is solved. The question is which path that
should be changed, or if it is optimal to change at least one of the current flight paths
for some other solution.

It is possible to model and resolve this conflict by augmenting the model with a binary
variable q, that specifies which flight path that should be altered, and two additional
constraints

t1 + T13x13 + Tsep · (x13 + x24 + q − 2) ≤ t3 + (1− x13) · Tmax
t2 + T24x24 + Tsep · (x13 + x24 − q − 1) ≤ t4 + (1− x24) · Tmax

which forces one of the paths to alter its traveling time if both paths are in use, that
is x13 = x24 = 1. If q = 1 then path (1, 3) is altered, and if q = 0 path (2, 4) is altered.

Notice that if either x13 = 0 or x24 = 0, or both, the new constraints become re-
dundant. This is important since the model should be able to find other subtour
combinations if that is optimal subject to the new constraints. The solution to the
new problem, including the above constraints, either consist of the same subtours as
in the original solution z∗, but with altered times so that the conflict is avoided, or
have changed to a different set of subtours.

To generalize this procedure, let C denote the set of conflicting arc pairs detected in
the post processing check. For each such pair of conflicting arcs [(i, j), (k, l)] ∈ C, we
define the binary variable q as

qijkl =

{
1 if route (i, j) should be altered
0 if route (k, l) should be altered

and add constraints

ti + Tijxij + Tsep · (xij + xkl + qijkl − 2) ≤ tj + (1− xij) · Tmax

tk + Tklxkl + Tsep · (xij + xkl − qijkl − 1) ≤ tl + (1− xkl) · Tmax

to the model, a total of |C| binary variables and 2|C| constraints, and solve the Extended
Master Problem again. If the new solution passes the post processing check, we are
done. Otherwise one keep adding constraints for each new conflict until there are none.

Notice that if Tsep is chosen very large, as a direct consequence, this specific combina-
tion of paths is forbidden and at least one of the routes will change.
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8.6 Future Work

There are many possible extensions to the column based heuristic outlined here. At
the moment, we use nk = 2 aircraft, that is one aircraft pair to take care of the targets
in each subset Sk. Conceptually, it is straightforward to generalize this and generate
additional columns where nk = m aircraft are utilized to deal with the targets in each
subset. Exactly how to solve each subproblem in an efficient way, using m aircraft
instead of two, is presently not obvious.

The extended master problem presented in Section 8.4, and the additional constraints
for resolving conflicts discussed in the previous section, are still to be implemented
and tested. It is impossible to say whether this approach of resolving conflicts, by
adding constraints, converges quickly or just keep generating new conflicts.

9 Benchmark

In order to test and compare the proposed heuristic methods, we define a set of prob-
lems to be part of a benchmark. In these tests we like to cover some different char-
acteristics, like the number of targets, the size of the aircraft fleet, vary the line of
entrance and exit, and also solve problems for different precedence relations.

9.1 Scenarios and Cases

We consider three different scenarios, involving five targets each, where the relative
positions of the targets vary. The scenarios are referred to as 100, 200 and 300, and
each scenario comes with three different versions of entry and exit lines, referred to
as case 1, case 2 and case 3. The first scenario in combination with the third case of
entry/exit lines are thus referred to as Scenario 103.

The closest distance between targets range from 10 kilometers up to 25 kilometers.
One unit in the pictures corresponds to 1 km.

Scenario 1

The first scenario is illustrated in Figure 29. The targets are positioned without any
clear structure, but not too tight together. The first target is surrounded by three
protected object, indicated here by green squares. The second target is protected
by four SAM sites, seen as red circles, which affects the expected target effect from
certain directions. There are also two protected objects in its vicinity. In a similar
manner, the other targets are also heavily guarded in some directions, together with
a few protected objects.

The discretization of this scenario is found in Figure 30, with a total of 66 attack
nodes (black dots), 44 illumination nodes (black plus) and a total of 9550 arcs (not
shown). These numbers are the same for all scenarios. There are G = 6 sectors for
each target, illustrated by the dashed lines and circes in blue. The results presented
here are found by the constructive heuristic, but a comparison between the different
heuristics are found later in this section.
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Figure 29: Scenario 1.
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Scenario 100 − Discretization

Figure 30: Discretization of Scenario 1, which consist of 66 attack nodes (black dots),
44 illumination nodes (black plus) and a total of 9550 arcs (not shown).
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Scenario 2

The second scenario is illustrated in Figure 31, where the targets are positioned in
a straight line. Its discretization is not shown here, but consist of exactly the same
number of nodes and arcs as for the first scenario. This is due to identical vicinity
around each target, it is only the targets relative positions that are changed.
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Figure 31: Scenario 2.

Scenario 3

The third scenario is illustrated in Figure 32. Here the targets are positioned in a
v-shaped formation. Its discretization is not shown.
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Figure 32: Scenario 3.
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9.2 Problem Instances

For illustration purposes, this section provide solutions for numerous scenarios with
varying assumptions on the aircraft fleet, and the problem instances are solved by the
Constructive Heuristic method. We consider the following cases:

Geometry

In the geometry section, we demonstrate that the model and heuristics are able
to provide good solutions for various scenarios, where the relative positions
between targets are changed, but also with respect to the entry and exit lines.
We solve each of the three scenarios for different positions of the entry line and
exit line and present results for two aircraft.

Specified Roles

We present results where a certain number of aircraft are specified to be attackers
and the other aircraft are specified to be illuminators. These assumptions cannot
be solved using the Column Enumeration approach at the moment, but results
are reported for the Constructive Heuristic and the mathematical model solved
by AMPL/CPLEX.

Fleet Size

The model and heuristics should be able to utilize multiple aircraft in efficient
ways, hence the first scenario is solved for an increasing aircraft fleet.

Precedence Constraints

The model and heuristics are required to handle precedence constraints, and
four sets of precedence constraints are prescribed to the first scenario. Each
instance is solved for two and four aircraft to investigate the cooperative gains
of multiple aircraft.

Run times for the Constructive Heuristic varies between one second up to at most ten
seconds. Later, in Section 9.8, benchmark results are presented where the Constructive
Heuristic and the Column Enumeration approach are compared, together with results
for AMPL/CPLEX.

9.3 Interpretation of Results

The entry and exit lines are represented by black solid lines and recognized by the text
IN and OUT respectively. Target locations are indicated by the BLACK numbers,
which also gives a natural numbering of the targets. Red circles indicate enemy defen-
sive positions, and their radius specify the area covered. Protected objects are shown
as green squares. The flight path for each aircraft is shown as a dashed line, and attack
and illumination nodes along these paths are indicated by dots. In general, the black
dashed routes correspond to attacks and the blue dashed routes to illuminations.

The title of each figure state the scenario number and the target sequence, which
specifies the proposed attack order of the targets found by the Constructive Heuristic.
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9.4 Geometry

Here follows 9 figures, presenting solutions to the different scenarios and positions of
the entry and exit lines.

Scenario 100
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Case 101  −   Target Sequence:  3  1  2  5  4

Figure 33: Result for Case 101 using 2 aircraft. Mission time TF = 689 and expected
effect pKill = (1.0, 1.0, 1.0, 0.8, 1.0) against the targets.

−20 0 20 40 60 80

0

20

40

1

2

3 4

5

Case 102   −   Target Sequence:  3  1  5  2  4

IN

OUT

Figure 34: Result for Case 102 using 2 aircraft. Mission time TF = 948 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.
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Figure 35: Result for Case 103 using 2 aircraft. Mission time TF = 676 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.

The different placements of the entry and exit lines are captured by the model, and as
seen in the solutions the target sequence is adjusted in order to achieve time efficient
flight paths. High expected effect is obtained against all targets.

Scenario 200

−40 −20 0 20 40 60 80
−20

0

20

40 1
2

3
4

5

Case 201   −   Target Sequence:  1  2  3  5  4

IN

OUT

Figure 36: Result for Case 201 using 2 aircraft. Mission time TF = 844 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.
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Figure 37: Result for Case 202 using 2 aircraft. Mission time TF = 1074 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.
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Figure 38: Result for Case 203 using 2 aircraft. Mission time TF = 612 and expected
effect pKill = (0.92, 1.0, 1.0, 1.0, 1.0) against the targets.

Just like in the case of Scenario 100, the different placements of the entry and exit
lines are captured by the model. The target sequence is adjusted in order to achieve
time efficient flight paths. High expected effect is obtained against all targets.
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Scenario 300

The results are once again similar to those for Scenario 100. The target sequence
is adjusted in order to achieve time efficient flight paths, and high expected effect is
obtained against all targets.

−40 −20 0 20 40 60 80 100

−30

−10

10

30

1

2

3

4

5

Case 301   −   Target Sequence:  1  2  3  5  4

IN

OUT

Figure 39: Result for Case 301 using 2 aircraft. Mission time TF = 752 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.
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Figure 40: Result for Case 302 using 2 aircraft. Mission time TF = 988 and expected
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) against the targets.
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Figure 41: Result for Case 303 using 2 aircraft. Mission time TF = 693 and expected
effect pKill = (0.92, 1.0, 1.0, 1.0, 1.0) against the targets.

9.5 Specified Roles

For these tests, each aircraft is given a specified role throughout the mission. In the
title of each figure, the number of attackers plus the number of illuminators is stated.
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Specified roles:  2 + 1   −   Target Sequence:  3  4  1  2  5
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Figure 42: Result for Case 101 with 2 attackers and 1 illuminator. Expected target effect
pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 819.
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Figure 43: Result for Case 101 with 3 attackers and 2 illuminators. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 594.
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Figure 44: Result for Case 101 with 2 attackers and 3 illuminators. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 594.
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Figure 45: Result for Case 101 with 3 attackers and 4 illuminators. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 586.
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Figure 46: Result for Case 101 with 4 attackers and 3 illuminators. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 498.

It is beautiful to see how an increasing aircraft fleet better and better partitions the
targets and decreases the total mission time.
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9.6 Fleet size

Here we solve Case 101 once again, but now the number of aircraft used in the mission
is varied. As seen in the solutions, an increased number of aircraft results in smoother
flight paths, as the targets are partitioned between the resource pairs. The total
mission time naturally decreases as the fleet size increases.
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Figure 47: Result for Case 101 using 2 aircraft. Mission time TF = 689 and expected
target effect pKill = (1.0, 1.0, 1.0, 0.8, 1.0).
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Figure 48: Result for Case 101 using 4 aircraft. Mission time TF = 594 and expected
target effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0).
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Figure 49: Result for Case 101 using 6 aircraft. Mission time TF = 594 and expected
target effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0).
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Figure 50: Result for Case 101 using 8 aircraft. Mission time TF = 459 and expected
target effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0).

268



Effect Oriented Planning

9.7 Precedence Constraints

For these scenarios, we specify an attack sequence, partially or totally ordered, to show
that the heuristic is able to handle this. Each case is solved using two aircraft and
four aircraft respectively, to highlight the efficient use of additional aircraft.

Enforced Sequence: 1–2–3–4–5
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Figure 51: Result for 2 aircraft with precedence 1–2–3–4–5 on targets. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 931.
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Figure 52: Result for 4 aircraft with precedence 1–2–3–4–5 on targets. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 594.

The enforced sequence gives rise to long flight paths in the case of two aircraft. Adding
an extra pair of aircraft helps a lot as the targets are partitioned in such a way that
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each pair can travel in a natural path from the entry line to the exit line. This decreases
the the total mission time drastically. Similar behaviour is seen for all cases.

Enforced Sequence: 1–{2,3}–{4,5}

Here target 1 must be attacked before targets 2 and 3, whom in their turn must be
attacked before targets 4 and 5. There is no restriction on the order of attack between
targets 2 and 3, and similar between targets 4 and 5.
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Figure 53: Result for 2 aircraft with precedence 1–{2,3}–{4,5} on targets. Expected
target effect pKill = (1.0, 1.0, 1.0, 0.8, 1.0) and mission time TF = 757.

−40 −20 0 20 40 60 80 100
−30

−10

10

30

50

1
2

3 4

5

Precedence:  4 aircraft   −   Target Sequence:  1  3  2  4  5

IN

OUT

Figure 54: Result for 4 aircraft with precedence 1–{2,3}–{4,5} on targets. Expected
target effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 594.
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Enforced Sequence: 1–3–4–2–5
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Figure 55: Result for 2 aircraft with precedence 1–3–4–2–5 on targets. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 779.
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Figure 56: Result for 4 aircraft with precedence 1–3–4–2–5 on targets. Expected target
effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 594.

Once again, the enforced sequence gives rise to long flight paths in the case of two
aircraft. With an extra pair of aircraft, the targets are partitioned in such a way that
allows each pair to travel in a natural path from the entry line to the exit line. This
decreases the the total mission time drastically.
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Enforced Sequence: {3,4}–{1,2,5}

Here targets 3 and 4 must be attacked before targets 1, 2 and 5. There is no restriction
on the order of attack between targets 3 and 4, and similar between targets 1, 2 and 5.
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Figure 57: Result for 2 aircraft with precedence {3,4}–{1,2,5} on targets. Expected
target effect pKill = (0.92, 1.0, 1.0, 1.0, 1.0) and mission time TF = 702.
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Figure 58: Result for 4 aircraft with precedence {3,4}–{1,2,5} on targets. Expected
target effect pKill = (1.0, 1.0, 1.0, 1.0, 1.0) and mission time TF = 611.

The enforced partially ordered sequence is handled in a good way by only two aircraft,
but the extra pair still improves the total mission time and expected effect.
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9.8 Method Comparison

In order to compare the two heuristics, we have used the Column Enumeration ap-
proach to solve the same scenarios as in the previous section. We have also used
the option where columns are generated heuristically, to see whether the extra effort
of evaluating all combinations is motivated or not. The results are presented in Ta-
ble 4, where the objective value is given, together with reference values found using
AMPL/CPLEX for a limited time.

The results for the Constructive Heuristic is presented in column Constr, and the
solutions are the ones presented in the previous section. The Column Enumeration
approach is presented in columns Greedy and Enum, where the former refers to the
version of the method where columns are found heuristically, and the latter where
all combinations are tried. For these tests, in order to compare the results with the
Constructive Heuristic, we use no capacity restriction on the aircraft fleet. Also, we
solve the subproblems for the set of all five targets, since most instances only involves
one aircraft pair.

Constructive Heuristic

The Constructive Heuristic (CH) generate a feasible solution within 1–5 seconds for
any problem instance. As seen in Table 4, they are never the best found solutions,
but within its timeframe the results are outstanding. For problem instance 205, its
finds a solution that is actually better than what CPLEX finds within 10 minutes. By
doing some fine tuning of this method, experimenting on how to weight the arc costs,
the Constructive Heuristic will be an important routine in developing more advanced
heuristics.

Greedy Column Generation

Solution times for generating the greedy columns are 12–26 seconds, where problems
with precedence constraints run faster due to smaller search space. The time needed
for solving the master problem is neglectable, normally a few hundredths of a second.
This is interesting for problem instances where the fleet size vary, since the columns
only need to be generated once.

The Greedy Column Generation is based on the Constructive Heuristic, and thus their
results are identical for problem instances with two aircraft. Hence the Greedy Column
Generation approach is only suitable for instances where more than one aircraft pair is
available. This is seen in Table 4 for the fleet size instances, where better solutions are
found by the master problem when combining columns, compared to the Constructive
Heuristic.

When solving problem instances with precedence constraints, better solutions are still
found, but the improvement is less impressive. For instance Prec 1.4, the result
is actually worse than for the Constructive Heuristic. This is due to the precedence
constraints, as their effect is not seen before validating the solution, that is, solving the
project network. The combination of two or more columns suggested by the master
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Table 4: Model comparison. The Constructive Heuristic (Constr), the heuristically found
columns (Greedy) and the Column Enumeration (Enum). Also the best found
AMPL/CPLEX solution after 1 minute and 10 minutes.

HEURISTICS AMPL/CLPEX

Constr. Greedy Enum. 1 min 10 min

Geom.

101 129.26 129.26 122.33 133.19 124.28

102 145.57 145.57 135.63 144.80 137.92

103 130.26 130.26 119.98 127.43 123.67

201 145.17 145.17 129.79 141.85 129.99

202 171.19 171.19 164.69 171.98 165.11

203 125.55 125.55 125.55 138.13 127.59

301 142.69 142.69 128.57 136.71 129.00

302 158.10 158.10 149.34 159.10 152.60

303 134.00 134.00 132.62 145.05 133.99

S.R.

2+1 141.74 - - 121.63 121.63

3+2 120.75 - - 115.01 114.41

2+3 120.81 - - 117.98 110.27

3+4 121.95 - - 125.85 110.19

4+3 113.63 - - 114.49 109.89

Fleet

2 129.26 129.26 122.33 133.19 124.28

4 120.07 109.00 107.75 112.95 108.93

6 121.36 105.30 104.85 114.23 110.48

8 110.64 105.02 104.55 119.31 112.70

Prec.

1.2 153.65 153.65 136.36 138.58 138.58

1.4 120.62 133.98 111.68 118.63 111.24

2.2 136.42 136.42 124.28 124.73 124.21

2.4 120.40 117.48 108.73 118.82 108.73

3.2 137.68 137.68 128.77 131.19 131.19

3.4 120.25 120.00 115.29 122.58 114.13

4.2 130.06 130.06 129.45 133.87 129.45

4.4 121.73 109.22 109.22 126.78 110.61

problem are surely optimal if there were no precedences, but in order to create a
feasible solution the total mission time might need to be prolonged.
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This behaviour was predicted in Section 8.3, and is illustrated in Figure 27 on page 252.
That section also describes how to circumvent this behaviour, by iteratively adding
constraints that forbid certain combinations of columns, and thus find alternative
column combinations. For problem instance 1.4, the new objective became 119.39,
which is better than for the Constructive Heuristic.

By extending the Greedy Column Generation to incorporate columns for each ordering
of targets, and iteratively add constraints in order to find alternative column combi-
nations, this approach will become more stable for problem instances with precedence
constraints.

Complete Column Enumeration

For the complete enumeration of columns, solution times vary a lot depending on
the precedence constraints. For problem instances with no precedence at all, it takes
roughly 3 hours to generate all columns, but for a problem with fixed attack sequence
the columns are found within 6 minutes. It is important to remember that these run
times are totally dependent on the available computer capacity and implementation,
and not that interesting since the process is totally parallelizable.

For problem instances with no precedence, and with increasing fleet size, the results
are equivalent to the Greedy approach. This indicates that for subsets with only two
or three targets, the Constructive Heuristic solutions are very good, but that these
solutions become weaker for larger subsets. When precedence constraints are active,
big improvements are found even for instances with two aircraft. This is very beneficial
since the time needed for generating the columns decrease for exactly these problem
instances.

To conclude, even though the Column enumeration requires long run times, its solu-
tions are excellent and most of the time even better than what CPLEX finds after
10 minutes. By guiding the solution process of the heuristic, by excluding the most
unlikely target orderings in a smart way, a substantial speedup is possible.

Heuristics versus AMPL/CPLEX

Based on the empirical tests in Section 5.5, the results for CPLEX are found using
the second model, and we note the objective value found by CPLEX after 1 minute
and after 10 minutes. Although far from closing the duality gap, it is able to provide
feasible solutions within seconds, and it finds good solutions within 1 minute even for
these bigger problem instances.

Even though CPLEX delivers the best results, sometimes within a minute, the heuris-
tic methods are still motivated. The solutions found by the Constructive Heuristic,
within a few seconds, are superior to those of CPLEX within that timeframe. For
the application of military decision support, where it is essential to find good solu-
tions quickly rather than optimal solutions after long time, this approach is favorable.
It should also be stated that the CH will always deliver a solution within seconds,
whereas there is no guarantee for how quickly CPLEX will find a feasible solution.
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The Column enumeration approach is well suited for problem instances with prece-
dence constraints, since this limits the number of subproblems to be solved signifi-
cantly. If only one resource pair is available, these solutions are probably near-optimal
and found in reasonable time. For multiple aircraft pairs, the validation of the pro-
posed column combination might render time inefficient solutions, but this seems to
be a bigger issue for the Greedy Column Generation approach.

As for now, all heuristics are implemented in Matlab, and a professional implemen-
tation in C++ would surely increase their efficiency. This is especially true for the
Column Enumeration approach which includes many for-loops, a known weakness for
Matlab, and also due to its parallelizability.

9.9 Result Analysis

Flight paths

In Section 3.5 we described how arc costs are calculated. Although an arc is presented
as a straight line in the network representation, we remind you that it actually consist
of a complex and detailed flight path. For example, in the extracted part of a solution
found in Figure 59, the flight path between the attack nodes is represented by a straight
line, seemingly passing through the defended airspace of a SAM. The actual flight path
avoids the SAM and takes advantage of the environment in order to stay hidden.

2

1

Figure 59: The flight path of an aircraft. In solutions, each arc represents a complex
flight path between its nodes.

Deconfliction

Our general mission planning problem has been solved, and by some inductive reason-
ing, we can state that our models and methods hold and provide “good” solutions as
seen in the solution figures. A “good” solution is indicated by fulfillment of the ob-
jectives, i.e. a high hit probability in combination with time efficient routing. To find
high hit probabilities one has to investigate the parameterized target area and search
for good candidates. In our model set up, it is straightforward to identify preferred
attack points and directions against each target.
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These attack points are connected to paths, one path for each resource. As mentioned
earlier, hit probability is easy to verify but how can the paths be examined? One
can easily see the geometric aspect of the solution. Is the route smooth, does it look
like a shortest path between the entrance and exit line, then it is a good solution.
However, since there can be a conflict between finding the shortest path from entrance
to exit line and still catch the high probability attack points, the solution might look
inefficient in some cases, specially if we invoke strong precedence constraints. Some
of these aspects can be visually examined, some can not. Ways of stating objective
fulfillment is of course by examine the objective value and the degree of optimality. As
showed in this section, the Constructive Heuristic is effective and brings near optimal
or optimal solutions, so we can be confident that our balance of expected target effect
and time efficient routing provide “good” solutions.
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Figure 60: Deconfliction. A mission plan with possible conflicts.

But there is still one aspect of a mission plan that is vital and not yet covered by our
optimization approach – is the plan conflict free? Our solution can contain conflicts in
the sense that two or more paths coincide in time and space, hence invoke a probability
of collision. A first suspicion of conflict is shown in Figure 60 where five path crossings
occur. Further, a timing analysis calculates the relative distances within the mission
time span, that is from the line of entrance to the exit line. If the distance between
each pair of aircraft is less than some given security distance, a confliction is at hand.

Now a deconfliction process is carried through based on two different strategies. First
deconfliction can be done by the separation of paths into different altitudes. An
altitude difference is invoked in each confliction zone until all conflicts are solved.
This can be done iteratively. A second approach to resolve conflicts is to separate
flight paths in time. However, precedence constraints can be a hindrance in that
process. To overcome precedence difficulties, individual legs can be shifted in time by
a change in speed or a change in the local path layout.
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10 Conclusions

In this paper, we have presented and formulated a military aircraft mission planning
problem, involving the routing of an aircraft fleet that shall perform attacks against a
given set of ground targets. The target scene might also include hostile SAM sites and
protected objects, like schools and hospitals, not to be hit during the attacks. Feasible
attack positions are defined by its footprint, the area subject to collateral damage, as
positions such that no protected buildings fall inside the footprint.

The feasible airspace is discretized and, as a result, attack positions and compatible
illumination positions can be represented by nodes, while feasible flight paths between
these nodes define arcs. This network construction yields a mathematical model that is
recognized as a generalized vehicle routing problem with several side constraints. Each
target needs to be visited by exactly two aircraft in a compatible manner, that is, the
attack and illumination positions should match. Further, the attack and illumination
actions should be synchronized in time. Finally, precedence constraints restrict the
order of the attacks.

In Section 4 we have presented two mathematical MIP models which incorporate
the size of the aircraft fleet, precedence relations and specified roles. Without any
loss of generality, additional constraints are introduced in order to eliminate some
symmetry, and also to enable the option of forcing the aircraft to work in pairs. The
models are validated in Section 5, where a small test scenario is solved under different
assumptions. The results are illustrative and motivates the automatization of military
aircraft mission planning.

Although valid for large problem instances, the direct application of a general MIP
solver to the mathematical models is only practical for smaller scenarios. Efficient
heuristics have therefore been developed, with great result, and the details for the
Constructive Heuristics are found in Section 7 and the Column enumeration approach
is found in Section 8.

In Section 9, the Constructive Heuristic was used to provide solutions to multiple
scenarios under a variety of different assumptions. The solutions are all intuitively
appealing, with high expected effect of the attacks and no obvious flaws, and generated
within seconds. In order to compare the heuristic approaches, all problem instances
were also solved using the Column Enumeration and the Greedy Column Generation.
This comparison have been presented in Section 9.8, together with solutions from
AMPL/CPLEX found using the second MIP model. The results are convincing, as
the Constructive Heuristic finds acceptable solutions within seconds and the Column
Enumeration approach finds the overall best solutions for most instances.

Future Work

As always, there are many things that can be improved and explored further. If we look
back at Figure 8 on page 217, we have only treated the Optimization Block, and even
so not investigated and implemented all of its sub-blocks. The Preprocessing block
consists of many challenging optimization problems, such as the sequencing aspects
which results in difficult linear ordering problems.
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The Post processing is also an important part, since the deconfliction step is absolutely
necessary in order to validate the solutions. Without this step, the automatization of
the military aircraft mission planning process is not possible, and limits the use of our
work.

The heuristic approaches are not able to handle all the constraints and limitations
covered by the mathematical models. For example, both the Constructive Heuristic
and the Column Enumeration assume that aircraft work in pairs. There is one ex-
ception, as the Constructive Heuristic can handle a specified number of attackers and
illuminators, but this is limited to the case where each aircraft has a specified role.

Moreover, the Constructive Heuristic cannot handle armament constraints, although
this extension have been discussed in Section 7.5 and its implementation should be
straightforward. It would also be interesting to modify the heuristic to solve each
problem for different arc costs, specified by weights for the attack efficiency and time
consumption, as discussed in the same section.

For the Column Enumeration approach, in Section 8.4 we have outlined an Extended
Master Problem in order to handle precedence constraints in a more robust way, and
a framework for resolving flight path confliction in Section 8.5. We hope to implement
them both in the near future.

Ideas for a Lagrangean relaxation of the problem have been discussed, and many
different relaxations are possible. It is important though to get subproblems that are
tractable in some sense, either with well-known structures that can be utilized, or as
problems with available and efficient solvers.
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